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Deliverable D6.3 ResumeNet

Summary

The deliverable D6.3 originates from the management WP (WP6) of the ResumeNet project
in response to a request coming from the European Union. Since WP2 and WP3 have been
officially initiated in month M9 of the project lifetime, no deliverables reporting on technical
work progress in these two WPs are due by the first annual review of the project (M12).
Therefore, the current deliverable aims at summarizing the status of research work in these
two WPs. It could be viewed as an aggregate intermediate deliverable for multiple deliverables
that are due in M18 and report on the research work progress in specific WP2 and WP3 tasks.

The structure of the deliverable is rather straightforward. There is an introductory section
giving the overall view of the project and focusing on the positioning of the two WPs in it.
Emphasis is given on the way WP2 and WP3 enable the resilience framework described in WP1.
Then the report for each of the two WPs is organized along the research themes pursued in
them. The presentation of each theme includes: a) description of the problem along with
outline of the starting point of investigations (i.e., state-of-the-art); b) research methodology
adopted for addressing the problem together with work carried out so far within the project. In
some cases, this includes activities that have been running prior to the project official launch
and are now further pursued in the context of ResumeNet; c) the work plan for the next six
months.

There are nine research themes in WP2 and four in WP3 addressing various aspects of
the generic D2R2 + DR (Defence, Detection, Remediation, Recovery plus Diagnosis, and
Refinement) resilience strategy adopted in ResumeNet. Most of the themes, e.g., Survivable
Network Design (2.2), Distributed Challenge Detection (2.6), Distributed Store (2.7), Virtu-
alisation (3.4), look into fundamental mechanisms that should be deployed in the network.
Whereas others, such as themes 2.9 (Coping with Node Misbehaviours in Wireless Mesh Net-
works) or 2.10 (Coping with Node Misbehaviours in Opportunistic Networks), tailor the more
generic work in WP1 and other themes in WP2 and WP3 to the experimentation cases pursued
in WP4.

In all cases, the attempt has been to retain the description of themes as compact as
possible, yet without screening the technical elements. Pointers to scientific publications with
more exhaustive detail on the themes are provided where appropriate.
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1 Introduction

The resilience aim is pursued within ResumeNet via a six-step strategy, summarized in the
D2R2 + DR acronym (Defence, Detection, Remediation, Recovery plus Diagnosis, and Re-
finement). The project research work on resilience is structured along this strategy and is
carried out towards three main directions:

• Framework: The framework aspects of resilience are investigated in WP1. This is where
the main ingredients of a systematic approach towards embedding resilience in future
networking are investigated. The identification/classification of challenges, the quanti-
tative assessment of their impact, the search for resilience metrics, as well as the role of
policies and cross-layer techniques lie at the core of studies in this WP.

• Mechanisms: The realization of the resilience framework studied in WP1 raises certain
requirements for the network. The more generic and sometimes network-agnostic struc-
tures need to be actually supported and implemented in the real network; (some) network
nodes need to be equipped with certain functionality, information about the state of the
network has to be collected, shared, and made available to decision-making entities, poli-
cies need to be enforced, remediation mechanisms need to be coordinated and synchro-
nized. How can this be optimally accommodated in the network- and application-layer
infrastructure is the subject of WP2 and WP3 respectively. In the same time, these two
WPs accommodate tasks tailoring the more generic devised solutions to the particular
study cases treated in more detail in the experimentation work (WP4).

• Experimentation: Assessing the efficiency of the framework and the mechanisms sup-
porting it, in particular when this has to be done quantitatively rather than qualitatively,
is challenging. An exhaustive investigation of the full space of challenges and counter-
measures is not possible; many of those anyway are specific to a particular networking
context. Therefore, in the experimentation phase of the project (WP4), four study cases
have been selected for assessing to what extent the framework studied in WP1 and the
mechanisms devised in WP2 and WP3 could drive adapted solutions for improving their
resilience. These four study cases were deliberately chosen to address promising net-
working scenarios, whose widespread deployment is to high extent hindered by the lack
of resilience: wireless mesh and delay tolerant networks, peer-to-peer voice conferencing
and service provision over heterogeneous smart environments.

Therefore, work on network-level and application-level resilience is quite central to the
project objectives and it is no surprise that they account for almost 3/5 of the overall project
research effort, as measured in Person Months (213/364). In the sections that follow we
summarize the research questions that are being addressed in these two WPs, the ongoing
work along with the work plan for the next six months and results that have come out of this
work.
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2 Network level resilience

2.1 Overview

Our research on network-level resilience is guided by the D2R2 +DR strategy and an under-
standing of challenges including their impact on the networked system. Appropriate resilience
metrics and policies as well as a basic cross-layer framework provide the foundations for the
work items investigated. The first activity focuses on the design of a networked system that
can defend itself as well as possible. The project research on defensive measures is steered in
towards three main directions:

• Resilient network topologies (2.2) which can accommodate the expected traffic and,
in addition, can provide resources to dynamically react to adverse conditions. How
many additional resources must be provided is analytically investigated by calculating
protection costs on a node basis to defend against certain challenges.

• Defensive measures of the end-to-end transport protocols (2.3) which contribute to the
resilience of a distributed system. We investigate how multi-path routing can be steered
by the transport protocol adding a new dimension to the network topology investigations.

• Protection mechanisms (2.4 and 2.5) that can dynamically adapt to adverse conditions,
changing the level of node protection or flow protection according to the current situation
and the experienced challenges.

Our work on defensive measures can be seen on the left hand side of figure 1.
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Figure 1: Network-level resilience research interaction

The built-in defensive measures prevent service degradation caused by certain challeng-
ing conditions. But since a networked system is nothing static with respect to size, services,
users, and communication environment, dynamic mechanisms for challenge detection, remedi-
ation, and recovery have to be provided, too. Their aim is to keep the network in acceptable
operational state even if unforeseen challenges threaten the system and undiscovered faults
cause service errors and failures. Research on challenge detection starts with an understanding
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of normal behaviour providing a baseline for protocol behaviour analysis. A multi-level end-
to-end challenge detection system (2.6) monitors for service failure symptoms and challenge
characteristics. Information is gathered from the distributed system and consolidated to allow
fault-verification and fault-localization to the best possible degree the monitored information
allows. The information about ongoing challenges and affected services is stored in a dis-
tributed information store (2.7). In addition, a signal triggers the adaptation framework to
analyse possible remediation strategies, select an appropriate strategy and deploy it on the
network. Having changed the current network state, a measurement unit monitors the effects
the deployed strategy has on the distributed system, feeding back negative results to the deci-
sion logic to ”‘re-think”’ the decision about the selected remediation strategy. All information
about selected strategies and their assessment by the measurement unit is also stored in the
distributed information store.

In a later stage of the project, we envision to feed this stored information to an evolution
framework to refine the system behaviour (2.8). System learning algorithms will be investigated
to derive new parameter settings for selecting and configuring mechanisms to quicker and better
adapt to challenging conditions, which have been experienced before.

From the presented overview of activities it is obvious that the distributed information
store interconnects challenge detection with remediation strategy selection and also acts as an
persistent store to employ learning methodologies for system refinement later on. This central
role within the network level resilience research has not been explicitly formulated in earlier
versions of our research plan. To better emphasize its importance a dedicated work item within
our project has been introduced. A detailed description of this distributed information store
can be found in section 2.7.

Some of the described research in the context of network-level resilience is also relevant
at the application level. For example, detection of adverse network conditions can also be
applied to overlay networks, the distributed information store can be used to store application-
level information, and developed learning strategies can be reused. Moreover, network-level
reconfiguration of the network topology is envisioned to encompass the dynamic relocation of
virtual systems and overlay networks will be part of possible network remediation strategies.
In the reverse direction, results from the application-level resilience activities will be integrated
into the network-level mechanisms. Especially, results on overlay-based communication in
challenging environments will be used to maintain connectivity amongst distributed monitoring
and remediation mechanisms.

Finally, the developed mechanisms will be evaluated in two experimentation scenarios.
The first one is addressing wireless mesh networks and the second one focuses on opportunistic
networking. The two scenarios will be used as study cases for the research findings in WP1 and
WP2. The themes 2.9 and 2.10 focus on one of the major challenges to the operation of both
types of self-organizing networks: node misbehaviours. The themes include the assessment of
the misbehaviours’ impact on the two networking paradigms and the design of mechanisms
that either counteract such misbehaviours or, on a more proactive note, provide incentives for
node cooperation.
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2.2 Exact and approximation approaches for the design of survivable and
robust networks

2.2.1 Problem description

In the ”classical” survivable network design problem (SND), the objective is to find a network
configuration such that all traffic demands can be routed, whatever single equipment (typically,
a link or a node) failure might occur. There are as many variants of this problem as there are
different ways to route the traffic, or, in other words, model the effect of routing protocols.
Possible restrictions on the kind of capacities that can be installed on each link also give rise
to several variants of the problems. These kinds of problems have been already considerably
studied in the literature [GMS93], [KM05], [RM97], [OPTW07]. These problems have very
strong links with other well-known and studied problems in graphs, namely, the connectivity
problems.

In the SND problems, it is also usually assumed that the set of traffic demands (or traffic
matrix) is known in advance. In a practical setting, this assumption corresponds to the situation
where a traffic atrix can be reasonably well estimated and the peak hour is used for dimensioning
purposes. However, it also very often happens that the traffic matrix is very difficult to estimate
accurately and the observed matrix might end-up being very far from the estimated one. This
is one of the reasons why the optimization problems with uncertain data have received a
considerable attention these last few years and several robust optimization approaches have
been proposed to capture at least a part of these uncertainties [Att06], [BTN02], [BS03],
[Ouo06]. These so-called ”robust” approaches present an alternative, often more tractable in
practice, to stochastic programming approaches that were already present in the field for quite
a long time [BL97].

It should be noted that models allowing, to a certain extent, to accommodate for variable
traffic demands have already been proposed and studied for a long time in the setting of
networks flows. In particular, this is the case of the Maximum Concurrent Flow problem
(MCF), [SM90], where the objective is to maximize the common proportion applied to each
demand so that there remains a feasible way to route all the traffic without exceeding any link
capacity. There are other ways to try to commonly increase the traffic demands but the related
problems have been much less studied. To the best of our knowledge, the relationship between
these problems and the recent general robustness framework has not yet been investigated.

One interesting line of research concerns the links between multi commodity flow problems
and related cut or multi-cut problems. For instance, it is well-known that the sparsest cut
problem (SC), the cut which minimizes the ratio between the capacities and the demands
separated by the cut, is a weak dual of the maximum concurrent flow problem. Apart from
this rather obvious duality result, the sparsest cut also conveys some crucial information on
the weak part of the graph. Indeed, the sparsest cut is the first set of edges that become
saturated when all demands are commonly increased. It can hence be described as a certain
bottleneck of the network. Note that in the MCF and SC problems, the network topology and
the link capacities are given. This suggests some interesting problems if one considers also the
design of the network.

Research challenges The problem consists in designing a robust and survivable network.
The network to design will be modelled at a ”high-level”, as a collection of nodes to inter-
connect. Several assumptions will be made, in interaction with other tasks of the project,
regarding i) the way to define the required interconnections (single traffic matrix, collection
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of traffic matrices or traffic scenarios, set of potential traffic demands, etc.); ii) the way the
traffic is routed in the network (single path, multiple paths, 1-1 or 1-n protection, etc.); iii) the
reliability of the network equipments (basically translated as the probability that each node or
link might fail, plus assumptions on the independence, or not, of failure events,...).

2.2.2 Research work and approach

For each coherent set of assumptions, a problem will be tentatively modelled as a mixed integer
linear programming problem. Links to existing results will be established and new resolution
approaches will be derived, using either polyhedral studies to strengthen the problem description
and obtain exact solutions for small to medium size instances, or approximation schemes able
to solve large size instances with a reasonable performance guarantee.

The research will follow two steps:

1. define and analyse relevant optimization problems for the design of survivable, reliable
and robust networks.

2. design efficient algorithms to solve the optimization problems. These algorithms will
be based on best possible formulations of the problems as Mixed Integer Programming
(MIP) problems and designed with a precise objective concerning the required accuracy
and the maximum allowed computing time.

Earlier results The work on this theme draws on prior research activities that have been
conducted by FT:

1. Max-min fair survivable networks.

TCP/IP traffic is elastic in the sense that the bandwidth varies over time according to
the load on network links. As a result, it is difficult to define which level of bandwidth
requirement should be used in the design phase. The specificity of elastic traffic demands
can be translated into standard flow models where several connections compete for the
available resources. It is well known that TCP achieves a certain level of fairness in the
attribution of bandwidth to these competing connections. A similar kind of fairness,
the max-min fairness, can be introduced into the flow models, simply by increasing
simultaneously the bandwidth allocated to all connections until some links achieve their
capacity. By fixing some demands and repeating the process, it is then possible to allocate
as much bandwidth as possible without being too much ”unfair”. In collaboration with
UTC (Université de Technologie de Compiègne), FT has studied and modelled these
problems, in a normal operation setting (without failures) and in a survivable setting
(taking into account some failures).

2. Multi-layer survivable network design

A telecommunication network is usually made of successive layers, each layer being re-
sponsible for a certain part of the overall requirements and using different technologies.
For instance, the links of an IP/MPLS network are themselves routed on a SDH or Op-
tical/WDM transmission network. The design of each layer is often made independently
from the other layers and, in particular, each layer has its own survivability requirements.
As a result, it could happen that a connection protected by two disjoint paths at a given
level, ends up being not protected because the paths are not disjoint at some lower
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level. In collaboration with the University of Clermont-Ferrand, FT has studied several
two layers network design problems where the routing of each upper-level link into the
lower-level is taken into account to ensure a real survivable configuration.

Publications

• A. Bashllari, D. Nace, E. Gourdin, O. Klopfenstein, ”Max-min fair survivable networks”,
Ann. Telecom., Vol. 63, 2008, pp. 511-522.

• D. Nace, H.-L. Doan, E. Gourdin, B. Liau, ”Computing Optimal Max-Min Fair Resource
Allocation for Elastic Flows”, IEEE/ACM Transaction on Networking, Vol. 14, No. 6,
December, 2006, pp. 1272-1281.

• S. Borne, E. Gourdin, B. Liau, A.R. Mahjoub, ”Design of Survivable IP-over-Optical
Networks”, Annals of OR, Vol. 146, pp. 41-73, 2006.

2.2.3 Work plan for the next 6 months

In the following six month period, the following tasks will be carried out:

• Finalize literature review: in this task, most of the main results related to survivable
network design will be analyzed and an attempt will be made to relate these results, or
extend them, to other results such as the oblivious routing or the Minimum Inference
Routing Algorithm (MIRA).

• Use results involving max-min fair routing to define a hierarchy of cuts in the graph
identifying the successive bottlenecks.

2.3 End-to-end transport and mechanism diversity

2.3.1 Problem description

The ResumeNet resilience strategy involves taking defensive measures at every layer of the
network stack. In the end-to-end context, this involves implementing diverse mechanisms to
mitigate the effects of transport protocol data unit (TPDU) corruption and loss, and taking
a context aware approach to making appropriate decisions about which mechanisms to enable
in an adaptive manner. These requirements lead to a couple of broad questions which we seek
to answer in our current research.

• What is the minimal set of operational modes that comprehensively addresses possible
application requirements and network conditions?

• What are the set of mechanisms required to support each operational mode?

While investigating these questions, it becomes apparent that multipath mechanisms could
yield greater benefits if incorporated in the end-to-end (transport) context, and not only on a
hop-by-hop (forwarding) basis. It is also evident that there is much more research needed on
the end-to-end multipath mechanism when compared with some of the other areas (e.g. ARQ
and congestion avoidance) that have been more thoroughly explored in the past.
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2.3.2 Research work and approach

Our current research has two main thrusts, first the identification and characterization of
multiple reliability modes, and second Path Diversification, a heuristic approach to selecting
multiple end-to-end paths for simultaneous or failover use. The precursor to identifying re-
liability modes is to enumerate the classes of traffic that should be given particular types of
service.

Service types In the past the transport layer has had little instrumentation from the network
and lower layers about path conditions. In this approach, we apply the principle of translu-
cency [SH08] by making key pieces of information upwardly visible from the network to allow
the transport layer to make intelligent decisions about the E2E data transfer. In doing this we
have several service types in mind, with the selection indicated by the active application:

• Delay-bounded data is that for which the utility curve as a function of latency decreases
over a relatively short interval. An example of this is VoIP, in which the data is no longer
useful after more than a few hundred milliseconds. This kind of traffic requires a low-
latency path with high reliability since retransmissions are not generally an option, but
the data rate is often low enough to allow for some additional overhead in the form of
FEC or erasure coding.

• Bandwidth-inelastic traffic has a primary requirement in terms of the peak and aver-
age data rate for the flow. A large file transfer is an example of this type of service
requirement, and the transport protocol will send the data over a path composed of
high-capacity uncongested links, aggregating bandwidth from multiple disjoint paths if
possible. Due to the high data-rates involved, it may be preferable to correct errors via
retransmission as opposed to incurring the overhead of FEC.

• Best effort service is for delay and bandwidth insensitive applications, such as email,
in which the data should be delivered before the user gets impatient, but is not as
time sensitive as a packetised telephone call. An important consideration for this type
of communication is minimal resource usage at the end nodes since a server could be
managing tens of thousands of connections at any given time. UDP [Pos80] is essentially
designed to provide this kind of best effort service, but because it does not use cross-layer
information, it cannot provide the application layer with any details about the service
being provided, nor can it make intelligent decisions on how to deal with lost or delayed
packets [FCG+06].

Reliability modes Based on the application requirements, there may be a number of data
classes being transferred over the network. For this reason we define multiple reliability modes
that are mapped from different service types and form the generic counterpart of the domain-
specific reliability modes used in AeroTP [RPS08]. We call the generic protocol ResTP
(Resilient Transport Protocol) and it assumes the presence of a thin internetworking layer
(PoMo) [BCG+06]) also being developed by KU and partner institutions. The first two modes
are connection-oriented, and the last two are connectionless:

• Reliable mode uses end-to-end acknowledgements from the destination to the source as
the only way to guarantee delivery. This carries the penalty of requiring the end nodes
to maintain state regarding each packet in flight over the entire E2E path, which can be
substantial in high bandwidth-×-delay product environments.
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• Near-reliable mode is highly reliable, but does not guarantee delivery, instead using the
custody transfer [SB07] approach, which splits the ACK loop at intermediate realms at
the cost of buffering ResTP segments in each PoMo gateway until acknowledged by the
next realm along the path. Since the gateway uses split ARQ and immediately returns
TCP ACKs to the source, the assumption is that ResTPs reliable ARQ-based delivery will
succeed using SNACKs (selective negative acknowledgements) [DMT96] supplemented
by a limited number of (positive) ACKs. This can be more bandwidth-efficient than full
source–destination reliability. However, the possibility exists of confirming delivery of
data that the gateway cannot actually deliver to its final destination.

• Quasi-reliable mode uses only open-loop error recovery mechanisms such as FEC and
erasure coding across multiple paths if available [McA90], thus eliminating ACKs and
ARQ entirely. In this mode the strength of the coding can be tuned using cross-layer
optimizations based on the quality of the channel being traversed, available bandwidth,
and the application’s sensitivity to data loss. This mode provides an arbitrary level of
statistical reliability but without absolute delivery guarantees.

• Unreliable mode relies exclusively on the FEC of the link layer to preserve data integrity
and does not use any error correction mechanism at the transport layer. Cross-layering
is used to vary the link FEC strength.

The multipath mechanism may be useful in implementing any of the reliability modes,
depending on the service type selected, and the graph of the underlying topology.

Path diversification The path diversification model is made up of several components. First
we establish a quantitative measure of path diversity. We then use an exponential aggregator
function to calculate the effective path diversity. Finally, we do the path selection itself, based
on these values and a criterion derived from the service type being provided.

Path Diversity Since the primary motivation for implementing the path diversification mech-
anism is to increase resilience, paths should be chosen such that they will not experience corre-
lated failures. To this end, we define a measure of diversity (originally introduced in [RNS09])
that quantifies the degree to which alternate paths share the same nodes and links. Note
that in the WAN context in which we are concerned with events and connections on a large
geographic scale, a node may be thought of as representing an entire POP, and a link as the
physical bundle of fibers buried in a given right-of-way. This distinction between WAN and
LAN component identifiers affects only the population of the path database, not the usage of
the diversity metric.

Definition 1 (Path) Given a (source, destination) node pair, a path P between them is a
vector containing all links L and all intermediate nodes N traversed by that path, or

P = L ∪N (1)

and the length of this path, |P | is the combined total number of elements in L and N .

Definition 2 (Path diversity) Let the shortest path between a given (source, destination)
pair be P0. Then, for any other path Pk between the same source and destination, we define
the diversity function D(x) with respect to P0 as:

D(Pk) = 1− |Pk ∩ P0|
|P0|

(2)
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The path diversity has a value of 1 if Pk and P0 are completely disjoint and a value of 0 if Pk
and P0 are identical. For two arbitrary paths Pa and Pb the path diversity is given as:

D(Pb, Pa) = 1− |Pb ∩ Pa|
|Pa|

(3)

where |Pa| ≤ |Pb|.

0 1

3 4 5

2
P0

P1

P2

Figure 2: shortest path P0 and alternatives P1 and P2

It has been claimed [MEFV08] that measuring diversity (referred to as novelty) with respect
to either nodes or links is sufficient, however we assert that this is not the case. Figure 2
shows the shortest path, P0, along with the alternate paths P1 and P2 both of which have a
novelty of 1. However, given a failure on node 1, both P0 and P2 will fail. In our approach,
D(P2) = 2

3 , which reflects this vulnerability. P1 on the other hand has both a novelty of 1
and a diversity of 1, and does not share any common point of failure with P0. Similarly, the
wavelengths or fibers from multiple nodes may in fact be spliced into a single physical link.

Effective path diversity Effective path diversity (EPD) is an aggregation of path diversities
for a selected set of paths between a given node-pair (S,D). To calculate EPD we use an
exponential function

EPD = 1− e−λksd (4)

where ksd is a measure of the added diversity defined as

ksd =
k∑
i=1

Dmin(Pi) (5)

where Dmin(Pi) is the minimum diversity of path i when evaluated against all previously
selected paths for that pair of nodes. λ is an experimentally determined constant that scales
the impact of ksd based on the utility of this added diversity. A high value of λ (> 1) indicates
lower marginal utility for additional paths, while a low value of λ indicates a higher marginal
utility for additional paths. Using EPD allows us both to bound the diversity measurement on
the range [0,1) (an EPD of 1 would indicate an infinite diversity) and also reflect the decreasing
marginal utility provided by additional paths in real networks. This property is based on the
aggregate diversity of the paths connecting the two nodes.

Measuring graph diversity The total graph diversity (TGD) is simply the average of the
EPD values of all node pairs within that graph. This allows us to quantify the diversity that
can be achieved for a particular topology, not just for a particular flow. For example, a star
topology will always have a TGD of 0, while a ring topology will have a TGD of 0.6 given a λ
of 1.
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Path selection In this section we use three different modes for choosing a set of diverse paths
for a given node pair: number of paths, diversity threshold, and stretch limit. The objective
in the first mode is to find k maximally diverse paths. We first find the shortest fully disjoint
paths, and, if additional paths are required, we continue finding paths that add maximum
diversity as calculated using equation 5. The second mode selects as many maximally diverse
paths as are required to achieve the desired EPD. Finally, the third mode selects all maximally
diverse paths with stretch less than the stretch limit. In all modes, the set of maximally diverse
paths are found using the Floyd-Warshall algorithm with modified edge weights [Bha98]. In
this algorithm, only those paths are used which increase the EPD for the node pair in question.
Recall that only paths with one or more disjoint elements (links, nodes) will result in non-zero
Dmin and consequently increase EPD.

Publications The work published along this line of research includes:

• Justin P. Rohrer, Abdul Jabbar and James P.G. Sterbenz, “Path Diversification: A
Multipath Resilience Mechanism”, The 7th IEEE International Workshop on the Design
of Reliable Communication Networks (DRCN) 2009, Washington, DC October 2009 (to
appear).

• Justin P. Rohrer, Ramya Naidu and James P.G. Sterbenz, “Multipath at the Transport
Layer: An End-to-End Resilience Mechanism”, International Workshop on Reliable Net-
works Design and Modeling (RNDM) 2009, St. Petersburg, Russia, October 2009 (to
appear).

• Justin P. Rohrer and James P.G. Sterbenz, Performance and “Disruption Tolerance
of Transport Protocols for Airborne Telemetry”, Networks, International Telemetering
Conference (ITC) 2009, Las Vegas, NV October 2009 (to appear).

• Justin P. Rohrer, Abdul Jabbar, Erik Perrins, and James P.G. Sterbenz, “Cross-Layer
Architectural Framework for Highly-Mobile Multihop Airborne Telemetry Networks”,
Proceedings of IEEE Military Communications Conference (MILCOM’08), San Diego,
November 2008.

• Justin P. Rohrer, Erik Perrins, and James P.G. Sterbenz, “End-to-End Disruption-
Tolerant Transport Protocol Issues and Design for Airborne Telemetry Networks”, Inter-
national Telemetering Conference (ITC) 2008, San Diego, October 2008.

2.3.3 Work plan for the next 6 months

Over the course of the following six months, the following tasks will be carried out.

• Determine specifications for cross-layering communication and header fields used between
ResTP and PoMo.

• Implement a model of the ResTP protocol in the ns-3 simulation environment.
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2.4 Network node protection against malicious information spread

2.4.1 Problem description

This tasks aims to determine the level of protection in each system in the network against
malicious attacks or any type of epidemic spreading. Given a certain network topology and
the strength of the malicious spread, we determine at each node the level of protection (e.g.,
the required efficiency level of anti-virus software) in order to prevent further spread of the
malicious attacks.

The problem consists of two main aspects: the epidemic spreading on a network and
optimization/game theoretical problem of protection distribution. Whereas extensive studies
have been carried out on spreading processes in networks, its optimization/game theoretic
perspectives have hardly been considered. Epidemics on computer networks were studied in
[AJB00], [KW91], [PSV01] and [WCF+03]. The SIS (Susceptible Infected Susceptible) model
and the influence of the topology on the spreading process were extensively studied in [GMT05],
[GG03], [CEM05] and [Asa00].

Network security under a game theoretical setting was considered in [ACY06]. That study
addressed the interplay between protection and infection and noted the influence of the un-
derlying topology; however, it focused on the case of just two simple strategies, namely full
protection vs. no protection. In particular, if a node chooses the full protection strategy, its
security level does not depend on those of its neighbours. A framework that is closer to the
present study is that of IDS (Interdependent security) games [KH03], [KO03]. As opposed to
[ACY06], in IDS games security levels of agents are interdependent even when they choose
the protected strategy. However, the IDS framework does not consider the influence of the
underlying topology, as it restricts its attention to the case of a complete graph.

Global optimization of network protection was studied in [BCGS09], but the discussion was
limited to the epidemic threshold. For effective spreading rates below the epidemic threshold,
the virus contamination in the network dies out - the mean epidemic lifetime is of order log(N),
where N is the size of the network. For effective spreading rates above the epidemic threshold,
the virus is prevalent, i.e., a persisting fraction of nodes remains infected with mean epidemic
lifetime [GMT05] in the order of eN

α
, where α is a positive constant.

2.4.2 Research work and approach

We shall employ the N-intertwined model, proposed and studied in [MOK09], to model the
spreading process. The N-intertwined epidemic model takes into account the topology of the
relation network. Each host stores IP addresses, e-mail accounts and passwords of other hosts
and systems. This stored information defines a relation between hosts. If a host is compro-
mised, then all reachable hosts can be attacked as well. The relation network is an abstraction
that determines the hosts that can be infected. The relation topology is a significant aspect
of the spreading process [GMT05], [PSV01], [WCF+03]. For given curing strategies of the in-
dividual nodes, it is possible to calculate the probability of infection and the average infection
time for individual nodes [MOK09].

The future work will focus on the following two work items:

Application Malware Spread in Social Networks: Typically, a virus or malware that requires
user interaction to infect a computer or network component is more successful when it can
exploit social information about the victim, e.g., one is more likely to click on an attachment
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if the sender is known by the targeted receiver. For this reason, the recently emerged social
media platforms such as Facebook, LinkedIn, or myspace are very valuable for attackers as they
provide information about the user’s social environment openly. Therefore, web applications
involving user-uploaded content become a source for highly viral worms. We will therefore
investigate the mechanics and dynamics of social networks as possible spreading ground for
malware.

Optimization of Network Protection: Security breaches and attacks are critical problems
in today’s networking. A key-point is that the security of each host depends not only on
the protection strategies it chooses to adopt but also on those chosen by other hosts in
the network. The spread of Internet worms and viruses is only one example. Each system
(node) in the network has different protection mechanisms (anti-virus software, firewall). The
level of node security influences neighbours - nodes that can be attacked using information
from the compromised node. All the nodes in the network form global network security. We
are interested into optimizing overall security by strategic distribution of protection among
individual systems.

Previous work The following activities have been initiated by TUDelft:

1. Design and study of the homogeneous N-intertwined model which captures the influence
of the network structure on the spreading process. The influence of the network char-
acteristics on the virus spread is analysed in a new – the N -intertwined Markov chain –
model, whose only approximation lies in the application of mean field theory. The mean
field approximation is quantified in detail. The N -intertwined model has been compared
with the exact 2N -state Markov model and with previously proposed “homogeneous” or
“local” models. The sharp epidemic threshold τc, which is a consequence of mean field
theory, is rigorously shown to be equal to τc = 1

λmax(A) , where λmax (A) is the largest
eigenvalue – the spectral radius – of the adjacency matrix A. A continued fraction ex-
pansion of the steady-state infection probability at node j is presented as well as several
upper bounds.

2. Extend the model to heterogeneous virus spread in networks - general topology.

Our N -intertwined model [MOK09] for virus spread in any network with N nodes is
extended to a full heterogeneous setting. The metastable steady-state nodal infection
probabilities are specified in terms of a generalized Laplacian, that possesses analogous
properties as the classical Laplacian in graph theory. The critical threshold that separates
global network infection from global network health is characterized via an N dimensional
vector that makes the largest eigenvalue of a modified adjacency matrix equal to unity.
Finally, the steady-state infection probability of node i is convex in the own curing rate
δi, but concave in the curing rates δj of the other nodes 1 ≤ j 6= i ≤ N in the network.

3. Apply the extended model of heterogeneous virus spread in networks to regular and
bipartite graphs - optimization problem.

We examine the influence of heterogeneous curing rates for a SIS model, used for
malware spreading on the Internet, information dissemination in unreliable networks, and
propagation of failures in networks. The topology structures considered are the regular
graph which represents the homogeneous network structures and the complete bi-partite
graph which represents the hierarchical network structures. We find the threshold in a
regular graph with m different curing rates.
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Further, we consider a complete bi-partite graph with 2 curing rates and find the thresh-
old for any distribution of curing rates among nodes. In addition, we consider the
optimization problem and show that the minimum sum of the curing rates that satisfies
the threshold equation is equal to the number of links in the graph. The optimiza-
tion problem is simplified by assuming fixed curing rates δ1, δ2 and optimization of the
distribution of curing rates among different sets of nodes.

4. Study how the game theoretical approach can be used in order to model the influence
of topological characteristics of the underlying structure in the case of Internet security
problems.

Security breaches and attacks are critical problems in today’s networking. A key-point
is that the security of each host depends not only on the protection strategies it chooses
to adopt but also on those chosen by other hosts in the network. The spread of Internet
worms and viruses is only one example. This class of problems has two aspects. First, it
deals with epidemic processes, and as such calls for the employment of epidemic theory.
Second, the distributed and autonomous nature of decision-making in major classes of
networks (e.g., P2P, ad-hoc, and most notably the Internet) calls for the employment of
game theoretical approaches. Accordingly, we propose a unified framework that combines
the N -intertwined, SIS epidemic model with a non-cooperative game model.

We determine the existence of a Nash equilibrium of the respective game and characterize
its properties. We show that its quality, in terms of overall network security, largely
depends on the underlying topology. We then provide a bound on the level of system
inefficiency due to the non-cooperative behaviour, namely, the “price of anarchy” of the
game. We observe that the price of anarchy may be prohibitively high, hence we propose
a scheme for steering users towards socially efficient behaviour.

Publications

• P. Van Mieghem, J. Omic and R. Kooij, ”Virus Spread in Networks”, IEEE/ACM Trans-
action on Networking, Vol. 17, No. 1, February, 2009, pp. 1-14.

• P. Van Mieghem and J. Omic, 2008, ”In-homogeneous Virus Spread in Networks”, Delft
University of Technology, Report 2008081

• J. Omic, A. Orda, P. Van Mieghem, ”Protecting Against Network Infections: A Game
Theoretic Perspective”, INFOCOM 2009, April, Rio de Janeiro, Brazil.

• J. Omic, R. E. Kooij and P. Van Mieghem, 2009, ”Heterogeneous Protection in Regular
and Complete Bi-partite Networks”, Networking 2009, May 11-15, Aachen, Germany.

2.4.3 Work plan for the next 6 months

In the following 6 months, we will investigate the following research questions:

Optimization of network protection

• Problem formulation - is it convex?

• Is protection proportional to the node degree optimal?
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• If not, what are the bounds on optimal solutions?

• Optimization of protection for several real world graphs.

Application malware spread in social networks

• Definition/Literature search of possible attack scenarios on online social networking sites

• Design methods for extracting representative samples for study and simulation

• Study and simulation of the N-intertwined model to predict virus propagation in a user
network through the use of online social networking sites

2.5 DTRAB: Detection-Traceback Framework for Cryptographic Attacks

2.5.1 Problem description

The security concerns in the current network scene have two implications. On one hand, the
unbridled growth of the Internet and network-based applications has led to enormous security
leaks. Even the cryptographic protocols (e.g., Secure Shell (SSH), Secure Socket Layer (SSL),
HTTPS, IPSec), which are used to provide secure communications, are often targeted by
diverse attacks. The conventional intrusion detection systems are ineffective against these
cryptographic or encrypted attacks as these systems heavily rely on inspecting the payload
contents. It is imperative that these threats be detected as early as possible in order to thwart
them. Our topic of interest is a distributed detection mechanism that is able to detect the
anomalous and suspicious event as early as possible and also to formulate an aggressive counter-
measure that also investigates the root of the threat by attempting to trace back the attacker’s
original network or sub-network. However, the detection and traceback mechanisms may
augment the already existing delay, particularly in the resource-constrained wireless networks
with delay-sensitive multimedia traffic. This leads to the second security implication, which
although is not directly apparent, yet is significant in the sense that Quality of Service (QoS)
and security provisioning are inter-connected. It becomes more difficult to provide the best
possible QoS for the services during ongoing security attacks and countermeasures. In fact,
the few conventional approaches that exist in literature for including security parameters with
QoS parameters lead to further security risks [HN06]. Therefore, in addition to detecting and
tracing back security attacks, it is also imperative that we design a framework integrating both
quality of security and quality of service.

Unfortunately, conventional networking solutions address QoS and security separately. The
original DTRAB framework (see below), too, solely focuses on thwarting malicious threats.
Therefore, we intend to investigate the inter-correlation between users’ Quality of Service (QoS)
and security requirements. Our goal is to propose a Quality of Protection (QoP) framework
that efficiently integrates the QoS parameters with multi-level security ones.

2.5.2 Research work and approach

The conventional QoS parameters are bandwidth, delay, jitter, and fairness. Network security
activities, e.g., cryptographic operations and signature generation process for detecting worms,
may have significant impact on these parameters. Fig. 3 shows a sample threat model in
which possible malicious attacks are launched against the user (e.g., bandwidth consumption
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attacks and worms). The Monitoring Stub (MS) near the victim (as part of our DTRAB
framework [FTV+09]) detects attacks, and the system tries to keep security as high as possible
(e.g., by employing the highest cryptographic keys at the user-ends). In particular, the MS
sniffs the packets and generates the attack signatures to detect the presence of novel worms
using the anomaly analysis-based approach that we introduced in [STW+09]. The newly
detected worms are used to automatically generate the signature for the propagating worm.
Worms sorted from the suspicious flow pool are used for this operation. Thus, a significant
latency is contributed to the overall end-to-end QoS delay by the worm signature-generation
process. It is worth stressing that the worm signature generation delay is a data-path delay
(i.e., not an offline delay). When the MS detects the presence of a worm, the inbound and
outbound packets have to be filtered. Furthermore, in order to filter the packets which are
deemed suspicious based on the generated worm-signature, the MS also needs to have an
interface with the router. The MS will, thus, take additional time to communicate with the
router.
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Figure 3: Considered problem.

On the other hand, as the MS recognizes that the network is running under normal condi-
tions (i.e., the monitored protocols return to normal modes of operations), the security level
may be relaxed to meet the required QoS of the users. Furthermore, the signalling messages
between MSs while collaborating towards tracing back the attacker may also impact the band-
width. Eventually, some users may not be able to get their required QoS as the system will
turn more unfair. We attempt to formulate this overall problem by assuming the following.
There are M QoS parameters denoted by Qi (i ∈ [1,M ]); N Service Level Specifications
(SLSs) denoted by Lj (j ∈ [1, N ]) and N security levels referred to as Sk (k ∈ [1, N ]). Usu-
ally, Sk ↑+⇒ Lj ↓. We need to find an optimal Utility Function (UF), U , defined as a curve
mapping of QoS parameters (e.g., bandwidth, end-to-end delay, fairness) and service levels
(performance perceived by the user):

Lj = U{Qij ; i ∈ [1,M ]} (6)

Designing the QoP framework In order to solve the aforementioned problems, we design
a QoP framework consisting of the following steps.

1. Metric selection per application/traffic type: The system needs to make available, to
the users, two lists, for QoS and security parameters, respectively. The QoS list may
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include delay, jitter, packet drops, throughput, fairness, and so forth. The security list
may include authenticity (e.g., password), authorization (credentials), integrity (message
digest), confidentiality (encryption/decryption keys), non-repudiation (tracking digital
signatures), and credibility (anomaly score). The user can select, from these lists, the
QoS and security parameters that he/she needs and specify them in the SLS.

2. The system then needs to determine which service and security levels it may offer the
user. A multi-objective utility function needs to be employed in order to formulate the
service-security levels.

3. Finally, an adaptive decision making mechanism is required to determine the best possible
(Lj , Sk) for a particular event (e.g., worm-signature generation by the MS) or network
condition (e.g., congestion). For example, for a given delay di and bandwidth bi, let the
satisfaction level perceived by the user be denoted by Li. Then the adaptive decision
making scheme needs to estimate the min(U(di), U(bi)) if the user pays for Li ⇒ U .

Previous work To combat against encrypted attacks, we have introduced the DTRAB
scheme integrating detection and traceback abilities as defensive and aggressive measures,
respectively. Most conventional Intrusion Detection Systems (IDSs) are ineffective against
encrypted attacks because they rely on inspecting the payloads.

DTRAB uses (i) non-parametric Cusum algorithm (a time-series statistics model) [FTV+09]
to detect anomalies (i.e., attacks) and (ii) a correlation coefficient based approach to traceback
the attacker.
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Figure 4: Considered topology.

1. DTRAB uses strategically distributed Monitoring Stubs (MSs) which do not inspect the
payloads, rather sniff the traffic and monitor the traffic headers.

2. The normal operation modes and Request for Comments (RFCs) specifications of differ-
ent cryptographic protocols are specified in the MS’ databases.

3. For identifying attacks, the MS monitors various protocol operations for anomalous
modes of operation (e.g., number of SSH/SSL failed sessions) and records them in such
a manner that they may serve as parameters to the non-parametric Cusum algorithm
used by the MSs in the detection phase. The MSs also update the Cusum threshold for
a protocol’s specific normal operations.

4. When an attack is launched by a host, e.g., from Network 1, as shown in Fig. 4) against
victim V , MSa consequently observes an influx in abnormal protocol operations. In case
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of SSH password attacks, MSa observes an increasing number of failed sessions. These
failed sessions are constructed by the MS from the monitored traffic-headers based on
the protocol’s normal modes of operations. When the failed sessions exceed the Cusum
threshold, MSa sends an alert to the victim server/authority and switches to traceback
mode.

5. In the traceback mode, when MSa requests MSb to compare the monitored failed
sessions in the direction as shown, MSb starts to correlate the features of its outbound
traffic (Sout,MSb) with that of each of the incoming flows into the confluence point
(i.e., data aggregation point where traffic from various sources converge) R, i.e., [din,1,
din,2, ... , din,n]. A strong correlation coefficient indicates a possible path back to the
origin of the attack. MSb can now collaborate with MSs along that path to continue
traceback even further. In [FTV+09], we further extend the correlation-based traceback
mechanism using a quadratic programming method to improve its performance when
many incoming traffic merge at a confluence point.
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Figure 5: Detection delays for different attack-aggressiveness levels over various values of ∆.

Figure 6: Success rates of tracing back attacks for different confluence points in DTRAB
compared to conventional method.

Performance of DTRAB Figs. 5 and 6 show DTRAB’s basic detection and traceback per-
formance, respectively. For more elaborate results and analysis, please refer to [FTV+09]. As

21 out of 54



Deliverable D6.3 ResumeNet

shown in Fig. 5, for different values of the monitoring interval (∆), the attacks with lower
aggressiveness (which signifies the strength of a particular attack as quantified in [FTV+09])
take more time to be detected, because these attacks do not deviate much from the normal
profile. These results indicate that attacks with aggressiveness below 0.4 are harder to detect,
whereas the more aggressive ones (µ ¿ 0.5) are more easily and quickly detectable. In case of
traceback, Fig. 6 demonstrates that DTRAB is able to differentiate the individual attack flows
with 100% success rates while the number of attack flows at confluence point remains below
seven. When this number increases even more, it does affect DTRAB. However, DTRAB still
identifies 40% attack paths back to the actual attack hosts compared to a meager 9% by the
conventional approach.

2.5.3 Work plan for the next 6 months

From hereon, we focus on building a library of related QoS and security parameters. To build
this library, experimentations along with a wide survey of literature are required. The next
phase is to design and implement an adequate multi-attribute decision model to integrate
these various parameters.

2.6 Distributed challenge detection

2.6.1 Problem description

A key part of the ResumeNet resilience strategy involves detection of the onset of challenges
in real-time, followed by identification of the challenge in order to initiate appropriate remedial
action, allowing an acceptable level of service to be maintained. Furthermore, because of the
risk of inappropriate automatic mitigation, we suggest it is necessary to understand the poten-
tial impact of a challenge, e.g., low impact challenges may not attract automatic mitigation
solutions. We have undertaken a comprehensive review of the state-of-the-art in challenge
detection, covering DDoS attacks, volume anomaly detection, fault detection and identifica-
tion, and distributed monitoring. In summary, our conclusions are that while there has been
significant work on detection algorithms, the state-of-the-art falls short of our goals and there
are still substantial barriers to implementation and practical deployment. In most attack and
anomaly detection techniques the focus is more on accurate and sensitive detection of chal-
lenge onset. There is more to be done to develop effective techniques to identify the source
and nature of the challenge, leading to appropriate mitigation. Work on fault identification
tends to be limited to the algorithmic level.

There are major resource (chiefly processor resource) issues concerning the practical detec-
tion of challenges in real time. This is particularly so when monitoring high-volume network
backbone traffic, but is also apparent in more resource constrained environments. There has
been little work addressing distributed and cooperative monitoring, especially between inde-
pendent entities such as ISPs. Finally, we are not aware of any proposals for strategies and/or
mechanisms to enable a challenge detection infrastructure to evolve over time.

2.6.2 Research work and approach

Based upon a desire to automatically remedy challenges, there are three functions that need to
be performed, as shown in Figure 7: detection, identification, and impact analysis. A number
of research questions lie around how one can develop these for implementation.
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Figure 7: Aspects of challenge detection necessary for automatic mitigation

Detection. We need automatic mechanisms for detecting the onset of challenges in real-
time. These will be based initially on our current understanding of known challenges (e.g., their
signatures) but must also be capable of detecting new challenges via an implicit and evolving
model of normal behaviour. Resource constraints may require these mechanisms to be relatively
lightweight. For example, we have carried out an investigation into the ability of typically
resource-constrained wireless mesh network routers to perform intrusion detection tasks, and
found that commonly used systems [Roe99, Pax99] cannot be reliably executed on these devices
[HSHR09]. Consequently, we have developed a lightweight intrusion detection system that can
be reliably used to detect a wide range of malicious behaviour, called OpenLIDS, based upon
statistics gleaned from packet headers. However, there are a number of forms of malicious
behaviour and challenges it cannot detect reliably (e.g., UDP-based DoS attacks), which would
require deeper packet inspection – a task the devices are not readily capable of. To detect
these attacks and other challenges that perhaps rely on context to be successfully detected, a
distributed detection solution is necessary that capitalises on resources that may be available
in the network (e.g., on end-systems), as discussed in [MSRH08].

A key question will be to understand when to delegate the detection of a challenge to
distributed resources, rather than performing detection locally. This might be, for example,
based upon the load currently placed upon a device because of detection activities – if this is
too high such that the device is unable to perform its intended function.

Identification. We need an incremental strategy, to further identify a challenge following
its onset. There is thus a requirement for on-demand invocation and deployment of more
sophisticated mechanisms for determining the root cause of the challenge and its potential
impacts. While this is occurring we may also wish to invoke some interim mitigation to reduce
challenge impacts. To fully identify a challenge may require deployment of mechanisms across
different network nodes, which then cooperate to solve the problem. This requires a distributed
resilience framework.

Impact analysis. Because of the risk of inappropriately automatically remedying a chal-
lenge, e.g., re-configuring a network incorrectly, it is important to understand the (potential)
impact of a challenge. A low-impact challenge may not be worth applying a mitigation to,
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whereas a high-impact challenge may warrant the execution of a potentially risky remedy.
These decisions could be described in policies. Approaches have been proposed to measure
the impact of challenges, e.g., resource starvation attacks, such as DDoS attacks, on a net-
work and associated services by measuring queue lengths, for example [HQDR03]. These
approaches are applicable for challenges that have a measurable impact on the networked
system it is challenging, but there are challenges whose affects do not manifest using these
metrics. For example, the recent Conficker (Downadup) worm [Con08] is intended to have
a small footprint to avoid detection and adapts its scanning behaviour based upon available
network bandwidth. Clearly, this virus has the potential to significantly disrupt a networked
system and its users (e.g., business processes), but using network-based metrics to determine
this is not possible.

We will investigate to what extent it is possible to use a combination of a knowledge base
of the potential impact of challenges (e.g., that reflect the business cost of a challenge) and
on-line metrics, such as available bandwidth and service availability, to determine the impact
of a challenge. A key question is whether it is possible to correlate observed degradation in
service with an identified challenge.

Current status We have conducted a comprehensive study of the state-of-the-art in challenge
detection, identification, and on-line impact analysis, which is summarised in a paper intended
for academic publication. Furthermore, we have developed an intrusion detection system for
resource constrained devices, such as those used for community-led wireless mesh networks,
which has given us a great deal on insight into the problems in this area. Earlier work carried
out at Lancaster University on a distributed information sensing and sharing (ISS) framework
[SFH07] has been evaluated for its applicability in the context of the work presented here; we
suggest its application here could be advantageous.

2.6.3 Work plan for the next 6 months

In the following six-month period we will carry out the following tasks:

• Specify challenge scenarios. We will consider our work in the context of a number of
well-specified challenge scenarios. This may involve, for example, conducting simulations
of specific challenges to determine how they manifest.

• Based upon the challenge scenarios identified, we will develop an appropriate architecture
that can be used a basis for the implementation of the challenge detection system
discussed here.

2.7 Distributed store for challenges and remediation actions

2.7.1 Problem description

We expect that distributing the knowledge of what happens in devices of a resilient network is a
key requirement for a framework that successfully addresses network challenges. This includes
both knowledge of events (including challenges) identified by the detection blocks and action
taken by remediation blocks. The purpose of the distributed store investigated in task 2.2.2
is to harvest, organise and advertise this information to provide both context information to
detection/remediation blocks and a database suitable for machine learning algorithms involved
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in diagnostic and refinement operations. Providing such an information exchange and storage
platform raises the following points to be studied:

• which data model is suited to challenges and remediations?

• which access interface is required for run-time context distribution? and for off-line
diagnose/refine process?

• how should the store itself be structured to ensure scalability, low overhead and resilience
of its own service?

• is in-store aggregation (and generally speaking, processing) of information helpful?

Problem study We expect a resilient network to be made of devices that feature a component-
oriented network stack and a local events processing engine. It provides sufficient information
to detection and remediation components so that they can identify, inspect and reconfigure
the network stack components they rely on. Components of the network stack are capable of
monitoring the evolution of their own parameters (e.g., number of connection establishment)
and report events to their local processing engine. This engine provides a reconfigurable way
of setting thresholds and links the network stack with challenge detection blocks, that can
in turn produce higher-level events (such as challenge alarms). The event processing engine
also feeds the event-condition-action rules that activate remediation blocks, making the node
capable of basic challenge response with only these components. The software architectures
enabling such interactions are generally studied in T.1.5 of the ResumeNet project and we will
assume something similar to the Information Sensing and Sharing (ISS, [SFH07]) framework
as our operational environment.

Our distributed store fulfils two needs in this environment. First, it provides a way to relay
information between nodes, so that remediations can be triggered (or modulated) by the state
of other nodes. Second, it actually keeps track of exchanged information for further analysis.
Note that relaying events from one node to another is typically something that is already
available in supporting software architectures (ISS included), but this lacks the flexibility and
the efficiency required for our purpose. Ideally, a detection block that identifies an event that
is worth of note publishes it in the distributed store, which has the effect of both notifying in
run-time other detection (or remediation) blocks that previously subscribed to such events, and
storing the event in the distributed database where it can later be queried during diagnostic
phases. Obviously, the solution must scale well with the number of publishers, subscribers and
type of events, both in terms of device and network resources. It must also be generic enough
to support new event types at run-time.

Finally, a typical use of the store will be to provide network context, that is, aggregation of
multiple events (from different sources or even different kind of events) that reflect the current
state of the network. We expect that delegating the extraction of context out of individual
events to the store itself will greatly improve the scalability of the overall system and the ease
to write detection/remediation blocks. Similarly, when the system has identified a challenge, it
is annotated with the evolution of context variables over time, and possibly, with the network
context before the challenge appeared. Such information will be precious in order to further
investigate the impact of a remediation (either expected or as side-effect) or to draw correlation
between early “symptoms” and the occurrence of a challenge.
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2.7.2 Research work and approach

DHT-inspired range-queriable storage Distributed Hash Tables (DHT) are an interesting
building block for our Distributed Information Store. Indeed, by their pure peer-to-peer nature,
they are scalable and more robust to attacks than a centralised or hierarchical solution. They
are also capable of automating load-balancing among the participating nodes. Unfortunately,
they only support key-to-value resolution and rely on the fact that keys are produced out of
hash functions to guarantee a balanced load. Bharambe et al. [BAS04] have later proposed
an alternate approach to DHTs (Mercury), retaining the peer-to-peer structure, but building
the protocol in order to support multi-attribute range-based searches, that seems better suited
to diagnostic tasks. This approach has already been successfully used for storing monitoring
information [CGG+08], where it allows queries such as “SELECT ip source WHERE bytes >
10 000 000” that crawls a set of flow traces, using one of the attributes (the number of bytes
transferred) to specify a range-based search filter and avoid flooding of participating nodes.

While Mercury and his challenger MIND [LBZ+06] thus seems good candidate for an
implementation of the challenge/remediation store, their suitability is still currently studied.
Their performance (communication overhead) needs to be compared against more traditional
(centralised and hierarchical) approaches, at least through simulation.

Especially, the database-like approach (insert/search) of Mercury and MIND might not be
efficient for run-time delivery of context information and they might need to be supplemented
by a subscription mechanism. The support for triggers, as found in database query languages,
could also be a valuable tool to be added to this system. Again, the benefit of pushing pro-
cessing into the D.I.S. will have to be evaluated quantitatively, most likely through simulations
as well.

The chemical store option We have investigated the suitability of artificial chemistry to
the problem of challenges storage, and especially the opportunity to adapt the work done in
[MYT08] and [YSM07] into a distributed store for challenges and remediations. In such a
“chemical store”, events produced by detection blocks would react with each others following
rules similar to the equations ruling chemical reactions.

We envisioned that such an approach could allow several remediation techniques to be
applied simultaneously for a given challenge. The level of activity of the different techniques
could be tuned by the presence (and virtual concentration) of “catalyst” events. As a result, it
is theoretically easier for a new adaptation to be tried against a well-known (but potentially sub-
optimal) solution. Modelling events with the concentration of artificial “context molecules”
also has the nice property that it easily captures the behaviour of an event over time, given
that we have virtual molecules “diluting” over time. Finally, the content of the “reactor” (that
is, concentration of all individual molecules) completely capture the operating state of the
network. It is thus sufficient to take a snapshot of this content to archive (and later diagnose)
the evolution of the network.

However, the performance reported by Meyer et al. is far from appealing. Accurate simu-
lation of (potentially competing) chemical reactions, whose speed depends on concentration of
reacting molecules, involve differential equations that require heavy computation of numerical
integrators to be solved. In order to apply this on-line in a networking context, the CPU power
dedicated to chemical simulations needs to match the pace of virtual reactions. In our specific
case of processing events from detection blocks, we cannot assert how often new molecules
(that is, new alarms about potential challenges) will appear, so the amount of reactions to
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be simulated per second is unknown. Approximations and heuristics could bring processing
requirements closer to an affordable level, but the impact on properties and predictability of
the resulting engine is to be re-evaluated from scratch.

All in all, it turns out that a chemically-inspired solution for challenges storage is impractical
given the current lack of additional research in that area.

2.7.3 Work plan for the next 6 months

Refine the requirements: We have already sketched some of the desired properties for the
distributed information store: it should be distributed, generic, resilient and suitable for
machine learning. These high-level goals now needs to be translated into design rules
that we can use to build an appropriate solution.

Consolidate review of the options: We will apply our guidelines to filter the candidate im-
plementations presented in this report and propose modifications/additions to bring us
closer to an implementation of the distributed information store.

Define a suitable query language: We will study what kind of access to stored events is
required in order to apply machine-learning algorithms. This will be the base over which
we can later on provide automated (in-store) triggers or filters.

2.8 A framework for adaptation

2.8.1 Problem description

A specific scenario which we want to examine considers wireless mesh networks. A mesh net-
work typically consists of mesh routers, mesh clients, and mesh gateways. These are connected
by wireless links in a mesh topology. The mesh gateways provide connectivity to external net-
works (like the Internet) while mesh routers relay the traffic within the mesh network itself. In
many cases, the mesh routers are fixed, have more resources and are connected to an external
power source. This means that they are capable of performing more computation or com-
munication intense tasks, as opposed to ad hoc networks where all nodes are normally very
resource-constrained.

Wireless mesh networks can be used for a variety of applications ranging from emergency
scenarios to community Internet coverage to operator backhauls. Generally, resilience is con-
sidered to be one of the major advantages of mesh over tree topologies. This is because
of increased path diversity, so that traffic, which cannot be forwarded along a certain path
between two nodes due to congestion or link failures, might as well be forwarded along a dif-
ferent path. In tree topologies, a pair of nodes is connected only via one unique path without
alternatives in cases of unavailability. The general question which we want to address is how
resilience can efficiently be increased in the specific context of wireless mesh networks.

The developed resilience mechanisms can then be exploited by a general adaptation frame-
work which needs to be developed. The framework itself will receive triggers and information
about current faults in the network by the challenge detection and identification component.
Based on a set of policies and rules, the adaptation framework decides for an appropriate
resilience mechanism to counter the fault and make the system work reasonable again. Using
a feedback module, our framework is able to evaluate whether the taken measures have shown
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the desired effect. If this was not the case, different measures might need to be taken. Even-
tually, the framework should improve its ability to make good decisions by means of artificial
learning concepts.

2.8.2 Research work and approach

There are several ways of contributing to resilience in wireless mesh networks. One could
add Forward Error Correction, come up with sophisticated retransmission strategies, employ
cooperative forwarding, adjust the modulation and coding scheme, use multi-path forwarding,
etc. Hence, the first subtask is to examine which types of resilience are the most promising
ones to pursue for research. Based on this assessment, previous work done in the identified
areas must be examined. As a next step, we will propose a set of resilience mechanisms.
Additionally, the adaptation framework with its interfaces to the other involved modules and
its rule engine must be designed. The framework must then be integrated with the resilience
mechanisms which were developed.

2.8.3 Work plan for the next 6 months

Up to now, we have worked on the first subtask, i.e. selected a first resilience approach
which we want to pursue during the course of the project. As mesh networks particularly
lend themselves to resilience based on multi-path routing (which is not the case with tree
topologies, for example), we have opted for this approach. Other approaches mentioned above
are principally applicable in other wireless scenarios as well and also orthogonal to multi-path
routing, which means they can be employed in addition to it.

Other resilience mechanisms will also be examined later. One interesting mechanism which
may counter service attacks is to isolate and limit the resource of the service under attack by
putting it into a virtualized compartment (virtual slice). This prevents complete nodes from
going down, taking all services with them. At the same time, the service under attack can be
analysed more closely to find appropriate counter measures.

Given that we have opted to start with resilience based on multi-path routing, the general
research question above can be broken down into more specific research questions which we
want to address:

• What are the metrics which determine the multi-path selection process? There are lots of
metrics of different sophistication and scope. Metrics can be link metrics, path metrics or
network metrics. We need to come up with a set of metrics based on which our routing
algorithm selects the most reliable paths between a given source and destination.

• Can the broadcast (point-to-multipoint) nature of wireless technologies be exploited for
our multi-path based resilience strategy? In wired technologies, links are of a point-to-
point nature. This has the advantage that they are independent from one another in
terms of capacity, interference and reliability. This is not the case with wireless links.
On the other hand, the broadcast nature of wireless interfaces might be exploited to
increase redundancy, enable cooperative forwarding, fasten the switch-over from current
to backup path, and so on. How precisely the point-to-multipoint effect can be used for
resilience purposes needs to be carefully studied.

• How is the switch-over to a backup path performed in case the current path fails? The
efficiency with which a switch-over to a backup path can be performed is decisive for
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the extent of a potential packet loss which the current path’s failure might bring about.
If the packets can be redirected to the backup path quickly, the number of lost packets
will be small. Our goal must be to propose a switch-over which is as fast as possible.
However, this might come at the expense of increased signalling or number of backup
paths.

• At what level of granularity are backup paths to be established? Well-known multi-
path resilience approaches like MPLS Fast Reroute comprehend different granularities of
backup: link protection, node protection and element protection. Generally, the more
protection, the more overhead. Our work should find a suitable and reasonable balance
within this spectrum.

Our intention for the future work is to perform detailed simulation with mesh scenarios in
order to find answers to these research questions. Currently, we are in the process of preparing
the necessary framework for these simulations in the networks simulator OMNeT++. Then, a
topology with some degree of realism as to node degree, density, count, etc. must be defined.
To model traffic, we will capitalize on previously developed models in terms of traffic type,
packet size, flow and packet inter-arrival time distribution, etc. Our immediate focus in terms
of simulation results will be on the capacity required for providing backup paths. We will
compare our strategy with link and node protection as employed by MPLS in terms of needed
capacity, error signaling overhead and packet loss in case of failures. We will also start to
examine the resilience of our strategy in the face of concurrent (regional) failures.

Subsequent later steps would be to come up with a set of resilience approaches other than
just on the routing level. This way, our remediation framework may choose from a set of
options in case a failure was detected. Once such a set is available, we will need to define
a rule or policy system that tells which strategy to use under which circumstances. The
”circumstances” in turn must be modeled accurately and appropriately in close cooperation
with task 2.2.

2.9 Coping with node misbehaviours in wireless mesh networks

2.9.1 Problem description

As various types of wireless networks become ubiquitous (be it in the form of delay tolerant
networks, vehicular networks or plain ad hoc wireless mesh networks), the issue of node misbe-
haviours becomes one of central importance. Misbehaving nodes may be selfish or malicious.

Selfish nodes take into account their own benefit without bothering much for the fate
of the network. The selfishness can be expressed in various ways and could be grouped in
two broad forms: abuse/overusage of the common transmission medium (by taking advantage
of the distributed nature of the MAC layer operations) or refusal to participate in the data
forwarding operation of the network. From a practical point of view, the users owning the
(usually mobile) wireless devices are able to replace their software with versions implementing
various types of selfish strategies. The benefits of doing so are multiple and can include:
reduced communication delay, extended battery life (in case of mobile devices) and, most
obvious, higher throughput for the traffic of the misbehaving node. Whereas this behaviour
can be sometimes justified in several cases, e.g., in the presence of energy constraints, the
behaviour has a negative impact on the performance of the network, sometime threatening its
existence as such. In fact, selfish implementations are not protocol-compliant and obtain an
unfair advantage over the protocol-compliant devices. Interestingly, such a selfish behaviour
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can lead to situations that are disadvantageous for all the network participants, including the
selfish nodes themselves [LBH06].

Malicious nodes, on the other hand, go one step further; instead of trying to manipulate
the network for their own benefit, they aim at cancelling its operation as a whole. Incentives
may range from commercial/political interests to pure fun. In either case, the network may
need to cope with more extreme and informed malicious node actions.

The impact of misbehaviours has been investigated mainly experimentally. In the case
of WMNs, simulation studies and testbed experiments demonstrate that the throughput di-
minishes quite fast with the number of misbehaving nodes, especially for low network density
[RAHF06, BLB02].

Delay Tolerant Networks (DTNs), relying on the contacts between nodes, feature implicitly
higher resilience to node selfishness, yet different forwarding schemes have different vulnera-
bility.

Both proactive and reactive approaches may be used to deal with the problem. Proac-
tive approach in this case consists in the provision of incentives for cooperation to network
nodes. With respect to forwarding selfishness, for example, the state of the art consists in
applying game theoretic tools to obtain an accurate model of such environments. The theory
of mechanism design has inspired the design of a couple of protocols [AE03, NS08, ZLLY05],
which try to embed cooperation in the network, most of the times drawing on some theoretical
framework of virtual currency (mechanisms with money). Such mechanisms are particularly
hard to practically implement in distributed manner and it is no surprise that no such solution
has reached the implementation stage.

On the reactive side, the network has mechanisms in place to detect misbehaviour incidents
and react to them, penalizing the misbehaving nodes [MGLB00]. Proposed approaches in-
clude protocols that attempt to avoid misbehaving nodes by detecting misbehaviours through
promiscuous listening in conjunction with a system of ranking paths according to their perceived
quality [MGLB00]. Nevertheless, these techniques are neither scalable nor robust and cannot
be easily implementable in distributed settings. Moreover, even the detection of misbehaviour
in the presence of colluding nodes is not straightforward [LWX+08, RAHF06].

We argue that node misbehaviours is one of the major challenges against the network
normal operation. Work on misbehaviours in WP2 aims at: a) assessing analytically the
impact of node misbehaviours on WMNs; b) designing a protocol (mechanism) that could
enforce collaboration in WMNs, drawing on mechanisms without money. Such a protocol
would ideally be implementable (distributed) and display a low overhead, apart from fulfilling
the basic game theoretic goals, such as truthfulness.

2.9.2 Research work and approach

Within WP2, work on node misbehaviours in WMNs is organized around two main subtasks:

1. Analysing the impact of forwarding selfishness on the achievable throughput of WMNs

2. Design of reciprocation protocols based on game theoretic mechanism design (without
virtual currency)

In what follows, we describe our investigations and results obtained so far for each one of
these subtasks as well as the plan of work for the next six months.
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Progress so far and work carried out

1. Analytical Estimation of the Impact of Node Misbehaviours on the Throughout of Wire-
less Multihop Networks

While historical data could be of help to empirically assess the impact of challenges/attacks,
this approach requires collection/logging mechanisms in the network and semantics to
retrieve and process the corresponding information. This information is not always avail-
able, in particular for the network paradigms that we are analyzing (MANETs/WMNs).
In the absence of other means, analytical modelling can provide valuable insights, this be-
ing also the approach used by us. By following this approach we can study the resilience
analytically without any need to have access to historical data. Our aim is therefore to
analyse the throughput evolution with respect to various parameters in an attempt to
find factors that determine the resilience of the network faced with misbehaving nodes.
In the end, this method should provide a way to examine and evaluate the resilience of
ad hoc networks faced with misbehaving nodes.

Our methodology is composed of the following three consecutive steps: simulation of
the ideal case (interference-aware), ns-2 simulations, testbed validation. The first step
constitutes the main part of this research item. In the ideal case we consider a wire-
less mesh network where a central authority is able to coordinate which wireless links
should be active at a certain moment and for how long in order to maximize the global
throughput, following the approach set out in [JPPQ03]. We consider that the central
authority has all the information needed to construct a conflict graph where the wireless
links are represented as vertices (two links are in conflict, that is, an edge links them in
the conflict graph, if they cannot be simultaneously active at the same time). After this
step, the maximal independent sets are constructed, albeit with a certain approximation,
since finding all the maximal independent sets is a computationally intensive problem.
Each maximal independent set from the conflict graph actually represents all the links
from the connectivity graphs that can be active at a certain moment. By casting the
problem into a linear programming model (a number of linear constraints are added in
order to confine the network parameters to the feasibility region), we obtain the maximal
achievable throughput in the network, as well as the time fractions for which every link
should be active.

With respect to the challenge model, we analyse what happens when a set of nodes
is removed from the network. This situation corresponds to challenges such as self-
ish/malicious nodes that refuse to perform forwarding or to nodes being targeted by
jamming nodes. The total (ideal) throughput has been obtained for cases where the
number of such nodes increases, considering the multi-path case and multiple source-
destination pairs separated by more than one hop. Numerical results show that although
an increasing number of nodes is unavailable in the network, the total throughput is
not always decreasing, since removing certain nodes (that are neither sources nor des-
tination) also decreases the interference, due to the interference-aware routing. Several
simulations have been performed, showing the evolution of total throughput with vary-
ing conditions (radio range, interference range, number of flows, number of misbehaving
nodes), emphasizing that more resilient networks also have a worse performance for the
case when they are not faced with challenges.

2. Examining the Applicability of Currency-less Mechanisms to Forwarding Selfishness

With respect to this particular item, work to evaluate alternatives to mechanisms with
payments has been initiated. In principle, although straightforward, payments are an
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issue that complicates the implementation of incentive protocols [MS09]. Removing the
payments, and using a mechanism based on creditability leads to a centralised solution,
which is of course undesirable [MS09]. In addition to this, mechanisms with currencies
bring an intrinsic conflict between budget balance and truthfulness, which means that
strategy-proofness comes at the cost of an overpayment, whose bound may be very large
[AE03].

Given the hurdles mentioned above, we are currently evaluating whether mechanisms
without money can help developing a feasible protocol to achieve the goal. For example,
the house allocation problem [NRTV07] is being examined since it displays a number of
useful features (encourages participation, collusion is difficult to achieve). In particular,
the issue of modelling the network setting as a set of house allocation problems is being
studied, along with the possibility of allowing nodes to enter or leave the network as
desired.

2.9.3 Work plan for the next 6 months

The following work is planned with respect to the two subtasks described in the previous
paragraph.

• Analytical Estimation of the Impact of Node Misbehaviours on the Throughout of Wire-
less Multihop Networks.

With respect to evaluating the impact of selfishness on achievable throughput, a larger
number of simulations have to be performed in order to underline the factors that deter-
mine the resilience to selfishness. Since the final goal is to assess the resilience of real
world networks, similar simulations will be performed on the TIKnet testbed to assess the
difference between the two techniques. Finalising and publishing the results is scheduled
for the next two months

• Examining the applicability of currency-less mechanisms to forwarding selfishness

One of the possible reciprocation mechanisms is currently under review. In principle, the
usage of the framework provided by the house allocation problem would require that the
wireless nodes provide a set of preferences. For instance, a wireless device can express
preferences between paths or between immediate neighbours. Since the preferences of all
other nodes in the network influence the very feasibility of the paths, a way to measure
the potential for collaboration across different paths has to be explored. Since this field is
rather unexplored, the work for this subtask has been scheduled for the next six months.

2.10 Coping with node misbehaviours in opportunistic networks

2.10.1 Problem description

Opportunistic networks have the property that there is no guarantee for an end-to-end path
from a source to a destination. Nodes store data, carry it with them, to eventually forward
a copy of the data to other nodes upon physical encounter. Although being resilient to
absence of connectivity by default, there are interesting resilience aspects that we want to
research: Nodes have to cooperate, and they have limited resources. The limited resources to
store data make opportunistic networks sensitive to congestion where data has to be dropped.
Congestion is mostly dependent on the amount of data to be disseminated, node centrality
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(how many other nodes are met, etc.), and the forwarding strategy because forwarding typically
is done by passing on a copy of the data, hence increasing the amount of data in the system.
Distributed congestion control in opportunistic networks is a sensitive balance of maximizing
delivery probability (or minimizing delivery delay) while maintaining a reasonable load on the
node resources. Misbehaving nodes can easily impact this balance.

Misbehaviour can directly target congestion by inserting (useless) data to fill up buffers,
attract data by expressing interest; or a node can choose to not collaborate and not reliably
forward data for other nodes, thereby increasing the load for other nodes.

2.10.2 Research work and approach

Within WP2, work on node misbehaviours in DTNs is organized around analyzing the impact
of node misbehaviours on opportunistic networks. In particular, we will follow the following
two approaches:

1. Modelling the impact of node selfishness on data relaying.

2. Experimental analysis of node misbehaviour and congestion control on the example of
the Haggle architecture.

The experimental work allows to verify the analytical modelling and to research aspects
that are more difficult to model. The Haggle architecture introduced novel approaches to data
centric communication in opportunistic networks that we are going to evaluate with respect
to resilience aspects with congestion control (i.e., resource limitations) as focus.

In Haggle, every node maintains a relation graph between data and users’ interest. Rela-
tions are weighted according to matching metadata and other parameters such as lifetime of
data. Weighted relations allow setting thresholds and ranking of the relevance of data for a
particular user. These parameters, and the choice of forwarding strategy, build an interesting
design space for distributed congestion control and open directions for interesting research.
We intend to investigate the design space; first to better understand the choice of parameters
in general, and then in the context of misbehaving nodes. We analyze precision and recall of
received data as a benchmark for the performance of the data dissemination. The experiments
will be conducted in the Haggle testbed running nodes in a virtual environment.

Progress so far and work carried out This subtask aims at assessing the vulnerability of
DTN data relaying schemes to node selfishness. Selfishness in the opportunistic networking
context can be expressed in two ways. Firstly, nodes may deny copying and storing data,
which are of no interest to them and destined to a third node. Secondly, even if they accept
to acquire such data, they may refuse to infect another node with them, i.e., relay data to
other nodes. Apparently, both strategies reflect concerns for energy consumption and storage
space occupation. This behaviour may be exhibited either deterministically or probabilistically
by a subset or the full set of network nodes.

Our focus over the first months of work on this subtask has been on two popular data
relaying alternatives, the unrestricted-relay and two-hop relay schemes. We have modelled the
relaying process in the presence of selfish nodes as an absorbing two-dimensional Continuous
Time Markov Chain (CTMC) and use it to derive numerically the expected message delivery
delay. Comparing it with the one achieved under full-cooperation with the same scheme, we can
derive a measure of performance deterioration, which we call deceleration factor. Our numerical
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results demonstrate that: a) despite continuing transferring data faster in absolute terms, the
performance of unrestricted relay protocol deteriorates faster than the two-hop scheme, for the
same node selfishness intensity b) both of them feature inherent resilience to node selfishness
in that their performance deteriorates slightly as long as even a small percentage of nodes
cooperate fully. Finally, we have considered examples of how our analytical model could be
used to instrument remediation actions against the network performance degradation due to
selfishness. This first work is fully described in:

M. Karaliopoulos, ”Assessing the vulnerability of DTN data relaying schemes to node
selfishness,” to appear in IEEE Communication Letters

2.10.3 Work plan for the next 6 months

The following work is planned with respect to the two subtasks described in the previous
paragraph.

• Analytical evaluation of node misbehaviour in opportunistic networks.

Work on this subtask will proceed in two directions: a) address more DTN data relaying
schemes, which stand between the epidemic and two-hop relaying schemes with respect
to the way they resolve the trade-off between performance and usage of network resource.
In particular, constraints with respect to the number of message copies in the network and
the buffers of nodes will be taken into account; b) couple the work with simulation and
experimentation studies on the project opportunistic network testbed. This will require
the collaboration between researchers from ETH Zurich (Merkouris Karaliopoulos) and
Uppsala University (Christian Rohner) and will be pursued also with physical meetings
and visit exchanges of the involved researchers.

• Experimental analysis of congestion control and node misbehaviour on the example of
Haggle.

Work on this subtask will proceed in two steps: a) experiments with the Haggle testbed
to explore the design space for congestion control and resource limitations; b) introducing
misbehaving nodes to congest the network with (useless) data, or expressing interest in
arbitrary data to attract data and increase traffic load. This work will be done by Uppsala
University (Christian Rohner).
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3 Service level resilience

3.1 WP3 overview

The approach followed for service resilience in ResumeNet is the “applications know best” ap-
proach. Namely, applications deploy their own resilience mechanisms at the application level,
which should be able to hide the impact of challenges arising at the lower layers. Addition-
ally, unnecessary dependencies on other intermediary services components, e.g., for addressing
services and resolving a service location, need to be avoided as well where possible.

Figure 8 shows the inter-relation of the research topics currently addressed in WP3. The
structure of WP3 has slightly evolved driven by the discussions that took place in this WP and
in cooperation with other WPs. Table 1 outlines the new structure of the WP1.

System virtualization
for hosting services

Transfer for experimentation with SIP
and virtual machines

Service advertising 
and lookup

relay lookup
and topology 
information 
exchange

Monitoring & 
re-configuration

Monitoring & 
re-configuration

Monitoring &
re-configuration

Overlay-based
e2e connectivity

P2P-based
resilient services

Monitoring and 
challenge detection

Figure 8: Components of a resilient service architecture

Subtask 3.1.1 “Architecture for resilience-aware services, interaction with allocation op-
tions” remains the same and performs the intra- and inter-WP coordination. Subtask 3.1.2
“Comparison of P2P, overlays and virtualisation technologies (UP)” provides a taxonomy of
network virtualisation, including P2P overlays, on one side, and OS virtualisation on the other
side. The outcome of this task is Deliverable D3.1a ([FPB09]). D3.1a paves the way to the
use of these two technologies for providing resilient network services.

The remaining Tasks (in the new structure) match the research topics addressed in this
WP:

• Secure application of P2P and overlay networks for resilient service provision

• Management and security of virtualised services

• Service surveillance and detection of challenging situations

• Overlay-based connectivity

Both P2P networking and OS virtualisation provide attractive properties for resilience. For
example, P2P networks provide data and link redundancy and autonomic recovery from local

1The detailed changes in the WP structure are provided in the yearly progress report D6.4b.
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Table 1: WP3 new structure

Task 3.1 Resilient services framework (TUM, UP)

T3.1.1
Architecture for resilience-aware services, interaction with allocation options (P2P,
virtualization) (TUM)

T3.1.2 Comparison of P2P, overlays and virtualisation technologies (UP)

Task 3.2 Secure application of P2P and overlay networks for resilient service provision
T3.2.1 Dynamic service allocation based on P2P-mechanisms

T3.2.2 Quantification of the resilience of P2P overlays

T3.2.3 Security of P2P-based services

Task 3.3 Management and security of virtualization services (UP)
T3.3.1 Management of virtual services; finding services after movement

T3.3.2 Security of virtual services

T3.3.3 Decisions engines to manage services, e.g., move / copy / delete services

Task 3.4 Service surveillance and detection of challenging situations (FT)

Task 3.5 Overlay-based connectivity (NEC, TUM)
T3.3.5.1 Using overlays for exchanging resilience information (NEC)

T3.3.5.2 Using overlays for data forwarding (TUM)

failures, e.g., if a neighbor peer suddenly disappears. OS virtualisation provides the possibility
for migrating and duplicating services during run time. The deployment of these technologies
for providing resilient services is investigated in Task 3.2 and Task 3.3 respectively. Services
hosted by virtual machines can be addressed using P2P overlays which enables a decentralised
service lookup, in contrast to existing solutions (See also Sections 3.2 and 3.3)

Although overlay and OS virtualisation provide a strong background for resilient services,
it is still necessary to monitor the services continuously in order to be able to remediate and
recover from challenges in a timely manner. The service monitoring and challenge detection
at the service level is investigated in Task 3.4. Finally, the WP3 discussions carried since
Resumenet has started showed that the previous sub-task 3.2.2 “Resilient transport using
overlay networks” (see the “Description of Work” document or the yearly progress report
D6.4b where the “old” structure of WP3 is provided) has some further open research issues,
e.g., how to use overlays for exchanging network resilience information and how to perform
routing and forwarding in overlay networks. Therefore, this research topic has it owns Task
3.5 “Overlay connectivity” and is now split in two different sub-tasks:

• Using overlays for exchanging resilience information.

• Using overlays for data forwarding

In the following subsections, we will explain the current status of the four research topics
investigated in this WP.
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3.2 Service resilience based on P2P networks

3.2.1 Problem description

Session establishment at the application layer requires generally some prior signalling in order to
establish the communication channel between two hosts, e.g., DNS signalling for the resolution
of a Fully Qualified Domain Name (FQDN) to an IP address, or the resolution of a SIP URL
to a pair (IP address, port number) of a SIP UA. This signalling involves several central
components, e.g., DNS servers, or SIP proxies/registrars. In fact, DNS is currently the mostly
used mechanism for providing service lookup. DNS has been used for several decades and
survived many attacks and failures in the past. However, the main reason for this stability
comes with a price. DNS uses massive caching and long living entries in the caches. Given the
current evolution of the Internet with the envisaged mobility and flexibility, massive caching
does not seem to be an up-to-date solution for providing name services. In fact, mobility is
not envisaged at the end host only but for the servers as well. In particular, when servers
are migrated as a remediation mechanism due to the detection of a challenge, they need to
become available again as soon as possible, i.e., the “time to repair” needs to be reduced.

Some of the problems mentioned above can be solved with Dynamic DNS (DynDNS). In
DynDNS, network devices notify a DNS server to change the current association of a FQDN
to an IP address. Therefore, the clients trying to reach the service will be able to find the
server at the new location within a shorter time frame. However, looking at the functionality
provided by DynDNS with an abstraction from the protocols it can be noticed that it is the
same functionality that a SIP proxy/registrar provides if it associates the SIP URL to the
current location, i.e., (IP address, port number) where the SIP UA can be reached. In SIP,
the SIP UA is able to update its location with a REGISTER SIP message. In DNS, this can
occur, e.g., with a DNS update message [VTRB97] or using HTTP, since HTTP is allowed by
most firewalls.

Generally speaking, the functionality provided with both DNS and SIP is the association
of an identifier to a locator. The separation between identifiers and locators is a well-known
approach in mobile networking research. In fact, another similar role is played by a mobile IP
Home Agent, which provides the mapping from a Home IP address to a Care-of IP address.
Although route optimisation might be used for a direct communication between the Mobile
Node and the Correspondent Node, the Home Agent is still required for the initial contact.

If the Home Agent is unavailable, mobile nodes become unreachable; if a SIP server fails,
phone calls are no longer feasible. If the DNS server, which is responsible for resolving the name
of a service to an IP address, fails, and the cache entries in other DNS servers are outdated,
the service will become unavailable. The dependency on such centralised components required
for establishing a session has proven to be a threat for the availability and the reliability of the
services several times in the past. Just to mention some examples:

• Recently (on April 21st, 2009), the T-Mobile network in Germany was down for 4 hours,
due to a failure of the Home Location Register (HLR). 40 millions customers were
affected. During that time it was not possible to make phone calls, to send text messages
or to use the Internet connection2.

• The failure of a server at Deutsche Telekom (landline) on Monday Oct. 29th 2007

2unless people keep their mobile phone on and do not leave the same cell (3G or GSM cell). This is because
in all other cases, re-authentication of the user based on the (U)SIM card is required, which involves the HLR,
which was down
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made phone calls to and from other providers unfeasible. Some calls were even routed
incorrectly, i.e., phone calls were established to the wrong customers.

• In August 2007, the P2P-based VoIP service Skype was unavailable for 2 days. Most
of the functionality of Skype can occur in a P2P manner. However, the login process
requires the Skype servers, which were not available. The business of many enterprises
that used Skype on a daily basis was affected [New07].

• A disruption of the infrastructure of the VoIP service at United Internet - a consortium
of 4 large VoIP providers in Germany - occurred in July 11th 2006. It was not possible
to make phone calls for two hours [Hei06].

Research questions One of the main research questions in this task is whether it is possible
to provide guarantees on the availability, reliability and the lookup performance based on P2P
networks, and how services built on top of P2P networks would behave in the presence of large
scale challenges. The goal is to enhance the current services with better dependability without
loosing the advantages of centralized solutions, such as security and lookup performance.
Therefore,

• We investigate the quantification of the availability, reliability and lookup performance
that can be provided by P2P networks, in particular, structured P2P networks.

• We investigate how to provide comparable security in such a P2P network to the security
that can be provided by centralized services.

• An inherent question to the last two research questions is how to build such a P2P overlay.
Although several topologies and protocols have been suggested, it is necessary to bring
order out of a plethora of potential parameters of a Distributed Hash Table (DHT),
which can be tuned in order to fulfill the given quantified resilience requirements.

3.2.2 Research work and approach

In Task 3.2, we focus on the signalling required for establishing a session at the application layer
between two hosts in the Internet and investigate resilience guarantees for this signalling. The
remaining communication between the two hosts can occur end-to-end using IP forwarding.
If the IP forwarding in the underlying network fails, overlay networks can provide end-to-end
connectivity. This topic (overlay-based connectivity) is however investigated separately in Task
3.5. The signalling for session establishment might be:

• a one-to-one association, e.g., Alice wants to initiate a phone call to Bob.

• a one-to-many association: a client, e.g., a web browser, looks for one server from a
server pool providing the same service (although the user does actually not need to
be aware of the fact that there are several servers). For example, if a user needs to
book a train ticket at “http://www.bahn.de”, the client must be able to find one server
providing the requested service, as long as there is at least one such a server online. Once
the client has established a session with the server, and the server has to be migrated,
e.g., as remediation mechanism due to a detected challenge, the client should be able
to resume the session with the server after a short interruption, or at least find another
server providing the same service within a short time.
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Both functionalities need to be provided without any potential hotspot or single point of
failure. If the signalling is performed in a P2P manner, it has to provide the same security level
and preferably a comparable lookup performance as provided by centralised solutions. In Task
3.2, we examine example applications, such as Web and VoIP. Other generic services, such as
virtualised services are investigated in Task 3.4. The experimentation with these application
examples occurs in WP4.

Progress so far

Cooperative SIP: In our previous work (before ResumeNet [FNKC07]) we implemented
a prototype for hybrid SIP signalling. “Hybrid” means here that a combination of a server
and a P2P network are used for the signalling. The signalling occurs in a parallel manner.
We call this approach Cooperative SIP (CoSIP) since the SIP server and the DHT (consisting
of the SIP UAs) cooperate together in order to improve the availability and reliability of
the application; at the same time, the application preserves the advantages of server-based
signalling, which are mainly the security and the lookup performance (O(1)). In case of a
server failure, the Caller can find the current location (IP and port) of the Callee and performs
the signalling directly. Figure 9 shows the implementation of CoSIP, which we are currently
using for experimentation at PlanetLab. CoSIP is implemented in a proxy, in order to re-use
existing SIP UAs implementations. The CoSIP proxy ‘forks’ the signalling towards the SIP
server and the DHT.

SIP UA CoSIP Proxy

DHT

SIP

SIP CoSIP Proxy SIP UASIP

SIP

SIP

Figure 9: Implementation of Cooperative SIP (CoSIP) signalling (done before ResumeNet)

Since ResumeNet has started, we have been developing further our CoSIP implementation
and running experiments on PlanetLab (this work is running in WP4, Task 4.3, providing
feedback to Task 3.2). During the evaluation of our experiments, we have discovered some
race conditions that arose due to the parallel signalling we had introduced. For example, when
the SIP server is overloaded for some reasons and the signalling via the server is slower than
the DHT, we had an unexpected behaviour:

• The SIP Caller and Callee establish the VoIP session using the DHT.

• When the SIP INVITE message via the server reaches the Callee a bit later, the Callee
replies with a SIP ’486 busy’ message since it has already established the session. The
Callee does not recognise that it is actually the same session.
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• When the ’486 busy’ message arrives at the Caller, the Caller terminates the session
abruptly.

This means that a session, which has been established correctly using the DHT, is ter-
minated shortly afterwards. When we tried to fix this, we noticed that the parallel signalling
using a server and using a DHT complicates the state machine at the SIP UA since both the
SIP signalling and the DHT signalling need to be processed correctly. Therefore, in our future
work, we will consider other alternatives for cooperative signalling. We will consider the SIP
server just as peer in the DHT (see Figure 10).

Server-Peer

…....Caller

Callee

„normal“ peers

Figure 10: Cooperative SIP (CoSIP) signalling with a P2P protocol only

For example, we currently use the Kademlia DHT algorithm. The Caller can send a
‘Find Value’ RPC, with the hash value of the SIP URL as a key, to the SIP server, instead
of a SIP INVITE message. Since Kademlia uses iterative routing, the servers replies to the
Caller directly as any other peer and using the Kademlia P2P protocol. If the server fails, the
Caller will find another way to reach the Callee with the help of other “normal” peers, based
on Kademlia routing. Using a single protocol, in this case, Kademlia, is less complicated than
combining two protocols at the same time. Once the Kademlia signalling is achieved and the
SIP Caller has found the value, i.e., the IP address and port number of the Callee, the Caller
may go back to SIP and signals to the Callee directly with an INVITE message.

Reliability analysis: The resilience of the session establishment using a DHT depends
strongly on the DHT algorithm. The reliability of the data being searched for in the P2P
network depends on several aspects, e.g.,:

• the peer lifetime of the peers that store the data

• the publishing behaviour of the publisher

• the connectivity in the overlay.

Here, we provide briefly the current status of our work related to the first bullet point. If
we consider a data item stored in the DHT, the time to failure T of a replica peer relating to
this data item, is the time elapsing from when the data item is stored for the first time at that
replica peer until the replica peer leaves the network. T can be assumed to be continuously
distributed with a density function f(t) and distribution function:
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F (t) = Pr(T ≤ t) =
∫ t
0f(u) du

The reliability R(t) is the probability that the data item will be still available at time t on
that replica peer:

R(t) = 1− F (t)

We have started with the estimation of the peer lifetime based on previous work. Analysis of
the KAD network [SENB07] showed that the mean peer life time is about 3 hours (181 minutes)
and the distribution of the peer lifetime can be estimated by a Weibull distribution. We take
these assumptions as starting points, although they might be a bit pessimistic; VoIP devices
are expected to be online for much longer in the regular case. Based on these assumptions,
we can assume that if a SIP UA re-publishes its location information in the DHT once per
hour on 6 different replicas, the expected reliability R(t) is greater than 0.995. F (t) decreases
exponentially by increasing the number of replicas. This gives the first impression that indeed
the DHT can provide high reliability at low cost. Nevertheless, further investigations are still
required, e.g., the overlay connectivity, i.e., whether is can be guaranteed that the overlay
routing algorithms always provide a path between any two nodes in the overlay.

3.2.3 Work plan for the next 6 months

In the next 6 months, we will focus on the design of solutions for resilient service lookup
(one-to-many signalling). Here, the plan is to follow a different approach for finding one server
out of possible servers. Storing the list of available servers in the DHT has several drawbacks:

• If this data will be reachable under the same identifier, e.g., the hash value of ‘www.bahn.de’,
then the peers responsible for this identifier will be immediately overloaded.

• If the data is pushed to other peers in order to avoid such hot spots, it becomes difficult
to update this data in the DHT. Efficient updates of information needed for service
lookup is a requirement, in particular since services must be able to be migrated, e.g.,
as a remediation mechanism, and become available within the least possible timeframe.

Therefore, we are currently investigating solutions for this kind of service lookup and
will compare our solutions with existing ones, e.g,. IP anycast [PMM93] [AL06], Dynamic
DNS [Dyn09], i3 [SAZ+02] and some proposals for implementing anycast on top of a DHT
[CDKR03], [ZH03]. Our comparison criteria are the:

• dependability aspects: availability, reliability

• survivability in case of large scale random failures and orchestrated attacks

• consistency, in particular when a service migrated, updates of the service location must
be propagated efficiently and consistently

• lookup performance

3.3 Virtualisation

3.3.1 Problem description

Encapsulating services in Virtual Machines allows them to become independent of the under-
lying infrastructure. This enables migration of the services in case of expected or predicted
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failures that happen due to adverse conditions.

Several virtualisation solutions already allow migration of virtual machines. The easiest
way of migrating a machine is to shut it down, copy the VM description, and power it up
again at the new location - this method is called ”cold migration”. While easy to perform, this
method has several drawbacks. First, the required boot cycle of the virtual machine (powering
down before migration, powering up after migration) introduces considerable additional delay.
Moreover, during the entire migration process the services on the virtual machine are completely
unavailable - no new connections can be accepted during that time. Even existing connections
have to be dropped and usually cannot be resumed easily after migration. A better solution
in that respect is to only pause the virtual machine and transfer both the virtual machine
description as well as the current state of the virtual machine. While this introduces additional
transfer overhead, time to resume is shorter and existing connections do not have to be
dropped. A further refinement of this method is live migration, where the state of a virtual
machine is transferred without stopping or pausing the virtual machine first. The state is then
subsequently updated on the target host and at some point the virtual machine on the source
host is terminated and all network traffic is redirected to the target host.

Existing previous work on these problems is presented in detail in deliverable D3.1a [FPB09].

3.3.2 Research work and approach

Three questions are relevant for the solution of the named problems:

• Live migration of virtual services is an interesting research topic, because of its important
practical relevance. Different virtualisation software packages include such features (XEN
and VMware), but under certain conditions these features are not offering the needed
performance. Can the use of novel (alternative) approaches offer new insights on how
to improve existing and design new live migration methods?

• Live migration is a way to ensure the mobility of virtual services. But services need to
be created, terminated, cloned, etc. These management functions need to be performed
in a highly self-organizing way, in order to achieve resilient services. Which efforts and
directions are necessary to design and create a mobility (self-management) framework
for virtual services?

• The (self-management) of virtual services has to be performed in a secure context. It
is important that newly invented technologies do not provide new starting points for
threats to services. Design patterns for secure virtual services are needed for a future
resilient network. How can this objective be achieved?

Since the start of this workpackage (May 2009), work has been performed in the following
areas:

• Producing a general use case, which can be utilized by all the WPs. This should help
to integrate the mobility of services while utilizing the P2P network as backup support
system.

• Co-operation with TUM in P2P-based service discovery as a first step to solve mobility-
related issues in service migration.
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• Investigation of the SCTP (Stream Control Transmission Protocol) in order to utilize this
approach for service migration. SCTP is a relatively new transport layer protocol which
provides applications with increased performance, reliability, and control functions. It
is suitable where detection of connection failure and associated monitoring is essential.
SCTP could be implemented in network systems and applications that deliver voice/data
and support real-time services such as SIP.

3.3.3 Work plan for the next 6 months

Although Virtual Machine migration is already available in common software tools like XEN,
several aspects are not addressed. In order to maximize resilience for a service, work over the
next six months will focus on the following items:

• Enable migration between different geographical and network-topological locations.

• Minimize service downtime during migration.

• Ensure that clients will be able to find the service in the new location (this problem is
closely related to mobility).

• Ensure, ideally, full connectivity (with reduced bandwidth) even during the migration -
guarantee that sessions will be kept alive during the migration.

3.4 Challenge detection

3.4.1 Problem description

During a service operation, supervision of its activities is a natural task needed to verify that
all operations are performed as expected and its outcomes lie in the expected value window.
Assuring network optimal performance is an important key for a service provider, aiming in
particular at the churn reduction. Network performance monitoring is mandatory for quick
failure detection, so that they can be corrected as soon as possible [CS92].

Nevertheless, correction cannot be carried out immediately. In most cases, it is not a single
factor that explains all difficulties and failures, nor is there any one level of monitoring that can
detect every issue. It is possible to have attackers from inside, or outside; misconfigurations
of any aspect of the system introducing artificial or unnecessary bottlenecks in the network;
other issues like hardware or software failures generating erroneous output; or non intentional
operational errors leading to failures. Moreover, monitoring should enable detection of out-of-
date software or security measures, which can introduce vulnerabilities into the system, and
program usage that goes against company policy. Due to increased number of network devices,
network size, service profusion, variety of access network and bandwidth, all these activities
can not be done by a single supervisor (administrator), i.e., an autonomous and automated
system is necessary.

3.4.2 Research work and approach

The first step in challenge detection consists in efficient monitoring. This is done with different
tools processing the information received from network sensors (i.e., computers, mobile phones,
network devices) to check if all operations are performed as expected, inline with a list of rules:
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performance requirements (e.g., delay), dependability needs (e.g., availability) and security
concerns (e.g., confidentiality). The purpose of these tools is not only to fix network problems
on time, but also to prevent network failures, maintain network availability, reliability, and
security and detect/eliminate internal and external threats.

In a second step, data captured by the probes and resulting in alarms, is analyzed. The
different measurements are correlated to detect if challenges have occurred (alerts genera-
tion) or not. This data can refer to network status quo (indicating whether performance is
acceptable or below a specified degree); information concerning network traffic (ensuring that
some links will not become network bottlenecks); results of bandwidth analysis determining
whether sufficient bandwidth capabilities exist for the service running on that network (other-
wise the network cannot sustain data transfer above a certain threshold and the QoE3 will be
significantly affected).

After obtaining and transmitting the alerts to a dynamic policy engine and taking into ac-
count any contextual data reflecting the state of the system at a given moment, the next step
is to take optimal decisions to restore the required functionalities of the supervised network
or system. A feedback loop is needed at this level to pursue context monitoring. This oper-
ation will request an automated incident/intrusion detection response to threats and implies
that challenge characterization is reliable and the diagnoses trustable; otherwise, remediation
actions may lead to disastrous and harmful side-effects, such as self-inflicted denial-of-service.

Figure 11: Overall description of the approach

In the context of ResumeNet (Fig. 11), preliminary inputs to challenge detection are ob-
tained from WP1 (1.2 ”Understanding challenges” and 1.3 ”Resilience metrics”), while the
dynamic policy engine requires results obtained in WP2 (2.2 ”Challenge detection”).

Architecture modeling The implementation of a monitoring system must find patterns
of possible faults and define what information will be regarded as an event or which particular
event must be investigated. It should also specify network components to understand their
functionality and role in the system, how supervising architecture looks like (i.e., number
of probes, areas of the network with the highest probability of failure), what are the probes
configuration (e.g., which entries and data fields are sent to the centralized monitoring servers,
what format, for these files, should be used), what are the responses to events (e.g., incident
handling, operational problems if a management infrastructure component fails), what is the
status of the management infrastructure (e.g., topology upgrade, infrastructure’s components
update), and what are the requirements for security of the management infrastructure.

3QoE - Quality of Experience represents service reliability, comprising service availability, accessibility, access
time and continuity, and service comfort, reported to end user [MDY07].
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After defining requirements and goals, the next steps to perform supervising and monitor-
ing process need to take into account applicable laws, regulations and existing organizational
policies. The goals should be the reduction of risk, time and resources needed to perform man-
agement functions [KS06]. In case of a network failure, the simplest monitoring agents should
have the capacity to warn. For normal operation, these agents have to monitor constantly
to seek for threats or to create reports displaying different factors with a variety of methods.
These methods are based upon time or geographic location and improve the detection of the
system parts, which are causing problems. They are used to gather statistical data concern-
ing network performance because, sometimes, an abnormal operation can be the beginning of
a failure [ZYLC03]. Using this information, monitoring agents will hopefully detect, isolate,
and/or correct the malfunctions, find the best way to keep network QoS/QoE within imposed
requirements and, eventually, recover the failure.

Monitoring The best way to build a surveillance tool is to examine/analyze the appli-
cation performance on a large scale. With such analysis in the context of the overall network
performance, interactions between the different network levels and areas are not ignored and
probable effects of further changes can be predicted [KS06]. Analyzing data, received from
sensors, requires enough support for the recognition of temporal components, which can be
used to reduce false alerts and improve the efficiency of response to problems. Under these
conditions, it is possible to ignore duplicate events and change processing rules based on the
time of arrival, for example; or have the possibility to activate/deactivate rules based on the
existence of other events [Rou02].

Minor events can be solved at the host level. However, they must be reported to the
infrastructure level because these events can be reviewed there and help in the identification of
additional instances of the same activities and patterns that cannot be seen at the individual
host. At the infrastructure level it is possible to group disparate messages from different sources
into a single thread. It is possible to miss the pattern of a single event, but taken together,
these patterns can indicate a problem that needs to be investigated. In these conditions, an
improperly grouping of events can lead to overestimating, or underestimating, the emergency
severity. Moreover, analysis of the monitoring process at the infrastructure level can use more
sophisticated tools and higher computational resources compared with host level [AIMI04].
Performing effective review and analysis, at both host and infrastructure levels, should take
into account: the organization’s policies (to detect violations of these); the characteristics of
common attack techniques, or common problems that might arise, and how these might be
recorded by the system; the type of software used to perform analysis (e.g., log viewers, log
reduction scripts, database query tools) and how these software will be configured. All the
requirements must be defined clearly, must be mandatory for the entire network and must
contain different information, e.g., which types of events at each sensor should be recorded,
how often each type of event should be logged, which type of entries should be transferred to
a management infrastructure, how the confidentiality, integrity and availability of each type of
monitoring data should be assured.

Correlation Having generated a complete image of the system, exploitation of correlation
techniques for data taken from different sensors and filtering is critical to ensure service quality.
The use of information about known vulnerabilities will also provide a faster way to respond to
exceptional situations, using relationships between event patterns and actions to take. When
multiple alarms overload the system, a proper event correlation mechanism may single out the
alarms that represent noise and help focusing attention and prompt response only to relevant
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alerts. Challenges detected using correlations are computed by an evolution monitoring system
named CRS (Chronicle Recognition System), developed in FT’s laboratories. CRS maintains
through its observations a consistent interpretation of what is going on, using the chronicle
model representation for the recognition of relevant pieces of the supervised system’s evolution.
This mechanism can be used for surveillance of a complex dynamic system and for designing
an experimental supervisor network [Dou96]. The recognition method has the possibility to
predict forthcoming events that are relevant to partial instances of situations currently taking
place, focusing on them and maintaining their temporal windows of relevance. A matching of
some alarms with a subset of a chronicle is a partial instance of the chronicle model. When
a complete match is found, the instance is recognized and the associated action is performed
[DGG93]. The errors can be found using chronicles by comparing chronicles models with
information received from the system. The failure of a chronicle recognition is simply a bad
choice of the system prediction.

3.4.3 Work plan for the next 6 months

The design of the monitoring part is based on a UML (Unified Modeling Language)-based
description of the architecture. Inspired by our experimentation in WP4 (smart environment),
a service surveillance service will be modelled with effort focused on resilience features of
the system (fault model helping to optimize the probes, location), in addition to (standard)
functional aspects of the system’s internal interactions. The next step consists of linking the
results of this model to the CRS platform: alarms generated by the service surveillance need to
be validated using correlation rules and the local context in order to produce definitive alerts
to send to the dynamic policy engine.
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3.5 Overlay connectivity

3.5.1 Problem description

A major difficulty of distributed challenge detection and network remediation is the need to
communicate during adverse conditions. Depending on the level of degradation of the network’s
operational state, direct communication with peer nodes might be severely affected or even
impossible. In order to maintain connectivity as long as possible, we envision to exploit overlay
network technologies. P2P overlays like Kademlia send request messages to different peers of
the overlay network in parallel, thereby not relying on a single point-to-point connection. Other
approaches like RON propose to use a third party to relay messages if direct communication
is not possible.

A different viewpoint onto the same problem is a network deployment where a network
may be only partially protected with resilience mechanisms, e.g., a company may use resilience
techniques within its offices, whereas the ISP operating the links between these offices may
not offer any resilience mechanisms. Increasing service resilience becomes especially crucial if
an important service (e.g., a file server or a service broker) is used by several sites, but hosted
only at a few sites due to some technical constraints. In this case, the end networks must try
to compensate for this lack of resilience. An overlay network can offer additional connectivity
to the network; for example, two end hosts can choose to communicate directly with each
other (via IP) or by using one or several stepping-stones (i.e., nodes in an overlay network).

Apart from resilience considerations, the additional connectivity offered by an overlay more-
over can be exploited to increase the network’s performance (e.g., increasing throughput or
reducing congestion). This is the case when, for example, the overlay offers additional traffic
paths whose potential bottlenecks are disjoint from those of the default underlay paths.

3.5.2 Research work and approach

While it is thus clear that the application of overlay networks is beneficial in various regards,
some questions still need to be answered. Among these are the following:

• Should there be one overlay to cater for all of the above purposes, or should there be
different overlays for the different uses? While having only one overlay for everything
can help to keep the architecture simpler, a one-for-all approach may require to prior-
itize signalling, measurement and other important traffic that is needed for resilience
mechanisms over normal service traffic which is less important.

• If a separation of overlays seems more desirable, should the overlay for the less important
services be a strongly connected graph component (i.e., every node can somehow reach
every other node via the overlay), or should virtual links via intermediate stepping stones
only be established on-demand, so as to keep signalling overhead low?

• What resilience mechanisms are best suitable for an overlay? Sending multiple requests
during adverse conditions can help maintaining connectivity between nodes but could
also add to an ongoing overload situation of the network worsening the problem even
further. Thus, the question arises if we can incorporate different resilience mechanisms
into a single overlay which uses them depending on the detected challenge? Moreover,
can we design the overlay in a way that it gradually increases its ”aggressiveness” by using
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light-weight mechanisms before executing mechanisms with higher load and overhead for
the network?

• What policies should govern the layout of the overlay(s), i.e., to which of its peers should
a node establish overlay connections?

• What metrics are important to the above questions, and how can they be measured in
an on-line, distributed and dynamic fashion?

Developing a suitable overlay infrastructure while answering the above questions entails
the following sub-tasks:

1. Finer requirements analysis for aforementioned different uses of an overlay

2. Survey on existing P2P network implementations with regard to their suitability and/or
possible extensibility for the intended purposes

3. Architectural design (draft)

4. Development of suitable policies that regulate the establishment of the overlay and the
regulation of the connections which form the overlay (with input from Task 1.4)

5. Development of suitable metrics that can be used by aforementioned policies (with input
from Task 1.3)

6. Implementation within simulator framework and/or adaptation of existing implementa-
tions

7. Devising evaluation setups/scenarios/use cases (preparation for Task 4.3)

8. Evaluation (joint with Task 4.3)

3.5.3 Work plan for the next 6 months

Our work has so far concentrated on identifying and formulating the relevant research ques-
tions and setting up plans on how to proceed. Besides, we started an implementation of IP
overlay networks within the SSFNet Java simulator [Ren]. This is intended to allow evaluating
the effectiveness of the ReplEx algorithm [Kam09, FKF06] as a resilience mechanism, to in-
vestigate suitable metrics and policies (in particular metrics that can be computed globally in
a non-centralized fashion), and to gain further insights into the research questions mentioned
above. This ongoing work is supposed to be finished by the end of the year. Furthermore,
we initiated an exchange with the team developing the Unisono/CLIO [HHNL09] framework
within the SpoVNet project [Spo], which allows to store measurement data across one or
multiple overlays in a distributed fashion, and we envision further cooperation and possibly
implementations.
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