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Deliverable D3.1b ResumeNet

Summary

The ResumeNet project overall strategy to resilience is neatly summarized into the so-called
D2R2+DR acronym, standing for Defend, Detect, Remediate, Recover, Diagnose and Refine.
This otherwise straightforward approach is only an abstraction of the actual mechanisms that
have to be in place to realize it. The ResumeNet Work Package 3 (Service-level resilience)
investigates resilience mechanisms particularly at the application layer. The general approach
is to use techniques which can provide abstractions from the underlying hardware resources and
thus can proactively (Defence) improve the resilience of the services provided by the network.
These techniques are more precisely: i) P2P signalling for session setup and service lookup;
ii) overlay-based end-to-end connectivity; and iii) virtualisation. These techniques facilitate
Remediation in the presence of challenges, and thus allow for a faster Recovery.

Additionally to the proactive mechanisms, the network and services are monitored con-
tinuously in order to Detect challenges in a timely manner. With the Detection, all four steps
of the inner loop of the ResumeNet resilience strategy (Defence, Detect, Remediate, Recover:
D2R2) are realised at the service level.

This delieverable summarizes the status of research work in WP3. It could be regarded
as an aggregate intermediate deliverable for multiple upcoming deliverables (D3.2 “Service
Surveillance” in M22, D3.3 “P2P Overlays and Virtualisation for Service Resilience” in M24
and D3.4 “Overlay-based Connectivity” in M30). The final ResumeNet architecture for resilient
services will be presented in an updated version of this deliverable, which will be in M36 (D3.1c
“Resilient Service Architecture (Final)”).
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1 Introduction

“All problems in computer science can be solved by another level of indirection, but that usually
will create another problem”. This well known saying coined by David Wheeler is reflected
in different resilience mechanisms investigated in ResumeNet at the service level. Indirection
introduces hook points between two entities (e.g., software modules or two distant entities in
the network) potentially to introduce additional functionality at the hook points. For example,
in order to avoid that each host/application in the Internet would need to know the IP addresses
and port numbers of all potential communication partners, signalling protocols such as DNS
and SIP are used. The indirection point consists of DNS/SIP servers. The problem that arises
here is that if these become unavailable, session setup will fail. Substituting or enhancing
such an indirection point with a decentralised P2P network for signalling raises several issues,
security being one of the relevant ones. Likewise, virtualisation provides an indirection between
the system of a physical host (hardware and OS) and the virtual system. This facilitates the
migration of services running on a virtual machine, though new issues arise. Migration can be
challenging particularly if the network is congested. In case IP end-to-end connectivity fails
for any reasons, overlay networks may be able to find alternate paths and tunnel traffic, thus
providing a backup for IP connectivity. However, issues arise, such as selfishness in overlay
routing.

In the ResumeNet project, we devote our research effort to these topics. Additionally, one
of the contributions is bringing together these techniques to build resilient services over the
network, thus addressing security, dependability and performance in a holistic approach. This
is one step towards the ambition of the ResumeNet project to follow a multilevel, systemic, and
systematic approach for Internet resilience. The rest of this document is organised as follows.
Section 2 sheds light on the architecture followed in ResumeNet to build resilient services over
the network. Section 3 provides insights on the different resilience mechanisms investigated to
build this architecture. Section 4 provides an overview of an integrated experimentation use
case where these different mechanisms interact together. Section 5 concludes this deliverable.
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2 Architecture
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Figure 1: A resilient service architecture

Figure 1 provides an overview of the architecture followed in ResumeNet to build resilient
services over the network. Research topics marked in parallelograms are of particular interest:

• Virtualised services

• Centralised and P2P signalling

• Overlay-based end-to-end connectivity

• Challenge detection

Applications, e.g., VoIP, web or e-mails, may be running on their own or within virtual machines.
Virtualisation is a key technology to provide resilient network services. Hosting services in
virtualised platforms is a Defence itself, since it provides isolation and thus better security, but
is also an enabler for the migration of services at the occurrence of challenges as a Remediation
and Recovery strategy. In this context, the costs and implications of different virtual machine
migration techniques are currently being investigated.

Session establishment requires some prior signalling in order to establish the communication
between two hosts, e.g., DNS signalling for the resolution of a Fully Qualified Domain Name
(FQDN) to an IP address (Figure 2), or the resolution of a SIP URL to a pair (IP address, port
number) of a SIP User Agent (UA) (software or hardware) (see Figure 3). This signalling can
be provided by centralised servers, P2P networks or a combination of both, e.g., a central server
can provide the service under normal operation, while a P2P network can provide a limited
service as a remediation during server failures. This will explained further in Sections 3.1 and 4.
We are currently investigating the drawbacks of existing signalling solutions, particularly DNS
and SIP, and how to build resilient alternatives using concepts learned from P2P networking.

After the signalling, end-to-end communication (e.g., HTTP in Figure 2 and media streams
in Figure 3) takes place using normal IP routing under normal operation. At the same time,
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Figure 3: Separation between signalling and data plane examplified by SIP

a connectivity overlay can provide alternative paths for end-to-end communication in case IP
end-to-end fails for any reason, e.g., BGP failures, that may take up to few minutes to vanish.
Another frequent reason for the lack of IP connectivity is the misconfiguration of middleboxes
(firewalls and Network Address Translators (NATs)). If the communication between two end
points is disrupted, then overlay-based end-to-end connectivity comes into place, where an
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overlay network is used for providing connectivity as a failover.

Overlay networking (for signalling and connectivity) and OS virtualisation provide attractive
properties for resilience. For example, overlay networks provide data and link redundancy and
autonomic recovery from local failures, e.g., if a neighbouring peer suddenly disappears. OS
virtualisation provides the possibility for migrating and duplicating services during run time.

Although overlay and OS virtualisation provide a strong background for resilient services,
it is still always necessary to monitor the health of the network and the provided services on
top and Detect challenges in a timely manner. This is the prerequisite for the remediation
and recovery within the shortest possible time frame. In this context, monitoring probes
provide monitoring information from different layers. This includes cross-layer information. The
localisation strategies of monitoring probes are currently being investigated. The correlation
of events will occur using the “Chronicle Recognition System (CRS)” developed in France
Telecom laboratories. The usage and integration of these research activities on monitoring
and challenge detection with other activities, such as challenge detection in WP2, and metrics,
policies and cross-layer information exchange in WP1 is an ongoing work.
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3 Mechanisms

In the following subsections, we will explain the current status of the four research topics
investigated for building resilient network services.

3.1 Resilient application signalling using P2P networks

3.1.1 Problem description

As mentioned in Section 2, session establishment at the application layer requires some prior
signalling in order to establish the communication between two hosts. For example, in DNS,
the current IP address of a server is communicated to a DNS registrar, either manually by
local configuration, or using a DNS update message [VTRB97]1. Then, a DNS client (DNS
resolver) can retrieve this information from the DNS infrastructure. Likewise in SIP, a SIP
UA can register or update its location at the SIP registrar with a SIP REGISTER message.
Other UAs can send a SIP INVITE message to their respective SIP proxies. The signalling
is forwarded in the signalling plane and can reach the called UA. This SIP signalling involves
several central components, e.g., DNS servers, SIP proxies/registrars, location server, etc.
(Figure 3), which increases the complexity and the maintenance overhead of the signalling
infrastructure.

Generally speaking, the functionality provided by both DNS and SIP is the association of
an identifier to a locator. The separation between identifiers and locators is a well-known
approach in mobility research. In fact, another similar role is played by a mobile IP Home
Agent (HA), which provides the mapping from a Home IP address to a Care-of IP address.
Although route optimisation might be used for a direct communication between the Mobile
Node (MN) and the Correspondent Node (CN), the HA is still required for the initial contact.

If the HA is unavailable, mobile nodes become unreachable; if one of the components
in the SIP service chain fails, e.g., DNS, the location database, one of the proxies or the
authentication server, phone calls are no longer feasible. If a DNS server, which is responsible
for resolving the name of a service to an IP address fails, and the cache entries are outdated,
the service will become unavailable. The dependency on such centralised components required
for the signalling to establish a session has proven to be a threat for the availability of services
several times in the past [tmo09, New07, Hei06].

Moreover, DNS has been used for several decades and survived many attacks and failures in
the past. But, the main reason for this stability comes with a price. DNS uses massive caching
with long TTLs values. Given the current evolution of the Internet with the envisaged mobility
and flexibility, massive caching does not seem to be an up-to-date solution for providing name
services. In fact, mobility is not envisaged at the end host only but for the servers as well.
Cloud computing and Content Delivery Networks (CDNs) are example environments where
the role of caching is vanishing. The context of ResumeNet, where we consider migration
of services as a remediation (see see 3.2) is another scenario where DNS caching is not the
solution to make services available within the shortest possible time frame after migration,
thus reducing the “mean time to repair” (MTTR).

1In some cases, e.g., for the Dynamic DNS service offered by Dynamic Network Services, Inc. [dyn], HTTP
is used, for the simple reason that HTTP is allowed by most firewalls.
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3.1.2 Research approach

The research question here is how the resilience of signalling solutions for service lookup and
session setup, e.g, DNS and SIP, can be enhanced with a P2P solution. The idea is to use
concepts learned from P2P networking to enhance current signalling solutions with better
dependability. At the same time, the advantages of centralized solutions, such as security and
favourable lookup performance should be preserved. Thus,

• We investigate the quantification of the availability, reliability and lookup performance
that can be provided by P2P networks, in particular, structured P2P networks, in order
to be able to provide dependability and performance guarantees for the signalling.

• We investigate how to provide comparable security in such a P2P network to that pro-
vided by centralized services.

• An inherent question to the last two research questions is how to build such a P2P
overlay. Although several topologies and protocols have been suggested, it is necessary
to bring order out of the different Distributed Hash Table (DHT) algorithms, and deduce
appropriate parameters which can be tailored in order to fulfill a given set of quantified
resilience requirements.

To examplify our research approach, DNS and SIP are the two protocols that accompany our
theoretical analysis. DNS is a global signalling protocol, mainly used to find servers, while
SIP is mainly used at a VoIP provider scale to find other end hosts (SIP UAs more precisely).
Thus, these two protocols cover a quite wide range of signalling solutions for service lookup
and session setup in today’s Internet.

3.1.3 Progress so far

Cooperative SIP (CoSIP) The starting point was the scenario of a VoIP provider, using SIP
as a signalling protocol. The motivation is that telephony is a critical service which needs to be
protected particularly in case of large scale disasters. As mentioned above, the dependency of
the availability of the telephony service on some central components has shown to be a threat
with a large impact [tmo09, New07, Hei06]. This motivated us to investigate alternatives
which are not dependent on central components. As an example of such a central component,
the Home Location Register (HLR) of T-Mobile [tmo09] failed for four hours in 2009 April.
Nearly 40 millions customers were able to neither make phone calls nor to send text messages
during that period2.

Building a P2P alternative for setting up a VoIP session is quite challenging. The IETF has
been discussing this in an dedicated P2PSIP working group [p2p]. It is crucial to mention that
such a critical service like telephony with high reliability (≥ 0.99999) and security requirements
can not be run on a pure P2P network, e.g., like the KAD file sharing network [SENB07a]
which is vulnerable to a number of attacks [SENB07b].

We have investigated the combination of server-based SIP signalling together with P2P
SIP signalling as a backup in order to benefit from the advantages of both architectures.
We call this approach Cooperative SIP (CoSIP) [FNKC07], since the SIP server and the P2P

2unless people keep their mobile phone on and do not leave the same cell (3G or GSM cell). This is because
in all other cases, re-authentication of the user based on the (U)SIM card is required, which involves the HLR,
which was down.
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network (consisting of the SIP UAs) cooperate together in order to improve the availability
and reliability of the application. The P2P network can provide a backup in case of server
failures (Figure 5). Since security is inherent to resilience, we should not aim for improving
the reliability of SIP signalling at the cost of security. Thus, we have investigated how the
presence of a central authority in a P2P network can prevent different attacks on the P2P
network itself, e.g., Sybil and eclipse attack [Dou02, SM02] and on the application running
on top of it, which is telephony in our case, e.g., impersonation, SPAM over IP telephony
(SPIT) [Nic06]. Servers can provide appropriate credentials , e.g., X.509 certificates. These
can be used by the peers afterwards, even if the server becomes unavailable, to participate in
the P2P network, to perform mutual authentication and to setup secure channels for phone
calls (and generally multimedia applications).

One of the security issues of P2PSIP and CoSIP is privacy. User’s contact data are stored
at other peers and can be regularily looked for. Thus, attackers could easily build location
profiles of other users. Additionally, some foreign peers would be able to track communication
between SIP UAs and derive some knowledge about the social interaction of users. We have
developed a solution to tackle these privacy issues, which we will call “Pr2-P2PSIP” (Privacy
Preserving P2PSIP). It reuses some mechanisms and experiences learned from anonymisation
networks, e.g., Tor [DMS04]. We provided an extensive analysis of adding privacy to P2PSIP,
including the reliability costs. The results have been documented in a paper submitted to
ACM IPTComm 2010 (see appendix).

Another security issue of P2PSIP which is very hard to tackle is SPIT. We came to the
conclusion that SPIT detection and prevention is more likely to be successful with server based
signalling. For example, a SIP UA which has been infected with a worm and initiates a large
number of VoIP sessions within a short time frame (e.g., more than 10 calls per second)
can easily be detected and blocked efficiently if all outgoing session initiation messages (SIP
INVITE) are processed by the same outbound SIP proxy. Detecting such a behaviour in a
decentralised P2P network of SIP UAs in a timely manner is much harder and becomes nearly
impossible as the network grows.

Thus, the conclusion is that even if a central authority can proactively provide a good basis
for the security of a P2P SIP network, e.g., by providing certificates for authentication at the
application layer as well as the P2P overlay layer, and even if user’s privacy is protected in the
P2PSIP network using similar mechanisms like in Tor, a comparable service can not provided
in a P2P mode if the central authority is not involved in the signalling.

Recalling that Resilience is “the ability of the network to provide and maintain an acceptable
level of service in the face of various faults and challenges to normal operation” we still aim
for a reduced, though acceptable service in case of server failure rather than living with a total
failure (as for the T-Mobile case mentioned above). Thus, the procedure is as follows: under
normal operation, SIP contacts data are stored in servers as well as in a DHT (Figure 4). In
case of a server failure, the session establishment can be performed by looking up the contact
data in the DHT. This is illustrated in Figure 5. As for the SPIT problem, given that today SIP
UAs should be configured to accept incoming sessions only from a trusted inbound SIP proxy,
they can additionally accept phone calls from a restricted set of known UAs, e.g., a “buddy
list” or using mechanisms like web of trust. This will reduce the service, though it can allow,
e.g., in a case of a disaster for people to be able to make phone calls to their family and friends.
There is yet one limitation of this approach that still needs to be taken care of appropriately. It
is the question how calls should be accepted in call centres, particularly emergency call centres,
where there is no previous social interaction with the call initiator which could be helpful to
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estimate a SPIT score. On the other hand, the main goal is to reduce the time to recovery
and come back to normal operation as soon as possible.

DHT

Alice

REGISTER

put(H(SIP_URI))

Figure 4: User registration under normal operation with a P2P network as a backup

DHT

(3) Contact_URI

(4) INVITE

Alice Bob

(1) INVITE

(2) get(H(SIP_URI))

Figure 5: Session setup during server failure using a P2P network as a backup

DNS In many cases, moving the service to a P2P network as for CoSIP is not an alternative.
In case services need to be provided by an infrastructure, our goal is to increase the avail-
ability of the service lookup, i.e., the probability that a client can successfully find a server
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providing the required service. Again for clarification, we investigate only the lookup signalling
here. Subsequent communication is left to IP end-to-end or overlay-based connectivity. As
we investigate a resilient service lookup here, we need to compare our work with the most
prominent protocol currently used in the Internet for service lookup, namely DNS. In the last
half year, we have been investigating the qualities and shortcomings of DNS. Among the DNS
shortcoming, we list:

• Massive caching: which makes migration difficult, and introduces inconsistency in the
data stored at different DNS servers (caching resolvers and distributed registrars)

• Cascading failures: as it is well known, if DNS becomes unavailable nearly all other
services become unavailable as well.

• Dependency on BGP convergence: the DNS root servers and (some of the Top Level
Domain servers) are reachable using IP anycast: this provides load balancing and re-
duces lookup latency. However, the failover time from one DNS server to another, both
reachable under the same IP address, can be slowed down particularly by the required
BGP convergence time (up to few minutes). This is illustrated in Figure 6.

• Error-prone manual configuration: this has been well documented, e.g., in [PXL+04].

DNS resolvers
DNS resolvers

192.5.5.241 192.5.5.241

DNS server pool

DNS server pool

Figure 6: DNS anycasted F-root server (IP: 192.5.5.241): the failure of a server pool or at least
its BGP router leads to unsuccessful DNS queries (red solid line) until BGP routing converges
and DNS queries are routed to another server pool (blue dashed line).

We are currently investigating how to overcome the shortcomings with a P2P-like solution.
Our approach for a P2P DNS system differs from earlier approaches in this direction in several
aspects. One of the main differences is that we consider a novel overlay topology (instead of
simply using an existing one, such as Chord or Pastry as in previous work on P2P DNS) which
can achieve a low diameter (2-3 hops) in order to achieve the minimum possible performance
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stretch compared to the current DNS while improving DNS resilience. This is particularly
crucial because the current DNS performs well in terms of latency due to the high cache
hit rate. Thus, an alternative with a DHT with O(ln(n)) lookup performance would not be
competitive. Other differences will be documented in our future work.

3.1.4 Future work

Our future work will mainly focus on the service lookup (DNS alternative). Particularly,
given the Zipf’s distribution of the popularity of services, we need to guarantee that a P2P-
based service lookup solution does not introduce hot spots around popular services. We are
currently investigating solutions for this kind of service lookup and will compare our solutions
with existing ones, e.g,. implementing DNS on top of a DHT [RS04, PPPW04, Mas06,
CMM02], IP anycast [PMM93, AL06], Dynamic DNS [Dyn09], i3 [SAZ+02] some proposals
for implementing anycast on top of a DHT [CDKR03, ZH03]. Our comparison criteria are:

• dependability aspects: availability, reliability

• survivability in case of large scale random failures and orchestrated attacks

• consistency, i.e., when a service migrated, updates of the service location must be prop-
agated efficiently and consistently

• lookup performance

3.2 Virtualisation

3.2.1 Problem description

Virtualisation of services provides an abstraction layer from the hardware a service is running on.
This is achieved by using a so-called hypervisor (sometimes also referred to as “Virtual Machine
Monitor”) to multiplex several virtual machines onto a single hardware instance. Decoupling
a service from a specific instance of hardware enables resilience mechanisms that allow to
react to underperforming or malfunctioning infrastructure by migrating the degraded service
to another location. Indeed, popular implementations of virtualisation software already provide
mechanisms for virtual machine migration. In the context of the ResumeNet D2R2 + DR
strategy, migration of services can be used as a remediation mechanism, reacting to a challenge
(once it has been detected) by moving the service from one location to another one.

Several restrictions and implications have to be kept in mind when applying this kind of
remediation strategy. First, the challenge has to be “local”. More specifically, the challenge
must be bound to the physical location of the service. Examples of challenges that would
be local in this context are hardware failures, overloaded resources, or high network link error
rates. Non-local challenges (e.g., a programming bug) are connected to the service itself and
cannot be remediated through migration.

Next, it must still be possible to perform the migration after the challenge has been
detected. Depending on the type of migration, the remediation process itself takes some time
to complete. If, for example, a critical hardware component (like the CPU) fails without further
notice, causing the hypervisor to crash, migration cannot be performed anymore. Luckily, in
several cases there may exist some kind of forecast indicating an upcoming failure and leaving
enough time to perform the migration (e.g. power loss indicated by UPS systems). In other
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situations the actual challenge is only underperforming hardware and remaining time before a
complete failure occurs is not an issue at all.

Finally, the act of migration should not further impact the service itself. Migration mech-
anisms can require a considerable amount of resources. For example, if the root problem is
an overloaded network link and the migration mechanism would transfer virtual machine data
over that same link, the apparent solution is actually likely to make the situation worse, not
better. While in some cases a trade-off may be unavoidable, in general it is preferable to have
the migration perform without any major impact on the service itself.

Provided the above requirements are met, migration of a virtual service can prove to be a
viable method of remediation.

3.2.2 Research work and approach

Migration of virtual services can be implemented through various techniques. Indeed, the
easiest way of migrating a machine is to shut it down, copy the VM description, and power
it up again at the new location - this method is called ”cold migration”. However, although
it is easy to perform, this method has several drawbacks. First, the required boot cycle of
the virtual machine (powering down before migration, powering up after migration) introduces
considerable additional delay. Moreover, during the entire migration process the services on
the virtual machine are completely unavailable - no new connections can be accepted during
that time. Even existing connections have to be dropped and usually cannot be resumed
easily after migration. A better solution in that respect is to only pause the virtual machine
and transfer both the virtual machine description as well as the current state of the virtual
machine. While this introduces additional transfer overhead, time to resume is shorter and
existing connections do not have to be dropped. A further refinement of this method is live
migration, where the state of a virtual machine is transferred without stopping or pausing the
virtual machine first. The state is then subsequently updated on the target host and at some
point the virtual machine on the source host is terminated and all network traffic is redirected
to the target host [CFH+05].

It is obvious, that there are multiple ways of performing the migration itself. On top of
that, other preconditions come into play, having further impact on the impact of the migration
process. For example, virtual machine descriptions can be predeployed on possible physical
target hosts, requiring only the transfer of the current state of a virtual machine in the case
of an emergency. Another important factor is the re-routing of traffic to the new location of
the service. This issue is closely related to mobility, requiring a decoupling of identifiers and
locators when trying to access a virtualised service. Again, different methods can be used,
each of which has different implications. Current implementations of live migration strategies
in popular virtualisation solutions depend on an ARP update in the Link Layer, binding an
IP address to a new MAC address. While this approach works quite fast, it is limited to the
Link Layer and therefore does not support migration over different networks. On the network
layer, Mobile IP is the protocol typically used for mobility issues [Per02, JPA04]. However,
this protocol requires a home agent to be set up in order to intercept and re-route traffic to
the new location. If a whole network is going to fail, this might not be an option and the
re-routing of traffic will have to happen on an even higher layer [BKFS07].

Taking all these factors into account, it becomes necessary to investigate two important
points:

• What are the different options available for migration? How can they be combined in a
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most effective way and in what situations can they be applied?

• What is the cost of these methods? How can the cost actually be measured? Given
a specific challenge scenario, it should be possible to decide which migration strategy
is “best” in order to perform remediation. This has to take into account the specific
restrictions imposed by the challenge at hand.

3.2.3 Progress so far

Several possibilities for migration have already been identified. Migration strategies can be
classified according to different criteria. Looking at how the virtual machine is treated during
the migration itself, one finds that migration can either happen live (i.e., without noticeable
disruption of the service), with a paused virtual machine, or with a machine that has to be
rebooted. A live migration guarantees minimal service downtime, but requires more bandwidth
during migration. On the other hand, a cold migration, either with a paused machine or even
a machine that was shutdown will introduce more downtime for the service, but is less complex
to handle.

Looking at the availability of virtual machine images, migration strategies can either depend
on a common network storage for virtual machine images, predeployed boiler-plate images, or
require image transfer during the migration process itself. A common network storage may
not always be a viable solution, but reduces network traffic in certain scenarios. On the other
hand, copying the entire virtual machine image during the migration process provides minimal
complexity, but taxes the bandwidth quite noticeably. Predeployed boiler-plate images allow to
only transmit the accumulated differences during migration, but require some planning ahead.

After the virtual machine image has been copied, service requests have to be rerouted in
order to find the service at its new location. This involves some modification of the network.
Such a modification can happen at all network layers, with different consequences. The lower
the change happens in the network, the more transparent, but also inflexible, is the solution.
Fixing the routing on the Link Layer can be transparent to all other layers, but is limited to
link-local migrations. On the other hand, routing service connections through a Peer-to-Peer
network allow migration to virtually any position in the network, since the Peer-to-Peer network
abstracts from the actual network topology. However, this requires modification of the service
and all applications accessing it.

Going through all of these possible migration strategies, it became obvious that it will be
necessary to measure the cost of different combinations of techniques in order to decide which
one should be used to counter a particular challenge.

Time

Defense Detect Remediate Recover

Preparation Phase

Alert Phase

VM State
transfer

Restore
original state

Routing
recovery

Detection of upcoming challenge End of challenge
Start of challenge

Figure 7: Phases of Virtual Machine migration

Several important building blocks have been identified as necessary when using virtual
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service migration as a resilience mechanism. They are depicted in figure 7. The figure also
illustrates the connection between migration and the D2R2 + DR strategy. As a defence
measure there is first a preparation phase. This can be used, for example, to identify possible
target hosts for migration, or to deploy boiler-plate virtual machine images that can be used
to minimize the actual time to migrate.

Once a challenge is expected, challenge detection needs to start. This marks an “alert”
phase, waiting for a challenge to happen.

The actual migration of the virtual service is a remediation mechanism, and as such takes
place after an adverse condition has been detected. Two integration points with other activities
in ResumeNet have been identified at this position: Challenge Detection mechanisms are
necessary in order to decide at which point to switch from Detection to Remediation, starting
the migration process. It is necessary to keep in mind that, although migration time can be
minimized by various measures, it can’t be completely eliminated. Therefore, the challenge
has to be indicated well before actual degradation of the system happens. Moreover, a Policy
System has to provide input about acceptable target hosts and viable migration strategies.
Both, challenge detection and policy system, will be incorporated using results from WP2 and
WP3 tasks (in particular Task 2.2 and Task 3.4).

Finally, after the challenge ends, the system has to recover, switching back to its original
mode of operation. This includes a migration of the virtual service back to its original location.

3.2.4 Future work

The investigation of possible migration strategies showed that there is no one-size-fits-all
solution to each and every challenge. Instead it will be necessary to weigh the specific challenge
with the cost of different migration strategies in order to decide for the best remediation action.
This raises the problem of measuring the cost of a migration strategy. Cost in this context is not
monetary cost, but rather a combination of different factors like uptime, total time to recovery,
bandwidth requirements, and more. Each migration strategy has different implications on these
factors. Therefore, we intend to:

• Compile a roughly comprehensive list of viable migration strategies, taking the whole
picture into account, from virtual machine image deployment over virtual machine state
transfer to network re-routing strategies. All possible combinations of these techniques
have to be investigated.

• Create a list of parameters relevant for measuring the cost of a specific migration strategy.

• Define a cost vector that allows to weigh different migration strategies against each
other, in order to determine the best choice for remediation of a specific challenge.

3.3 Challenge detection

3.3.1 Problem description

During a service operation, supervision of its activities is a natural task needed to verify that
all operations are performed as expected and its outcomes lie in the expected value window.
Ensuring network optimal performance is an important key for a service provider, aiming in
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particular at the churn reduction3. Network performance monitoring is mandatory for quick
failure detection, so that they can be corrected as soon as possible[CS92].

Nevertheless, correction cannot be carried out immediately. In most cases, it is not a single
factor that explains all difficulties and failures, nor is there any one level of monitoring that can
detect every issue. It is possible to have attackers from inside, or outside; misconfigurations
of any aspect of the system introducing artificial or unnecessary bottlenecks in the network;
other issues like hardware or software failures generating erroneous output; or non intentional
operational errors leading to failures. Moreover, monitoring should enable detection of out-of-
date software or security measures, which can introduce vulnerabilities into the system, and
program usage that goes against company policy. Due to increased number of network devices,
network size, service profusion, variety of access network and bandwidth, all these activities
can not be done by a single supervisor (administrator), i.e., an autonomous and automated
system is necessary.

3.3.2 Research work and approach

The first step in challenge detection consists in efficient monitoring. This is done with different
tools processing the information received from network sensors (i.e., computers, mobile phones,
network devices) to check if all operations are performed as expected, inline with a list of rules:

• performance requirements, e.g., delay,

• dependability needs, e.g., availability,

• security concerns, e.g., confidentiality.

The purpose of these tools is not only to fix network problems on time, but also to prevent
network failures, maintain network availability, reliability, and security and detect/eliminate
internal and external threats.

In a second step, data captured by the probes and resulting in alarms, is analysed. The
different measurements are correlated to detect if challenges have occurred (alerts genera-
tion) or not. This data can refer to network status quo (indicating whether performance is
acceptable or below a specified degree); information concerning network traffic (ensuring that
some links will not become network bottlenecks); results of bandwidth analysis determining
whether sufficient bandwidth capabilities exist for the service running on that network (other-
wise the network cannot sustain data transfer above a certain threshold and the QoE4 will be
significantly affected).

After obtaining and transmitting the alerts to a dynamic policy engine and taking into
account any contextual data reflecting the state of the system at a given moment, the next
step is to take optimal decisions to restore the required functionalities of the supervised network
or system. A feedback loop is needed at this level to pursue context monitoring. This operation
will request an automated incident/intrusion detection response to threats and implies that
challenge characterization is reliable and the diagnoses trustworthy; otherwise, remediation
actions may lead to disastrous and harmful side-effects, such as self-inflicted denial-of-service.

3applied to a customer base, the churn rate refers to the proportion of contractual customers or subscribers
who leave a supplier during a given time period.

4QoE - Quality of Experience represents service reliability, comprising service availability, accessibility, access
time and continuity, and service comfort, reported to end user [MDY07].
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Figure 8: Overall description of the approach

In the context of ResumeNet (Figure 8), preliminary inputs to challenge detection are
obtained from WP1 (1.2 ”Understanding challenges” and 1.3 ”Resilience metrics”), while the
dynamic policy engine requires results obtained in WP2 (2.2 ”Challenge detection”).

Architecture modelling The implementation of a monitoring system must find patterns of
possible faults and define what information will be regarded as an event or which particular
event must be investigated. It should also specify network components to understand their
functionality and role in the system, how supervising architecture looks like (i.e., number
of probes, areas of the network with the highest probability of failure), what are the probes
configuration (e.g., which entries and data fields are sent to the centralized monitoring servers,
what format, for these files, should be used), what are the responses to events (e.g., incident
handling, operational problems if a management infrastructure component fails), what is the
status of the management infrastructure (e.g., topology upgrade, infrastructure’s components
update), and what are the requirements for security of the management infrastructure.

After defining requirements and goals, the next steps to perform supervising and monitor-
ing process need to take into account applicable laws, regulations and existing organizational
policies. The goals should be the reduction of risk, time and resources needed to perform man-
agement functions [KS06]. In case of a network failure, the simplest monitoring agents should
have the capacity to warn. For normal operation, these agents have to monitor constantly
to seek for threats or to create reports displaying different factors with a variety of methods.
These methods are based upon time or geographic location and improve the detection of the
system parts, which are causing problems. They are used to gather statistical data concern-
ing network performance because, sometimes, an abnormal operation can be the beginning of
a failure [ZYLC03]. Using this information, monitoring agents will hopefully detect, isolate,
and/or correct the malfunctions, find the best way to keep network QoS/QoE within imposed
requirements and, eventually, recover the failure.

Monitoring The best way to build a surveillance tool is to examine/analyse the applica-
tion performance on a large scale. With such analysis in the context of the overall network
performance, interactions between the different network levels and areas are not ignored and
probable effects of further changes can be predicted [KS06]. Analysing data, received from
sensors, requires enough support for the recognition of temporal components, which can be
used to reduce false alerts and improve the efficiency of response to problems. Under these
conditions, it is possible to ignore duplicate events and change processing rules based on the
time of arrival, for example; or have the possibility to activate/deactivate rules based on the
existence of other events [Rou02].

Minor events can be solved at the host level. However, they must be reported to the
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infrastructure level because these events can be reviewed there and help in the identification of
additional instances of the same activities and patterns that cannot be seen at the individual
host. At the infrastructure level it is possible to group disparate messages from different sources
into a single thread. It is possible to miss the pattern of a single event, but taken together,
these patterns can indicate a problem that needs to be investigated. In these conditions, an
improperly grouping of events can lead to overestimating, or underestimating, the emergency
severity. Moreover, analysis of the monitoring process at the infrastructure level can use more
sophisticated tools and higher computational resources compared with host level [AIMI04].
Performing effective review and analysis, at both host and infrastructure levels, should take
into account: the organization’s policies (to detect violations of these); the characteristics of
common attack techniques, or common problems that might arise, and how these might be
recorded by the system; the type of software used to perform analysis (e.g., log viewers, log
reduction scripts, database query tools) and how these software will be configured. All the
requirements must be defined clearly, must be mandatory for the entire network and must
contain different information, e.g., which types of events at each sensor should be recorded,
how often each type of event should be logged, which type of entries should be transferred to
a management infrastructure, how the confidentiality, integrity and availability of each type of
monitoring data should be ensured.

Correlation Having generated a complete image of the system, exploitation of correlation
techniques for data taken from different sensors and filtering is critical to ensure service quality.
The use of information about known vulnerabilities will also provide a faster way to respond to
exceptional situations, using relationships between event patterns and actions to take. When
multiple alarms overload the system, a proper event correlation mechanism may single out the
alarms that represent noise and help focusing attention and prompt response only to relevant
alerts. Challenges detected using correlations are computed by an evolution monitoring system
named CRS (Chronicle Recognition System), developed in France Telecom laboratories. CRS
maintains through its observations a consistent interpretation of what is going on, using the
chronicle model representation for the recognition of relevant pieces of the supervised system’s
evolution. This mechanism can be used for surveillance of a complex dynamic system and
for designing an experimental supervisor network [Dou96]. The recognition method has the
possibility to predict forthcoming events that are relevant to partial instances of situations
currently taking place, focusing on them and maintaining their temporal windows of relevance.
A matching of some alarms with a subset of a chronicle is a partial instance of the chronicle
model. When a complete match is found, the instance is recognized and the associated action is
performed [DGG93]. The errors can be found by comparing chronicles models with information
received from the system. The failure of a chronicle recognition is simply a bad choice of the
system prediction.

3.3.3 Future work

The design of the monitoring part is based on a UML (Unified Modelling Language)-based
description of the architecture. Inspired by our experimentation in WP4 (smart environment),
a service surveillance service will be modelled with effort focused on resilience features of
the system (fault model helping to optimize the probes, location), in addition to (standard)
functional aspects of the system’s internal interactions. The next step consists of linking the
results of this model to the CRS platform: alarms generated by the service surveillance need to
be validated using correlation rules and the local context in order to produce definitive alerts
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to send to the dynamic policy engine.

3.4 Overlay-based connectivity

3.4.1 Problem description

Overlay networks form a virtual topology that sits on top of an existing network, which is
referred to as the underlay. If the routing in the underlay (i.e., the Internet) is disturbed,
communication between two nodes may not be possible via the underlay, whereas it may still
be possible that they communicate via the overlay if the overlay selects a significantly different
path through the network than the “direct” path determined by IP routing. By selecting
appropriate overlay nodes as relays, this can be easily achieved.

In the context of ResumeNet, adding the possibility to communicate via an overlay can
serve as important tools for enhancing resilience in the following ways:

• During an adverse condition such as an attack, distributed challenge detection mech-
anisms and remediation mechanisms rely crucially on the possibility to communicate.
However, as the Internet normally does not separate signalling and data paths, the chal-
lenge may severely degrade or even render this important communication impossible.

In this case, an overlay can introduce additional paths that may not be affected by the
challenge, and which therefore can be used by the detection and remediation mechanisms.

• Apart from carrying the management-related traffic described above, an overlay can also
be used to carry actual data traffic that is exchanged between end hosts. In this way,
they can act as an additional resilience mechanisms for the service layer.

• Furthermore, the additional paths introduced by the overlay may be used for dynamic
traffic engineering purposes or other enhancements of service quality in the absence of
failures.

A more verbose argumentation on the utility of adding the possibility to also communicate via
an overlay was given in section 3.5 of deliverable D6.3. We thus refer the reader there for a
broader motivation.

3.4.2 Research work and approach

In our research so far, we have identified the possibility to employ two different but interacting
overlays.

Management overlay: As was pointed out before, resilience mechanisms can themselves be
affected by challenges from which they actually are supposed to protect the network. This is
due to the fact that the Internet architecture sends network management information—such
as signalling traffic for routing protocols or other resilience information—along the very same
data paths as the actual payload data whose transmission is the actual purpose for the network.
Normally there is, however, no additional protection for the management traffic which, in the
end, is a crucial ingredient to make the network actually work.

The management overlay is thus intended as a means to protect this important traffic.
In particular, it is intended for delivery of signalling traffic emanating from other resilience
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components (among them the traffic forwarding overlay, see below). This traffic is supposed
to be low-volume, while at the same possessing increased reliability demands concerning the
delivery of the transmitted signalling information.

Traffic forwarding overlay: Although the management overlay is intended to be the core of
the overlay connectivity module, it is not intended to forward large amounts of payload traffic
(i.e., traffic that is exchanged between end users and service nodes), since the management
overlay is not intended for large-scale data transfers requiring high bandwidths, which is a
typical characteristic of end user related traffic. We refer the reader to the appendix for more
details.

Taking into account the advantages of introducing an overlay for service traffic (sec-
tion 3.4.1) while at the same time considering the management overlay’s deficiencies regarding
its suitability for general-purpose traffic forwarding lead to the introduction of another over-
lay: The traffic forwarding overlay is intended as a remediation mechanism for protecting the
service traffic, whose requirements differ from those of management traffic. Again, we refer
the reader to the appendix for more details.

Interaction between the overlays: Although the two overlays could be seen as independent
modules, this is not the case, since there is interaction between both overlays in a number of
ways.

First, routing and topology information (e.g., a list of active overlay participants, or active
measurements between nodes) can be shared between the overlays, so as to avoid unnecessary
redundancy and increased signalling overhead.

Second, establishing and maintaining links in the traffic forwarding overlay is a task that
involves signalling messages. Moreover, the traffic forwarding overlay is a resilience component.
It therefore makes sense to utilise the management overlay for managing the traffic forwarding
overlay. An interesting question in this regard is whether the signalling traffic pertaining to
the traffic forwarding overlay should be entirely transmitted via the management overlay, or
whether direct communication (i.e., using the underlay) should be allowed as well.

Third, the two overlays have to be aware of each other and have to cooperate regarding
network resources, as data transported via the management overlay has higher reliability de-
mands than data transported via the traffic forwarding overlay. In case of severe congestion,
it has to be ensured that delivery of management traffic is not impeded through the deliv-
ery of data forwarding traffic, as the latter is of a lesser priority. This is aggravated by the
fact that the latter presumably imposes significantly higher bandwidth requirements than the
management traffic.

Routing: Another interesting question is how routing in the two overlays should be organised.
Obviously, routing in an overlay differs much from routing in the underlay: In the underlay
(i.e., a physical network), a pair of arbitrarily chosen nodes normally does not have a direct
connection between them, whereas in the overlay, they do in most cases (i.e., they can establish
a connection path via the underlay). In consequence, this means that two nodes who cannot
communicate via the underlay and which thus have to rely on overlay communication thus
usually can select relay nodes from a large pool of possible candidates. Choosing the appropriate
relay node(s) thus forms a significant part of the routing strategy for both overlays. Moreover,
due to their different requirements—the management overlay focuses on reliable connections,
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whereas the data forwarding overlay requires its connections to cope with high-volume traffic—
it can be expected that the strategies for the two overlays and thus their routing algorithms
will differ substantially. We refer the reader to the appendix for some more ideas regarding
how the routing in the two overlays may be organised.

Policies: Routing in the overlays, especially in the data forwarding overlay, can be expected
to be greatly influenced by policies. Some nodes, e.g., mobile nodes, will not be willing to
forward traffic for other nodes due to battery or bandwidth constraints, or will be willing to
forward traffic only under specific conditions. Furthermore, routing policies that are enforced
in the underlay will limit the forwarding possibilities for a node even if that node itself does
not impose any restrictions on the type or volume of the forwarded traffic; this is explained
in greater detail in the appendix. Obviously, these policies will have to be taken into account
during the relay node selection and other processes pertaining to overlay routing. Therefore,
they need to be tightly integrated into the routing algorithm.

3.4.3 Progress so far

In D6.3, we identified a number of interesting research questions, as well as a number of sub-
tasks that need to be addressed. We have resolved a number of these in our architectural draft
specification, which we provide as an appendix to this deliverable. In particular, this document
addresses the following subtasks and questions:

• A detailed requirements analysis for aforementioned different uses of an overlay

• A survey on existing P2P network implementations with regard to their suitability and/or
possible extensibility for the intended purposes

• Architectural design (draft)

• First steps at determining policies that regulate the establishment of the overlay and the
regulation of the connections which form the traffic forwarding overlay (with input from
Task 1.4)

For further details, we refer the reader to aforementioned document in the appendix of this
deliverable.

3.4.4 Future work

Our future work will comprise both theoretical as well as practical aspects.

Theoretical work: Here, our main focus lies on developing a distributed routing protocol
that scales well with a large number of peers and does not create much traffic overhead, while
at the same time capturing all relevant topology information, so that establishing new paths
upon detection of a route deterioration or other failure can be performed within acceptable
time. We have outlined some preliminary ideas in the appendix.
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Implementation and practical work: The routing protocol(s) that were developed as the-
oretical work have be implemented, at least partially, so that they can be evaluated within
simulation scenarios. Furthermore, we will continue the process of assessing existing overlay
and decentralised VPN implementations regarding their suitability as being a substrate into
which our overlay routing algorithm(s) can be embedded.
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4 Integrated Use Case

This section provides the specification of an experimentation scenario which integrates re-
silience mechanisms from this work package (WP3) as well as input from other WPs, e.g.,
policies and cross-layer information exchange (WP1). The experimentation scenario described
here is one of the four cases studies investigated in WP4 (“Experimentation with resilient
networking”).

4.1 Case study overview

Application scenario The case study deals with VoIP as an example application. Our
solution for Cooperative SIP (CoSIP) signalling has been explained above in Section 3.1. In
this experimentation case study, we combine CoSIP with virtualisation.

Defence

• SIP server is hosted within a virtual machine

• Location of SIP UAs is registered at the SIP server as well as the P2P network.

During normal operation, the SIP server is actively involved in the signalling. Thus, it can
provide full service to the UAs, including SPIT mitigation.

Challenge emulation Two kind of challenges will be considered:

• A network failure is emulated which renders the server unreachable for the SIP UAs.

• A local challenge at the server, i.e., software or hardware failure, or misconfiguration,
which renders the server unreachable for the SIP UAs.

While this challenge classification is currently quite coarse, we will work further on more specific
challenges in the near future.

Detection

• SIP UAs can detect that the SIP server is not reachable anymore, since it does not
respond to their requests.

• Monitoring probes are distributed along the network and can detect that the server is
not reacting.

Remediation

• The SIP UAs switch to P2P mode and can get the required information for the signalling
from the DHT.
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• Depending on the reason for the server unavailability, different migration techniques
can be performed (e.g., cold migration, live migration, or simply starting the server
somewhere else in case a migration is not possible). The decision which migration
techniques is used and where to restart the service is policy-based. In this context, the
policies are used to decide whether to migrate, and if yes, where to migrate and which
migration techniques to be used. The migration of the server may be within the same
network or across the Internet. In the latter case, the server’s location in the network
topology will change. Thus, the SIP UAs need to be either explicitly informed about the
new server location, e.g., using a broadcast, or redirected, e.g., using layer two tunnelling
techniques. We have performed initial experiments with both options.

Recovery After receiving the information about the new location of the server (potentially
another server) the SIP UAs can switch back to normal operation and perform their signalling
using the server.

4.2 Case study preliminary functional specification

SIP UA CoSIP Proxy
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Figure 9: Implementation of Cooperative SIP (CoSIP) signalling (done before ResumeNet)
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Figure 10: Finding servics after migration using a P2P network

Figure 9 provides an overview of our current implementation of CoSIP. We implemented
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a CoSIP proxy which forks the signalling towards the server and the DHT. Although it is
intended as an extension of the functionality of SIP UAs, implementing the CoSIP logic it in
an external proxy allows for reusing existing SIP UA implementation. The CoSIP proxy sends
signalling messages to the SIP server and other peers on behalf of the SIP UAs and can setup
their sessions based on the information it gets from the DHT if the server is not reachable.
We have tested our CoSIP proxy successfully with Kphone [Sou], Ekigacite [Incb] on Linux as
well as XLite [Inca] and QuteCom (former WengoPhone) [qut] on Windows.

The testbed consists of SIP UAs a SIP server. For the SIP server, we use the SIP Express
Router (SER) [sip]. The CoSIP proxy is extended with a Kademlia [MM02] DHT implemen-
tation. We use an open source Kademlia implementation [Auc] which has been extended to
our needs. Particularily, we collect monitoring information on the content of the routing table
and the lookup performance in terms of lookup delay and number of lookup iterations.

The SIP UAs are running on PlanetLab and are configured to initiate a phone call to another
randomly selected UA every five minutes with a random deviation of two minutes. The SIP
server is running within a virtual machine. Both, QEMU and XEN are currently investigated
as virtualisation mechanisms. We are currently evaluating G-Lab as testbed platform to host
the virtual machines. Being a reasonably large testbed, G-Lab seems to be an ideal platform
to test the various migration scenarios described in section 3.2.
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5 Conclusions

In this memo, we presented a generic architecture for improving the resilience of network ser-
vices. The architecture has been designed with services, e.g., web and VoIP, in mind. The
resilience aspects that are in the focus of this work are particularly availability and reliability.
On the other hand, special care is taken of security by considering different attacks vectors.
We develop mechanisms for proactively preparing failover options and thus to prevent service
failures and recovery from failures within the shortest possible time frame if they occur. One
of the mechanisms is hosting services in virtual machines, which can be started, migrated
or duplicated on demand, as a remediation to detected challenges. Moreover, we use cen-
tralised systems for signalling session setup and service lookup, as well as P2P networks as a
backup. Additionally, we investigate how overlay networks can be used for tunnelling traffic
and thus providing end-to-end connectivity in case of of a severely disturbed IP connectivity.
This is particularly useful to enable communication between network resilience management
components in case of large scale challenges where such a communication is disrupted. On
the other hand, monitoring and cross-layer information are collected constantly during network
and service operation to detect challenges in an instantly manner. This will trigger a decision
on whether a remediation strategy is required and which remediation strategy is appropriate.
The decision depends on the overall system policies, the severity of the challenges, the costs
of a remediation strategy (e.g., the required network bandwidth consumption for a VM migra-
tion and the excepted service downtime). This document presented the current status of the
work on the resilience mechanisms. These will be validated in an integrated experimentation
scenario of a VoIP provider network.

27 out of 31



Deliverable D3.1b ResumeNet

6 Appendix

• N. Kammenhuber, “ResumeNet overlay: Requirements and specification”, Tech Report,
TU Munich, May 3, 2010.

• A. Fessi, N. Evans, H. Niedermayer, R. Holz, “Pr2-P2PSIP: Privacy-Preserving P2P
Signaling for VoIP and IM, submitted to ACM Principles, Systems and Applications of
IP Telecommunications (IPTComm), Munich, August 2010
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Status of this document

This document reflects ongoing work and is subject to frequent changes and extensions. Its purpose is
multifold:

• It contains a general understanding, a requirements analysis, and other insights for the problem
that are to be solved to be solved. As new insights will be gained, this section may be extended
and refined.

• It contains a draft specification for the system(s) to be implemented. This specification will be
refined over time, following new insights that have been gained in the meantime.

In particular, this document as a whole does not constitute the draft of a scientific paper that is to be
published at a journal, conference, or workshop. However, significant parts of it may be used for such
publications.

1 Requirements

This section describes the requirements for an overlay that is to be developed in the ResumeNet
context. Its main purpose will be to increase the resilience of as many services as possible by
transparently increasing the resilience of general IP connectivity.

1.1 Scenario description

A group of specific hosts will form an overlay network. For any participating host, the overlay
provides virtual connections in addition to the physical connections via which the participants are
connected to the Internet.

The overlay should be as generic and as flexibly applicable as possible, so that it can protect
a large variety of services. Therefore, the overlay should offer the possibility to forward normal
IP traffic. The overlay will be used in addition to normal IP (i. e., underlay) connectivity. It is
thus intended to provide additional connectivity resources in addition to existing physical links,
i. e., connections to overlay peers will be represented by virtual links that can be added to a host’s
routing table.

First and foremost, the purpose of these virtual links is to protect the IP connectivity against
failures, e. g.,

1. failures in routing,

2. failures of links within the network via which traffic is still routed in spite of their failure
state,
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3. unacceptable performance degradation on some paths through the network, which routing
protocols normally do not protect against.

As an additional service, the overlay will may offer enhanced reliability in signalling or other
management-related communication between other ResumeNet protocols, programs, services,
and other modules.

As a further additional service, the overlay may be used for end host based or edge based traffic
engineering processes, since the virtual links provided by the overlay can be used to re-route
traffic. This task is closely related to the failure type no. 3 from the list above.

1.1.1 Failure types

As pointed out before, the purpose of the overlay is to protect the participants from connectivity
failures. Here, our idea is that in many cases, connectivity is not fully disturbed (e. g., through
complete loss of the only link that connects a participant to the Internet). Rather, connectivity may
be only partially disturbed, i. e., a participant can still reach some hosts on the Internet whereas
other hosts cannot be reached, e. g., due to BGP issues.

The overlay is intended to counter two basic types of aforementioned partial connectivity fail-
ures:

• connectivity losses, i. e., not a single packet will reach the intended recipient.

• severe impairment of connectivity quality (e. g., unacceptably high packet drop rates due to
network congestion).

Note that the second type is not as much of a binary character as the first type. Therefore, it
may be sufficient to only shift some traffic away from the impaired (direct) connections but not all
traffic in these failure cases.

In general, we consider both failure types to be unidirectional, i. e., if traffic exchange a → b
is disturbed between two hosts a and b, this does not necessarily imply that the reverse direction
b → a is affected as well. Of course, bidirectional failures may be catered for by treating them as
two individual unidirectional failures in opposite directions.

1.1.2 Failure contexts

The two types of failures described in section 1.1.1 can occur in different contexts, depending on
the type of communication partners that suffering from the failure.

Traffic exchange between overlay participants: We can assume that most peers will be able
to exchange traffic with each other via the underlay network (i. e., the normal Internet) during
normal operation. In case of a failure, exchange of IP packets between one or several pairs of hosts
(h, i) may be disturbed, whereas connectivity may still be functional between other pairs (h, k).
For example, this may be case during a convergence phase of a slowly converging routing protocol
like BGP (full connectivity loss) or if some intermediate link becomes congested. In these cases, it
may be possible that h can send traffic to i by means of intermediate relay nodes (h, r1, . . . , rn, i).
See Fig. 1.1.2 for an illustration.

h i

rn

r
1

Figure 1: Traffic exchange between overlay participants.
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Figure 2: Traffic exchange between networks. Overlay participating nodes are denoted by black dots, non-
participating hosts are denoted by black circles.

Traffic between overlay participating networks: In the scenario described in the paragraph
above, suppose that the participating hosts (h, i) are routers, and that a host h1 connected to
router h wants to reach a host i1 connected to router i. In other words, the routing path is
h1  h  i  i1. The considerations that apply for the simpler case will also apply for this
scenario, the difference being that h and i are not the endpoints of the intended connection and
therefore

1. the IP packets to be forwarded from h to i do not carry i’s address as a destination IP address,
but rather i1’s address, which means that h needs to know which hosts (or subnet prefixes)
i1, . . . , in can be reached via i,

2. and packets to be forwarded from i to i1 do not carry i as source IP address, but rather h1,
which means that i needs to be able to send out packets with “forged” IP source addresses
to i1 without risking that they be intercepted because of security-related filtering policies.

This situation is illustrated in Fig. 1.1.2.
The scenario actually breaks down into three sub-scenarios:

• the one just described where h1 sends traffic to i1,

• h1 wants to send traffic to i (i. e., i = i1), in which case only consideration 1 applies,

• h wants to send traffic to i1 (i. e., h1 = h), in which case only consideration 2 applies.

Traffic exchange between a participating node/network and a non-participating host: If an
overlay participant h (or some host h1 that is connected to the Internet via a router h that partici-
pates in the overlay) cannot send traffic to some outside host x, where x is not part of the overlay,
then h may nevertheless try to have the traffic to x forwarded by some other overlay participant(s)
as relay. See Fig. 1.1.2 for illustration. Although this situation is not much different from the situ-
ation described in section 1.1.2, handling IP addresses may be more difficult in this case. We will
elaborate on this aspect in section 1.2.1.

h

rn

r
1

1
h x

Figure 3: Traffic exchange with a non-participant of the overlay. Overlay participating nodes are denoted
by black dots, non-participating hosts are denoted by black circles.
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1.1.3 Impediments that are not failures

Although connectivity between hosts may be impaired through the presence of firewalls and NAT
devices on a path between these hosts, we do not consider this to be a failure case. Therefore,
levelling the effect of such middleboxes by creating a facility to obtain unrestricted IP connectivity
through a firewall is not the primary concern of the overlay, since these impediments usually are
introduced with a specific purpose in mind. Nevertheless, it may be a useful property of the
overlay if it actually can help mitigating connectivity restrictions imposed by middleboxes. Thus,
the system should be designed in a way that potentially allows to add NAT traversal techniques
at a later time.

1.1.4 Quality of service

The intended quality of service will be that of the general Internet, i. e., best-effort packet delivery
without any special guarantees. Therefore, no specific admission control and call setup mecha-
nisms will be necessary.

1.1.5 Participants

In the beginning, we envision to use benevolent participants in the network, i. e., no adversaries.
In a later step, this scenario may be amended such that possibly malicious behaviour of overlay
participants is addressed. Thus the system should be constructed in a way such that this sec-
ondary goal can be achieved without heavy redesign—e. g., through the introduction of a routing
cost metric that is based on trust, or through the introduction of dedicated IPsec or otherwise cryp-
tographically secured tunnels between trusted hosts that traverse the overlay network, thereby
crossing potentially untrusted nodes.

This having said, it is clear that there will be neither a certification nor a trust mechanism built
into the network. However, the system should be designed in a way that it should be easy to
extend the overlay framework later in that regard.

There will be potentially many peers. The system thus needs to be built such that it scales well
with a large number of participating nodes.

Furthermore, there is no fixed set of participants. The system should be designed such that it
can cope with significant churn (i. e., a high frequency of join and leave events). This is expected
to hold for at least specific types of hosts (e. g., end user nodes), whereas other hosts are expected
to remain stable, i. e., rarely signing on/off (e. g., routers or servers).

1.2 Participants in the overlay

The overlay will be heterogeneous in terms of participating nodes. We can differentiate between
the participating hosts in a number of different aspects.

1.2.1 Differentiation by connectivity

Depending on the interfaces that an overlay participant posseses, it can be classified into different
connectivity classes:

Individual hosts: Individual hosts may be used for relaying. However, they cannot send out IP
packets with a sender address that is different from their own interface address. In other
words, they cannot be used for triangular routing; they can only be used as endpoints per-
forming NAT.

Individual hosts within a broadcast domain: These hosts cannot send out IP packets with a sender
address that is different from their own interface address, if the packet is destined for an
outside destination. However, these hosts can send a packet to another host in the same
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broadcast domain with a different (“forged”) IP sender address. This allows them to trans-
parently relay IP packets from outside hosts to local hosts that are, for some reason, not
reachable from outside.

Routers connecting one or several subnets to the Internet whose sender IP addresses are restric-
ted to these subnets: Often times, downstream routers will check incoming IP packets for
plausibility of their source IP addresses. If the source IP address of a packet cannot emanate
from the link via which the packet was received, the packet will be dropped.

Unrestricted routers or machines that can emit IP packets with arbitrary sender IP addresses: A
participating node of this type may assume that packets it sends out will never be filtered out
due to security policies, even if these packets will contain IP source addresses from networks
that do not pertain to the local subnet that the node is located in.

Partially restricted routers or machines: In some cases, filtering policies further downstream (po-
tentially not immediately on the next hop) will filter out most packets with “forged” source
IP addresses as outlined above, although some source IP addresses will not be filtered out
even if they stem from other subnet prefixes than those of the emitting overlay node. For
example, this may be the case if a large organisation owns different IP prefixes and only
employs source IP address filtering at its boundary routers. In this case, a node residing in
one of the organization’s subnets may be able to send out packets with a source IP address
from one of the other IP prefixes.

1.2.2 Differentiation by willingness to commit resources

Not all hosts can be supposed to be willing to forward a lot of traffic on behalf of other hosts.
In particular, this will be the case for mobile hosts that need to save battery power, or that are
connected via expensive volume tariffs. Depending on its type and situation, a node may be
willing to forward only specific types of packets.

Differentiation by traffic destination: In this context, we can distinguish between the following
types of traffic:

• Traffic in the node’s own broadcast domain

• Traffic to other overlay nodes

• Traffic to other nodes on the Internet

• Traffic to other nodes on the Internet while having to replace the IP address

Obviously, the willingness (actually: the ability) to commit resources does not only depend on
the type of traffic, but also on the type of node that is described in section 1.2.1, as some nodes
simply cannot send out traffic with arbitrary IP sender addresses to all IP destination addresses.

Differentiation by situational context: Moreover, nodes may not be willing to forward traffic at
all times or in all situations. For example, a node with a small link capacity or an expensive data
tariff may want to restrict its role as a relay node only to situations where there are no alternatives.
In this regard, we identify the following levels of commitment for a node:

• Nodes that are willing to forward any traffic at all times.

• Nodes that are willing to forward traffic only in case of a failure, but not for mere perfor-
mance enhancement.

• Nodes that are willing to forward traffic only if no other overlay participants can be used as
alternative relay nodes.
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These three classes may be additionally combined with numerical priorities, to allow an even
finer-grained differentiation. For example, this priority can help to decide which node to pick if
there are several possible connection partners which, however, all belong to the third class.

1.2.3 Differentiation by lifespan

The time during which an overlay participant is remaining in the network will vary from host to
host. We can roughly distinguish between two types of hosts in this regard:

Ephemeral hosts are typical client end hosts such as desktops, laptops, or mobile devices. These
hosts will participate in the overlay only for a few minutes to a few hours. When the user
leaves, they will normally be switched off and thus disconnected from the overlay.

Stable hosts are routers, gateways, firewalls and server hosts that normally run around the clock,
i. e., with continuous uptimes ranging from days to years. Morever, it can be expected that
a few typical end user hosts remain online for a longer time (e. g., some workstations in
business offices).

This distinction is likely to be valuable when an overlay participant needs to select another
participant to establish a virtual link between them. If several options are available, then selecting
a stable host is preferable.

1.3 Two coupled overlays

As was pointed out, the purpose of the overlay described so far is to allow forwarding arbitrary IP
traffic between participating nodes as well as other IP hosts that are not knowingly participating
in the overlay. However, additional requirements seem to imply that it is necessary to actually
implement two overlays that interact with each other: One overlay to do the actual forwarding of
IP data traffic, and one overlay that can be used for signaling traffic, other traffic that is related to
managing the other overlay, as well as other special traffic. This will be explained in greater detail
in the following sections.

1.3.1 Traffic forwarding overlay

The traffic forwarding overlay is the overlay that has been described in the text so far, i. e., an overlay
that is used to forward IP packets. When an IP packet is sent along the overlay, the ingress node
needs to encapsulate the IP packet in some form (e. g., into a UDP datagram or an SCTP message).
In contrast, the egress node where the encapsulated IP packet is determined to leave the overlay
will have to remove the enclosing headers and send out the original raw IP packet.

In order to forward traffic, the overlay needs to apply some kind of routing mechanism. This
means that a node receiving an encapsulated IP packet needs to decide what to do with the packet,
i. e., either selecting an overlay participant to which to forward the packet to, unwrapping the
packet and sending out the original IP packet—or, in the case of an error, dropping the IP packet
due to some policy violation.

Quality requirements: Traffic on the forwarding overlay is expected to be high-traffic. Therefore,
the routing of this overlay should be tuned so as to provide a good performance, which mainly
implies a good throughput and perhaps a low delay. On the other hand, reliability aspects, al-
though undeniably important, play a less influential role. This is due to the fact that the traffic
forwarding overlay is intended to be a remediation and perhaps a performance enhancing facility,
but not so much a recovery mechanism. Thus paths taken through the overlay thus may not be
needed for a long time in many cases.
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1.3.2 Management overlay

The purpose of the management overlay is to provide an ultra-reliable means of transport for sig-
nalling and other kind of management traffic. The exact purpose is twofold:

• In particular, the management overlay will be used for forwarding requests for establishing
a virtual link or other routing-related messages pertaining to the traffic forwarding overlay.
This having said, it is not necessary that all overlay participants form a full mesh topology—
rather, the number of connections should be restricted due to scalability considerations (sec-
tion 1.1.5). In a peer selection mechanism which thus needs to be devised, reliability consid-
erations should be emphasized.

• Morever, the management overlay can be used for signalisation and other kinds of man-
agement traffic for other resilience mechanisms in the ResumeNet context. For example,
distributed attack detection mechanisms that need an ultra-reliable connection can choose
to communicate with each other via the management overlay.

Requirements: Traffic on the management overlay is expected to be low-volume. However, it
is vital that the management be fully functional at all times. In comparison to the forwarding
overlay, it is thus much more critical to keep up cohesion, i. e., to ensure that all participating
nodes form one big strongly connected graph component. In contrast, performance is less of an
issue.

1.4 Interaction between both overlays

Interaction between the two overlays is twofold:

• All signalling pertaining to the forwarding overlay (e. g., routing updates or connection re-
quests) should be performed via the management overlay and/or using direct IP connec-
tions, if available, but not via the forwarding overlay itself.

• In an ongoing challenge such as a sudden overload situation on a link, the two overlays
may compete with each other for scarce network resources. Therefore, it has to be ensured
that management overlay traffic gets a higher priority than forwarding overlay traffic. It is
very likely that this feature needs to be implemented either in the operating system kernel,
or by configuring the OS kernel in a way so as to prefer management overlay packets when
queuing.

2 API requirements

The previous section described general requirements to the two overlays. In this section, we de-
scribe how the operating system, other software and other hosts should be able to interact with
the overlays.

2.1 Traffic forwarding overlay

The first and foremost requirement for the traffic forwarding overlay is that it should be fully
transparent to the applications using it, even the IP layer. This means that virtual network inter-
faces need to be created (TUN/TAP) that serve as entry and exit points of IP packets into and out
of the overlay.
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2.1.1 Virtual interfaces

At every participating host, the overlay must simultaneously offer the following different ways of
interfacing:

• There should be one virtual interface for each overlay peer to which currently a virtual link
is kept. This way, the IP process and even applications (by explicitly bind()ing their socket
to the specific IP address) will be able to explicitly use specific virtual links. For example,
this may be beneficial to SCTP or HIP, which allow handling multiple interfaces.

• In addition, there should be one single interface for accessing the entire overlay. Packets
being sent via this interface will be routed subject to the decisions of a routing module inside
the overlay application. Traffic that is sent to this interface may actually not pass the overlay
at all; rather, the overlay routing process may instead decide to send out the packet as-is via
an existing physical interface.

2.1.2 Routing consistency

In an overlay participant, we have to distinguish between two types of routing:

• IP-based routing (which is, in Unix/Linux/BSD systems, usually configured by the /sbin/ip
or /sbin/route commands).

• Pure overlay routing, which determines what packets should be sent to which other overlay
node, and what packets should be delivered as non-encapsulated pure IP packets (probably
after having them unwrapped). This routing thus takes place entirely at the application
layer.

There needs to be a module that allows to keep the IP routing tables and the overlay routing
tables consistent with each other.

2.1.3 Packet interception and transparent transport layer support

Since the added resilience provided by the transport overlay should be transparent to the service
protocols, there need to be mechanisms to hide network failures from layer-4 protocols and above
if they can be resolved by means of the overlay.

In particular, ICMP Host unreachable and Network unreachable messages have to be in-
tercepted instead of being delivered to the transport layer (e. g., TCP). Rather, upon interception
of an ICMP message that indicates a network error that may be recoverable, the overlay software
should immediately adjust the routing tables (for IP as well as for the overlay routing) such that
the destination can now be reached via the overlay. This may require additional probing and sig-
nalling overhead, e. g., in order to determine via which overlay peer the destination node is still
reachable.

In addition, currently ongoing connections (in particular, TCP connections) should be silently
monitored. It should be possible to detect excessive packet losses, timeouts or other unusual
events that adversely affect the connection, and to transparently take corrective action against
these, i. e., by re-routing traffic to the affected destination via the overlay.

2.2 Management overlay

Other ResumeNet processes and modules wishing to communicate with and via the management
overlay should be able to do this in an application-independent fashion. For this purpose, a UDP
interface listening on a standardised port on localhost (i. e., the interface 127.0.0.1) should be
provided. Packets sent via this port should adhere to a format that describes to which node they
should be sent (i. e., its overlay node ID).
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2.3 Inter-node communication

Normally, overlay messages should be exchanged as UDP messages via a standardized port num-
ber. Moreover, TCP connections via the same port number should be allowed as a fallback mech-
anism. In addition, the overlay software should be designed in a way such that a later addition of
SCTP will be easily possible, as well as a message type etc.

There should be two port numbers: one for the management overlay, and one for the transport
overlay. They should have nearby numbers. The purpose of keeping the port numbers separate is
to allow in-network QoS components (e. g., priority scheduling) to forward management overlay
traffic in preference to that of the traffic overlay.

In spite of normally having two different ports, all overlay messages should adhere to a com-
mon overlay header format, so that communication is also possible with port restrictions (e. g.,
firewalls). This message format should comprise at least the following information:

• The originating node’s ID

• The destination node’s ID

• The type of traffic (e. g., payload data, probing traffic, signalisation/management, etc.)

3 Routing and related tasks: Algorithmic considerations

Protecting an overlay against peer and connection failures may appear similar to protecting a
normal layer-2 or layer-3 network against router/switch and link failures. Although there are a
lot of similarities, some aspects render the problem for overlays somewhat different.

In physical networks, a link between two nodes either exists or does not. The total number
of links is more or less linear with the number of nodes; i. e., for each node added to the topol-
ogy, a (small) number of links is added, which on average is more or less a constant. In contrast,
in an overlay network consisting of n nodes, there are O(n2) possible connections between them.
These potential connections will differ vastly in service quality parameters such as available band-
width, latency, packet loss probability, jitter, etc. In order to be informed about these parameters,
it is either necessary to do active probing, or at least to use payload packets forwarded along an
actively used connection for measuring performance (e. g., by piggybacking sequence numbers,
timestamps, etc.).

As was pointed out before, it is important to maintain a good selection of peer partners for
connections. Therefore, a node needs to have some kind of overview on other participants in the
overlay, so as to be able to do a good selection. In order to do this, the following aspects need to
be addressed:

3.1 Knowing about potential nodes

Since the number of available IP addresses is very large (especially with IPv6), a node should not
rely on techniques used by worms, i. e., contacting randomly chosen IP addresses. Rather, there
has to be some kind of directory structure where all nodes that participate in the network are
stored. In addition to their mere existence, this data structure can also store further information,
such as a node’s willingness and ability to commit resources to the network, such as forwarding
etc. Potentially, it might also store some very basic QoS parameters about a node’s connections,
such as the type of the connecting interfaces, their maximum throutput etc. However, since this
information only describes the next hop but not all (different!) paths to all other overlay partic-
ipants, this information might be of only limited use; e. g., an end host might feature a 1 Gbit/s
ethernet interface, which, however, is only connected to a DSL router connected to the Internet
with 2 Mbit/s.
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3.2 Node IDs

Since an IP address identifies an interface, not a host, it may happen that one node has multiple
IP addresses. This can even be the case if there is only one interface that has an IPv4 and an IPv6
address. It is thus desirable that nodes be identified within the overlay by an additional identifier,
which we will call the node ID.

3.3 Selecting appropriate nodes as connection peers

If a node A wants to send traffic to another node B in the overlay, then potentially all other partic-
ipants Ri can be considered as relay nodes. However, A clearly needs to make a decision which of
the Ri it should use as a relay, since it needs to resolve three problems:

1. Not all Ri will be actually willing to relay traffic, or be allowed to forward traffic (cf. sections
1.2.1 and 1.2.2)

2. Not all Ri will be able to actually reach B at the time that the request is made

3. Not all Ri will provide an acceptable service quality

The first problem can be addressed mostly off-line, since a node normally has a pretty clear
idea what types of traffic it can/is willing to forward. This information can be fed into static
parts of the routing process, e. g., routing tables, topology information, etc. Note that this also is
closely related to the question raised in section 2.1.3 concerning how a node can forward traffic,
i. e., unchanged or masqueraded by replacing the IP sender address. This aspect will be analyzed
in greater detail in section 3.6.

The second problem is an on-line problem, since the connectivity between Ri and B may be
disturbed. Obviously, this cannot be known in advance, especially if B is not an overlay partic-
ipant but an external node to which IP connectivity is disturbed: It is certainly not feasible to
do probing from every overlay participant to all possible IP destinations in the entire Internet.
Even probing between all participants is out of questions for networks with more than a handful
participants. Therefore, active probing (e. g., sending ICMP Ping messages) or, where possible,
passive probing (i. e., monitoring payload packets that are received anyway) needs to be used to
determine whether a destination IP address is actually reachable from a given overlay participant;
a task that should be preferably performed upon request, depending on the situational context.
The information obtained then may be passed on through signalling messages to other overlay
participants.

The third problem is closely related to the second problem, since probing (at least active prob-
ing) does not only reveal whether a destination is reachable, but also can tell parameters such as
one-way delay or RTT. By applying more sophisticated probing, it is even possible to determine
packet loss probability, number of IP, or even bandwidth estimations using packet pair probing.
When compared to the second problem, we see that more probing traffic is involved—first, since
it makes sense to compare the service quality of multiple relay nodes and only picking the best
ones; second, since many of the active probing mechanisms involve more than just sending one
single ping packet.

3.4 Paths via ≥ 2 overlay nodes

From [ABKM01] it can be expected that almost all connectivity issues can be resolved by using
only one intermediate relay node. Restricting the system to such a one-hop scenario will render
the system’s design simpler.

However, although the system may initially only work as a one-hop only overlay (e. g., similar
to the N2N distributed VPN, see section 4.1), the system should be designed from the start to
support a full routing protocol at a later point in time.

Regardless of whether one-hop or multi-hop routing is used, the system’s IP routing table al-
ways must be kept consistent with the routing table of the overlay software (cf. section 2.1.2).
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3.5 Traffic engineering

In order to avoid network congestion, as well to increase performance, the overlay should use the
REPLEX algorithm [FKF06, Kam08, Kam10] for dynamic traffic engineering. This brings about the
following requirements for the design of the routing system:

• It must be possible to have equal-cost multipaths, i. e., the possibility to have multiple routes
to the same destination prefix that can be used simultaneously. This is usually the case with
most operating systems.

• It must be possible to assign specific weights to some routes, so that they attract more traffic
than other routes to the same destination. Generally speaking, it must be possible to assign
individual traffic shares s1, . . . , sn to each route r1(D), . . . , rn(D) that is actually used for
forwarding traffic to the destination prefix D.

Such a weighting scheme is probably not part of an operating system’s IP forwarding mod-
ule. Note that this must not be confused with the concept of assigning different costs to
different routes, since in that case, normally only the best-cost route(s) will attract traffic,
and traffic will be equally shared between all best-cost routes for a given destination.

Since it can be expected that implementing such a scheme requires modification of the op-
erating system kernel, it is intended to implement REPLEX only in the application-layer
routing at first.

3.6 Masquerading, multi-networks and support for multiple routing tables

As was lined out before, the issues raised in section 2.1.3 also affect the selection of peers: Obvi-
ously, it does not make sense to forward an IP packet that belongs to an ongoing TCP connection to
a peer that may have optimum connectivity, but that cannot send out IP packets with “forged” IP
addresses and therefore has to replace the original sender IP address with its own IP address—the
receiving end host could not determine that this packet belongs to the original TCP connection.
On the other hand, a TCP SYN packet initiating a new TCP connection might be forwarded via
the relay node.

This of course implies that from the point of view of the contacted host receiving the SYN, the
connection is established to the relay node, not the original sender of the SYN, which remains
opaque. Furthermore, the relay node must do some kind of book-keeping and masquerading so
that it sends packets belonging to TCP connections of other hosts back to them, i. e., it needs to to
masquerading/NATing.

In summary, having to treat different classes of packet differently (i. e., allowing some relays for
specific traffic types while disallowing for other traffic types) means that there has to be support
for multiple routing tables in the application layer, so that some destinations will be acceptable for
some types of traffic but not for other types.

This facility may lateron be extended in a way such that the software allows a host to be part
of multiple independent overlays. For example, each of these overlays could be protected by an
individual VPN key.

3.7 Path diversity

For frequently used paths, end nodes may decide to issue traceroute probes along the path. The
IPs addresses of routers along the path may be associated with BGP prefixes they reside within
and their associated AS numbers either via the whois service, or via a distributed cache mech-
anism for previous whois lookups, e. g., through a DHT, see section 3.8. The paths themselves,
or elements thereof, may also be stored in a DHT (section 3.8). Nodes can reduce path overlaps
and thus maximize path diversity by selecting their communication and relay partners using this
information.
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3.8 Further routing algorithm ideas

In this section, we highlight some of the ideas which, when taken together, may form the core of a
possible routing algorithm.

What link state to capture: The state that a routing protocol captures in some way reflects
the network’s topology. Thus, normally a node keeps track of either the entire topology (link-
state routing), or at least a list of possible destinations and a list of other nodes it is directed to
(distance-vector and path-vector protocols).

An overlay network built on top of the Internet is different from a normal network, in that the
normal case is that two nodes are directly connected (i. e., two nodes normally can exchange IP
packets), whereas for most physical networks, it is normally the case that two nodes are not con-
nected. Thus, one idea we have is to capture only non-connectivity information, in contrast to tra-
ditional routing protocols which capture connectivity information. Apart from this, we also may
store more detailed connectivity information for special cases, e. g., bandwidth or delay informa-
tion for pairs of nodes that have measured these values (which we believe to be in the minority).

Storing topology and additional information in a DHT: One problem of link-state protocols is
the increasing memory usage and the increasing number of messages that have to be sent when
the number of nodes increases. In contrast, distance-vector and path vector protocols do not
suffer from this problem as much; however, they suffer from other drawbacks such as slower
convergence and the effect that “good news travels fast but bad news (e. g., connectivity losses)
travels slow”, and resulting effects such as the count-to-infinity problem, which need to be taken
care of.

If topology and other routing information (e. g., forwarding policies) is stored in a DHT, then
the overall state to be kept will indeed increase with the number of nodes whereas, on the other
hand, an increased number of nodes is available for storing the data. In the end, the amount of
information stored per node does not change with the total number of nodes.

Apart from topology information—non-connectivity information, measurement data etc.—, we
also can store other important data for which global accessibility is desirable, e. g., exit node poli-
cies, a list of all participating nodes, maps of IP addresses to node IDs, etc.

4 Where to start from

It is a good idea not to start implementing the entire software from scratch, but to re-use existing
components.

An assessment of existing software should be done of at least the following components, re-
garding how much of above specification they already provide, what needs to be implemented,
and what parts need to be rewritten/exchanged.

4.1 N2N

N2N is a distributed layer-2 VPN (i. e., it also can forward Ethernet frames, not just IP frames).
However, it only allows one-hop connections. It provides a facility for NAT traversal.

• Language: C

• Development status: under active development

• Platforms: Linux, FreeBSD (possibly more)

References: [DA08, nto]
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4.2 Tinc

Similar to N2N, Tinc is a distributed layer-2 VPN (i. e., it also can forward Ethernet frames, not just
IP frames). Apart from direct connections, it also allows routing via intermediate overlay nodes;
the routing algorithm being used is of a link-state type.

• Language: C

• Development status: under active development

• Platforms: Linux, FreeBSD, OpenBSD, NetBSD, MacOS/X (Darwin), Solaris, and Windows
(both natively and in a Cygwin environment)

References: [tin]

4.3 RON

In contrast to N2N and Tinc, RON (Resilient Overlay Networks) is not a distributed layer-2 VPN,
but an overlay for exchanging IP traffic. The seminal paper on RON was, to our knowledge,
the first to introduce overlays for enhancing the resilience of IP routes. The software is intended
to couple entire networks. Although routing via the overlay is possible, the algorithm in use
is a link-state algorithm, which severely limits scalability. To our knowlege, an enhanced link-
state algorithm with reduced signalling traffic was proposed [SZP+09] for RON, but not actually
implemented into the software.

• Language: C++

• Development status: Last release (v0.2a) in 2007

• Platforms: Linux, FreeBSD

References: [ABKM01, Bea]

4.4 Igor

IGOR, the Internet Grid Overlay Routing network, is a P2P overlay network that provides a rout-
ing service similar to Chord. Unlike a distributed hash table which offers only publich/subscribe
services, Igor is an overlay network that routes messages.

References: [AEHF08]

4.5 Ariba Underlay

Ariba is an overlay-based middleware. It provides generic mechanisms for establishing and main-
taining communication links across heterogeneous underlay networks. By using these mecha-
nisms, applications can spontaneously establish their own virtual network and use it for their
communication.

References: [SpO, BHMW08]
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4.6 Unisono and Clio

Unisono is a measurement framework that offers a multitude of interesting probing techniques.
Clio is a connector between Unisono and Ariba.

In particular, Unisono seems to be a promising candidate as a module that can provide the
overlay software various interesting measurement instruments under an easy-to-use API, rang-
ing from simple RTT measurements over hop counts and traceroute to bandwidth estimation
techniques using packet pair probing.

• Language: Python (Unisono plugins), C++ (Clio)

• Development status: Under active development

References: [HH]
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ABSTRACT
In the last few years, there has been a good deal of effort put
into research and standardization of P2P-based VoIP signal-
ing, commonly called P2PSIP. However, there has been one
important issue which has not been dealt with adequately,
privacy. Specifically i) location privacy, and ii) privacy of
social interaction in terms of who is communicating with
whom. In this paper, we present Pr2-P2PSIP , a Privacy-
Preserving P2PSIP signaling protocol for VoIP and IM. Pr2-
P2PSIP is primarily a feasibility study tackling the privacy
issues inherent in P2PSIP. We leverage standard security
protocols as well as concepts and experiences learned from
other anonymization networks such as Tor and I2P where
applicable. We present the design and on-going implemen-
tation of Pr2-P2PSIP and provide a threat analysis as well
as an analysis of the overhead of adding privacy to P2PSIP
networks. Particularly we analyze cryptographic overhead,
signaling latency and reliability costs.

Categories and Subject Descriptors
C.2 [Network Architecture and Design]: Miscellaneous;
K.4.1 [ Public Policy Issues]: Privacy

General Terms
Privacy, anonymization, Peer-to-Peer(P2P), Session Initia-
tion Protocol (SIP)

Keywords
P2P signaling, P2PSIP, location privacy, social interaction
privacy, onion routing, reliability costs

1. INTRODUCTION
The Session Initiation Protocol (SIP) [24] is a protocol

standardized by the IETF for setting up multimedia ses-
sions, in particular Voice over IP (VoIP) sessions. It can
also be used for Instant Messaging (IM) [23]. There has
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been a lot of effort in research and standardization in the
last few years related to P2PSIP [6]. The concept behind
P2PSIP is that peers help each other to establish a ses-
sion, e.g., a VoIP call. In P2PSIP, the session setup using
SIP should be possible without the use of a central server.
P2PSIP publishes the location of a SIP User Agent (UA)
(IP address and port number) not to a SIP Registrar, but
in a Distributed Hash Table (DHT). This data is stored at
other peers with peer identifiers (IDs) uncorrelated to the
SIP UA. These peers, called replica nodes, reply to queries
from any other peer looking for the UA. This makes the UA
available for incoming VoIP phone calls and chat messages.
However, the SIP UA has no control over know which peers
have asked for its current location. Curious and malicious
peers can perform a lookup for the SIP URI of the UA regu-
larly. The IP addresses of the UA could then be mapped to
geographic locations [1]. Using this information, attackers
could build location profiles of a user. Even worse, attack-
ers could “crawl” the P2PSIP network and harvest location
profiles of all participants. This issue has been left out-of-
scope in the IETF P2PSIP working group (WG) [2]. On
the other hand, location privacy had been thought of early
in the GSM standardization process. Thus, it seems to be
necessary to consider this privacy issue in P2PSIP networks
as well.

Another privacy threat in P2PSIP is that replica peers
can observe that communication is established between two
SIP UAs and deduce knowledge about the social interaction
of the two users.

In this paper, we tackle the two privacy issues illustrated
above; the former, location privacy and the latter, social
interaction privacy, by developing a new protocol which we
call Privacy-Preserving P2PSIP (Pr2-P2PSIP). The rest of
this paper is organized as follows. In Section 2, we present
our on-going work on the design and implementation of Pr2-
P2PSIP. Section 3 provides an evaluation of Pr2-P2PSIP
in terms of threat analyses as well as an analysis of the
overhead of adding privacy to P2PSIP networks in terms
of cryptographic overhead, signaling latency and reliability
costs. Section 4 provides an overview of related work and
Section 5 concludes our findings in this paper.

2. DESIGN OF PR2-P2PSIP
In this section, we introduce Pr2-P2PSIP.

2.1 Model and Notation
First, we introduce the model and notation used in the

rest of the paper.
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Figure 1: Architecture of Pr2-P2PSIP

2.1.1 SIP UAs and Public Identities
The SIP UAs provide the means for users to perform their

social interactions. They send chat messages and initiate
phone conversations on behalf of the users. Let N be the
set of UAs in a P2PSIP network and n = |N | the number
of UAs. In this paper, we use capital letters, e.g., A, B or
Ai, i ∈ {1, 2, ...n} to denote interchangeably (unless other-
wise explicitly mentioned) a user name, her SIP UA, or her
SIP URI.

Note that we use the term “UA” and “peer” interchange-
ably.

2.1.2 Authentication Server
Pr2-P2PSIP functions with a central authority, which is

an authentication server AS. The AS authenticates a user
A using a long-term preshared key, e.g., user password, or
a high entropy key stored in the (U)SIM card of the user’s
smart phone. After successful authentication, the AS pro-
vides the UA with a certificate that binds the user’s public
key +KA to her public identity A. The AS is indispensable
for Pr2-P2PSIP as it provides verifiable identities at the ap-
plication layer. This enables UAs to mutually authenticate
each other and establish secure channels for encryption and
integrity-protection at the application layer (SIP signaling
and multimedia streams). The AS provides verifiable iden-
tities at the overlay layers as well (Pr2-P2PSIP includes two
different overlays, explained in Section 2.1.3) in order to
prevent attacks on the overlays, e.g., Sybil and eclipse at-
tacks. Another attack that would be possible without a cen-
tral authority would be the so-called chosen-location attack
where malicious peers choose a convenient peer ID where
they could, eclipse (hide) other peers, or eclipse the con-
tent they would be responsible for. In the context of pri-
vacy, chosen-location attacks would allow malicious peers
to choose a strategically “good” position where they could
monitor the activities of certain other peers.

2.1.3 Storage and Forwarding Overlays
In addition to its public identity, a UA Ai has two pseu-

donyms fi and si which it uses for participating in two dif-
ferent overlays as sketched in Figure 1. si, i = 1, . . . , n is the
storage overlay. fi, i = 1, . . . , n is the forwarding overlay.

Table 1: Notation
+Ke Public key of an entity e
−Ke Private key of an entity e
Ka,b Shared secret key between entities a and b
{m}Ka,b Message m encrypted and integrity-

protected with the symmetric key Ka,b

(See Section 2.4).
{m}+Ke Message m encrypted with the public key

of entity e.
{m}−Ke Message m encrypted with the private key

of e.
h(m) Hash value of m where h is a cryptographic

hash function.
e[m] Message m digitally signed by e, i.e., an

abbreviation of (m, {h(m)}−Ke).
AS[e,+Ke] Digital certificate for e issued by AS. We

abstract from details, e.g., certificate valid-
ity intervals

l(e, t) Location (IP address and port number) of
the entity e at a certain point of time t

L(A, t) Data stored in P2P network required to
reach UA A at a certain point of time t

Storage.
Storage is the common service that DHT’s provide, and

is used in extant P2PSIP networks. The DHT stores in-
formation required to contact other UAs for sending them
application layer signaling messages. However, the informa-
tion stored in the Pr2-P2PSIP DHT differs from P2PSIP.
Specifically, it does not reveal the actual location of UAs.
The content of this information is explained in Sections 2.2.2
and 2.3.2.

Forwarding.
Forwarding is an additional function that peers need to

perform in Pr2-P2PSIP. It differs from typical forwarding
in DHT algorithms with recursive routing, e.g., Chord or
Pastry, given that these DHT algorithms were not designed
with privacy in mind. Message forwarding in Pr2-P2PSIP is
explained in 2.2.1.

Overlay Algorithm.
We currently use Kademlia [17] as our DHT overlay al-

gorithm. However, Pr2-P2PSIP could be used with other
DHTs. We do not claim that the choice of the overlay al-
gorithm is orthogonal to the impact of Pr2-P2PSIP on user
privacy. Thus, this design decision requires further investi-
gation in future work. For this paper, we use the Kademlia
RPCs FIND NODE, FIND VALUE, PING and STORE in
the storage overlay. Since the forwarding overlay is used only
for finding other peers (i.e., no data stored in the DHT, see
Section 2.2.1 for details), the forwarding overlay makes use
only of the FIND NODE and PING RPCs.

Pseudonyms in the Storage and Forwarding Overlays.
The pseudonyms fi and si are temporal identities which

are unlinkable to the UA’s public identity Ai (we use non-
capital letters to denote pseudonyms). Pseudonyms fi and
si belong to an identifier space K, e.g. K = {0, . . . , 2160−1}.
Each pseudonym is linked to a public key as well: (fi,+Kfi),



(si,+Ksi). As such, a UA uses different public/private key
pairs for different purposes.

By “UA Ai”, we mean the UA with public identity Ai
while “UA fi” or “UA si” is the UA with pseudonym fi or
si respectively. Table 1 provides additional notations used
throughout this paper.

2.1.4 Threat Model
Given a UA A ∈ N , we assume that an attacker M wants

to collect as much information as possible about A, in par-
ticular:

1. its current locator l(A, t)

2. its location profile: a history of l(A, t)

3. a social interaction profile: a history of social interac-
tions A→ B or B → A for any B ∈ N .

Note that man-in-the-middle, eavesdropping and message
forgery attacks on the application data (chat messages and
phone conversations) can be successfully countered (unless
the AS turns malicious) using the UA’s certificates provided
by the AS (AS[Ai,+KAi ]). Note also that the AS can gua-
rantees that each UA receives a single pseudonym fi and a
single pseudonym si, so Sybil attacks can be excluded and
eclipse attacks are difficult (since the overlay routing algo-
rithm provides multiple disjoint paths between two arbitrary
peers).

We consider the following attackers in Pr2-P2PSIP:

1. a single malicious UA participating in the Pr2-P2PSIP
network: M ∈ N . In this case, we assume every UA
operates on its own. Different malicious UAs do not
exchange information for the sake of breaking other
users’ privacy. Thus, each UA can observe only the
messages it sends and it receives. Additionally, if it
forwards a message from one peer to another, it can
decrypt only the messages (or message parts) for which
it has the appropriate key.

2. a partial observer in the network underlay observing
that a communication is taking place between different
IP addresses. The attacker may be able to observe
some traffic and deduce some conclusions about the
location or social interaction of some UAs.

2.2 Protocol Overview
In this section we describe how Pr2-P2PSIP handles data

storage and message forwarding. Storage and forwarding
in the Pr2-P2PSIP network differ from a “regular” P2PSIP
network, because UAs seek to keep their location and social
interaction private.

2.2.1 Message Forwarding
An application layer message (e.g., SIP MESSAGE for IM

or SIP INVITE for establishing a phone call) from a UA A
to a UA B is sent via intermediate forwarding peers using
so-called onion routing [14]. In onion routing, the sender of
a message m chooses intermediate forwarding peers which
route the message to B on behalf of A. A orders these peers
in series and encrypts m several times recursively. One layer
of encryption is removed at each of the forwarding peers, so
that the final peer in the tunnel has the original unencrypted
message.

fO1 fO2 fO3

A = 

fO0= fI0

fI1 fI2 fI3

Figure 2: Inbound and outbound tunnels of
sender/receiver A

In Pr2-P2PSIP, peers establish inbound tunnels and out-
bound tunnels (see Figure 2). The length of the tunnels
can be chosen by the UA. The choice of tunnel length has
some effects on privacy which are discussed in detail in Sec-
tion 3. For illustration purposes, we consider a tunnel length
of three hops throughout this Section 2.

A UA A uses its pseudonym (fO0 = fI0 in Figure 2) to
communicate with the first hop of each tunnel. For out-
bound tunnels, A (sending application layer messages) ge-
nerates symmetric keys for protected communication (i.e.
encrypted and integrity protected) with each of the out-
bound forwarding peers (fO1 , fO2 and fO3). For inbound
tunnels, A (receiving application layer messages) generates
symmetric keys for protected communication with each of
the inbound forwarding peers fI1 , fI2 and fI3 .

In both cases, A uses the public keys of the forwarding
peers to distribute the required symmetric keys which will
be used during the tunnel lifetime. Additionally, the forwar-
ding peers establish TLS sessions for hop-by-hop security.
Figure 3 sketches the resulting encryption and integrity-
protection layers. The layered encryption ensures that the
message looks different for each hop.

While the end-to-middle symmetric keys are valid only for
the tunnel lifetime, a hop-by-hop TLS session may be mul-
tiplexed for several inbound and outbound tunnels serving
several sender/receiver peers and can be long-lasting. This
design decision is borrowed from Tor and should make traf-
fic analysis more difficult. Unlike Tor where all peers are
connected in a full mesh and establish TLS tunnels to each
other, Pr2-P2PSIP TLS tunnels are established on demand,
since otherwise Pr2-P2PSIP could not scale to more than
few thousand peers.

Forwarding Pool.
We assume that every UA fi, i = 1, 2, ..., n is a potential

candidate for forwarding messages on behalf of other peers.
To discover forwarding peers, peers query the forwarding
overlay. Additionally, each peer keeps a local pool of the
forwarding peers it has learned about, and which it can ask
to be a part of its tunnels. This pool should be kept up-to-
date, so a peer can refresh its inbound or outbound tunnels.

The peer will occasionally learn about other forwarding
peers as a side effect of overlay maintenance. However, it is
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Figure 3: End-to-middle and hop-by-hop encryption
and data-integrity layers in Pr2-P2PSIP

crucial for the privacy goals of Pr2-P2PSIP to not rely solely
on overlay maintenance for re-filling its forwarding pool and
not to simply choose peers from its overlay routing table. In-
stead, a UA A should perform node lookups (a FIND NODE
RPC in Kademlia) for random identifiers in the forwarding
overlay when it needs to update its forwarding pool, in order
to prohibit an attacker M from being able to force a UA A
to select her (M) as a forwarding peer in her tunnels (i.e.,
path selection attack; see Section 3.1).

2.2.2 Contact Data Storage
The contact data of all UAs are stored in a DHT. For

each UA A there exists a value stored in the DHT with the
contact data of A under the key h(A). The contact data
is a tuple (+KA, L(A, t)). L(A, t) does not reveal any in-
formation about A’s real location l(A, t). Instead, L(A, t)
includes information about the entry points of A’s inbound
tunnels (i.e., the forwarding peers furthest from A in her
inbound tunnels), which will forward incoming messages to-
wards A. Details on the structure of L(A, t) are provided in
Section 2.3.2.

2.3 Protocol Operations
In this section we provide more low level details on the

protocol operations of Pr2-P2PSIP.

2.3.1 Tunnel Setup
Up to this point we have differentiated between inbound

and outbound tunnels. However, the procedure for setting
up both kinds of tunnels and the per-hop state required for
them is the same. A forwarding peer can be unaware of
the type of tunnel it is participating in. This reduces the
complexity of Pr2-P2PSIP.

In fact, in both cases communication takes place in both
directions, for instance to acknowledge tunnel setup and
to tunnel RPC responses backwards to the initiator of a
RPC (this is the case for publishing data in the DHT; see
Section 2.3.2; and retrieving data from the DHT; see Sec-
tion 2.3.3).

Forwarding peers need to store state information that is
required to process incoming and outgoing messages for each
tunnel. Let A be the UA which initiates the tunnel setup
for sending or receiving application layer messages. Let f1,
f2 and f3 be the forwarding peers chosen by A to build the
tunnel (as in Figure 3). A uses its pseudonym f0 to commu-
nicate with the first hop in the tunnel, f1. The state stored

at each forwarding peer fi, i = 1, 2, 3, called the tunnel bind-
ing in Pr2-P2PSIP, is a tuple which consists of the following
data:

• tunnel ID : a tunnel ID α used for multiplexing between
different tunnels,

• successor and predecessor : the pseudonyms, public
keys and locations of the successor and the predeces-
sor peers in the tunnel: (fi+1,+Kfi+1 , l(fi+1, t)) and
(fi−1,+Kfi−1 , l(fi−1, t)),

• end-to-middle symmetric key : Kf0,fi .

This data is distributed by A during the tunnel setup. Fur-
thermore, fi+1 and fi−1 are used at each forwarding peer
locally to determine whether it has already established TLS
sessions with the successor and predecessor peers.

The data for the tunnel binding is sent byA onion-encrypted
along the tunnel. For each node fi, i = 1, 2, 3, A sends (in-
directly) a message:

mi = (α,

fi+1,+Kfi+1 , l(fi+1, t),

fi−1,+Kfi−1 , l(fi−1, t),

Kf0,fi (1)

For f3, the information about the successor is marked with
null values:

m3 = (α,

null, null, null,

f2,+Kf2 , l(f2, t),

Kf0,f3 (2)

Of course, this has the consequence that f3 can deduce that
it is the last hop in the tunnel. The impact of this infor-
mation available to f3 will be discussed in Section 3.1. The
message flow for setting up the tunnel initiated by A looks
as follows.

f0 ↔ f1 : TLS handshake

f0 → f1 : {m1, {m2, {m3}+Kf3
}+Kf2

}+Kf1

f1 ↔ f2 : TLS handshake

f1 → f2 : {m2, {m3}+Kf3
}+Kf2

f2 ↔ f3 : TLS handshake

f2 → f3 : {m3}+Kf3
(3)

The TLS handshakes take place only if two successive for-
warding peers have not yet established a TLS session. Af-
ter tunnel setup, A (i.e., f0) can exchange messages with f3

without revealing her location l(A, t) or her identity (neither
the public identity A, nor her pseudonym f0). f3 knows only
the information about f2.

A message m from A to f3 is forwarded as follows:

f0 → f1 : {α, {α, {α,m}Kf0,f3
}Kf0,f2

}Kf0,f1

f1 → f2 : {α, {α,m}Kf0,f3
}Kf0,f2

f2 → f3 : {α,m}Kf0,f3
(4)



A

DHT store
fO1 fO2 fO3

Figure 4: Publishing UA contact data in the DHT

while a message from f3 to A is forwarded as follows:

f3 → f2 : α, {m}Kf0,f3

f2 → f1 : α, {{m}Kf0,f3
}Kf0,f2

f1 → f2 : α, {{{m}Kf0,f3
}Kf0,f2

}Kf0,f1
(5)

The tunnel setup (message flow (3)) is acknowledged by
the last forwarding peer f3. Thus, the acknowledgement
message is the first message sent from f3 to A via f2 and
f1. Note that the acknowledgement of the tunnel setup by
f3 is crucial for the reliability of Pr2-P2PSIP. This will be
discussed in detail in Section 3.2.

2.3.2 Publishing UA Contact Data
Publishing the contact data of a UA in the DHT makes

use of outbound tunnels and the Kademlia STORE RPC. A
UA A publishes its application layer public key (+KA) as
well as the pseudonyms, the public keys and the locations of
the entry points of its inbound tunnels. For example, assume
A has three parallel inbound tunnels. Then, the value stored
in the DHT under the key h(A) is a tuple (+KA, L(A, t))
where

L(A, t) = (fI3 ,+KfI3
, l(fI3 , t), α),

(f ′I3 ,+Kf ′
I3
, l(f ′I3 , t), β),

(f ′′I3 ,+Kf ′′
I3
, l(f ′′I3 , t), γ) (6)

where fI3 , f ′I3 and f ′′I3 are the entry points of the different
inbound tunnels; and α, β and γ the respective tunnel IDs.

The STORE RPC request is sent from A to fO3 using mes-
sage flow (4). This is depicted in Figure 4. It is crucial that
the STORE RPC responses received by fO3 are forwarded
back to A (using message flow (5)). The reason for this is
that A can not be sure that all peers in the outbound tunnel
(fO1 , fO2 and fO3) are live. If A does not receive a response
to her STORE request from fO3 , she needs to re-initiate
the RPC using another outbound tunnel. The time interval
between two successive RPC requests is a trade off between
latency and signaling overhead. In the extreme case, A could
send STORE RPCs simultaneously along several outbound
tunnels. However, this parallelism may produce a large un-
necessary signaling overhead depending on the stability of
the network (and thus, the stability of the outbound tun-
nels). As a trade off, we use an aggressive timeout of 1sec
before the next outbound tunnel is invoked.

2.3.3 Retrieving Contact Data
Looking up data in the DHT is quite similar to publish-

ing data in the DHT except the Kademlia RPC used is
(FIND VALUE). A uses one of her outbound tunnels and
asks the last peer in the tunnel to lookup the data on behalf

BA

Figure 5: Bidirectional signaling in Pr2-P2PSIP

of her. The same procedure with timeouts are performed if
no response is received from an outbound tunnel.

Using the same procedure for publishing and retrieving
data in/from the DHT reduces the complexity of the proto-
col.

2.3.4 Bidirectional Signaling
Once A has found the entry points of the inbound tunnels

of B, she can use her outbound tunnels to send application
layer messages to B. A may include her real location l(A, t)
(encrypted with +KB) in the first signaling message to B
or L(A, t) if she does not want to reveal her location to
B. The same holds for the response of B to A. Every
SIP message is acknowledged end-to-end, i.e., if B receives a
message from A through one of his inbound tunnels, he sends
an acknowledgement through one of his outbound tunnels.

The same procedure with a timeout applies here as well:
if A sends a SIP message to B and the acknowledgement
does not reach A within 1sec another end-to-end path, i.e.,
another combination of an outbound tunnel of A and an
inbound tunnel of B is used.

At this point, it is worth it mentioning that Pr2-P2PSIP
is designed with signaling in mind and is not optimized for
real-time communication. The main problem with real-time
communication is the accumulated one-way-delay in both
directions between A and B, which can easily exceed 100ms
given that there are four to six hops between A and B (de-
pending on the tunnel length).

2.4 Cryptographic Primitives
In this section, we provide implementation details on the

cryptographic primitives used in Pr2-P2PSIP.

Symmetric Cryptography.
As mentioned in Table 1, {m}Ka,b is a message m en-

crypted and integrity-protected with the shared key Ka,b.
This is used to provide end-to-middle security in the in-
bound and outbound tunnels (see Figure 3). However, it is
well known that different keys should be used for different
purposes and for each direction [13]. Thus, four symmetric
keys are derived from Ka,b on both sides using a crypto-
graphic key expansion function. These keys are derived at
the tunnel setup and used during the tunnel lifetime.

Public Key Cryptography.
Given that Pr2-P2PSIP makes extensive use of public key

encryption, in particular for inbound and outbound tunnel
setup, it is crucial to optimize the use of the public key cryp-
tographic primitives. We use two solutions for this purpose:

• a message m from a to b encrypted with the public
key +Kb is actually encrypted with a temporary sym-
metric key Ka,b generated by a. Then, {m}Ka,b is



sent together with the temporary key Ka,b encrypted
with +Kb. Thus, {m}+Kb is actually implemented as
({Ka,b}+Kb , {m}Ka,b).

• an important design decision in Pr2-P2PSIP is to use
Elliptic Curve Cryptography (ECC) [25] instead of RSA
for public key encryption. The reason is the convenient
key length without necessarily sacrificing performance.
An ECC key length of 194 bits provides comparable
entropy to a 2054 bit RSA key1.

The impact of the design decisions on the cryptographic
primitives are further discussed in Section 3.3.

2.4.1 Pitfalls
In this section, we explain a few details that need to be

taken into account when implementing Pr2-P2PSIP. These
details were skipped in the previous sections for the sake of
simplicity.

Outbound tunnels used by A for publishing L(A, t) should
not be used for other purposes, e.g., retrieving contact data
of another UA B. The last hop in the outbound tunnel of
A, fO3 sees only the hash value of A when the data is stored
in the DHT. However, by crawling the DHT, it may be able
to discover A (see Section 3.1). If the same outbound tunnel
is used for retrieving the contact data of B, fO3 can deduce
that A is about to send a SIP message to B. Thus, the social
interaction privacy of A would be broken.

Messages that are sent using onion routing need to include
a padding of arbitrary length for each hop, otherwise the
message size can be used by a forwarding peer to deduce its
position in the tunnel.

In the description of the tunnel setup in Section 2.3.1, the
tunnel ID α remains constant along the tunnel. However,
this raises a privacy threat in especially for inbound tunnels.
Intermediate hops (fI1 , fI2 and fI3) are all aware of the
tunnel ID α published in the contact data of A in the DHT:
L(A, t). Thus, by crawling the DHT, fI1 can discover which
UA A has published its contact data L(A, t) with α as tunnel
ID, and can deduce the public identity of A. Since fI1 has
direct IP communication with A, the location privacy of A
is broken. In order to defeat this attack, the tunnel ID has
to be changed at each hop. Thus, each forwarding peer has
two different tunnel IDs, one shared with the predecessor
and another one shared with the successor. Since A needs to
know the final tunnel ID at fI3 in order to publish its contact
data L(A, t) in the DHT, fI3 informs A about the tunnel
ID to be published when it confirms the tunnel setup to A.
Since fI3 and A use end-to-middle encryption to secure their
communication, fI1 and fI2 can not deduce which tunnel ID
is published in the DHT.

3. EVALUATING PR2-P2PSIP

3.1 Threat Analysis
In this section, we evaluate whether Pr2-P2PSIP fulfills

its goals, i.e., whether it can thwart attacks on location pri-
vacy and social interaction privacy. Additionally, based on
an extensive threat analysis, we deduce appropriate recom-
mendations for the tunnel length.

1The choice of the private key for RSA is limited by the
choice of prime numbers, while any random number can be
used as a private key for ECC.
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Figure 6: Passive attacks on Pr2-P2PSIP

The threat analysis of Pr2-P2PSIP benefits from attacks
on anonymization networks that have been described in the
literature. Therefore, we provide an overview of those at-
tacks that are relevant to Pr2-P2PSIP first. We then eval-
uate whether these attacks can be applied to Pr2-P2PSIP
and if Pr2-P2PSIP introduces new attack vectors.

3.1.1 Attacks on Anonymization Networks
Attacks on anonymization networks can be classified into

passive and active attacks. Passive attacks are attacks where
the attacker monitors communication between other peers.
For this purpose, the attacker may try to become part of one
of the victims tunnels. However, in passive attacks, attack-
ers do not alter the data they observe or forward. In con-
trast to passive attacks, active attacks involve a participant
actively altering or injecting data in the network. Neverthe-
less, an attacker may combine passive and active attacks in
order to reach his malicious goals. As with all privacy pre-
serving networks, a trade off exists between usability and
security.

Traffic Analysis.
Traffic analysis is a general term referring to monitoring

data as it passes through a network to glean useful infor-
mation. In an onion routing network over the Internet this
typically means monitoring underlying network communica-
tions or data handled by a participant in the network overlay.
A subset of traffic analysis called timing analysis measures
when data enters or exits the network or nodes in the net-
work. All of the attacks described herein utilize some form
of traffic analysis.

As discussed in [27, 3] an attacker that is able to observe
both ends of a tunnel may be able to correlate that two peers
(identified by IP addresses) are communicating by analyz-
ing inbound and outbound packet counts between every two
peers. This attack is depicted in Figure 6. However, the
attacker can not be sure that the two peers are communi-
cating, since they could simply be forwarding data for other
peers.

Path Selection Attacks.
Another type of passive attack is the path selection at-

tack [5]. The attacker forces particular peers to be chosen
for a tunnel, preferably controlled by the attacker. Since we
assume peers do not collude in Pr2-P2PSIP, this attack is
useful only if the attacker is on an end of the tunnel directly
connected to the victim as in Figure 7.

Given that peers choose forwarding peers using random
identifiers in the forwarding overlay, the probability of a suc-
cessful path selection attack when a peer builds its inbound
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tunnels is inversely proportial to the size of the network.
However, given that a peer occasionally has to change the
peers in its inbound tunnel, the probability of a successful
path selection attack grows over time.

Most other passive attacks [9, 3] require a global passive
adversary, outside of the threat model for our work.

Congestion Attacks.
The congestion [19] or circuit clogging [18] attack com-

bines typical traffic and timing analysis with an active de-
nial or reduction of service attack. The basic layout of this
attack is depicted in Figure 8. In this type of attack, a ma-
licious peer initiates a “legitimate” communication with the
victim. Using this communication, she alternates between
periods of sending data and being silent on the tunnel. She
concurrently builds tunnels between all (or some subset of)
possible other peers in the network and sends probe traffic
down each. If she can correlate the sending periods on the
legitimate tunnel with traffic on the probe tunnels she has
discovered that some peers on the probe tunnel are also part
of the legitimate one. This method works if forwarding peers
have to split resources equally between their tunnels; utiliz-
ing one tunnel therefore alters the latency properties of the
other tunnels. By building repeated probe tunnels through
different sets of possible peers she can eventually determine
exactly which peers are being used. Provided that the peers
on the legitimate tunnel are rotated over time (as is the
case in Pr2-P2PSIP) and the victim will be the only peer
which will be always part of the tunnels, the attacker could
discover the actual IP address of the victim.

3.1.2 Attacks on Pr2-P2PSIP
In this section, we provide a security threat analysis of

Pr2-P2PSIP on inbound and outbound tunnels for varying
tunnel lengths.

Attacks on One-hop and Two-hop Inbound Tunnels.
Using one-hop inbound tunnels, the only inbound forwar-

ding peer and potentially malicious peer M = fI1 is directly
connected to the victim B. The contact data of B published
in the DHT points to fI1 . Thus, by crawling the DHT (i.e.
the storage overlay), fI1 can find out which UAs have pub-
lished their contact information with fI1 as a tunnel entry
point (See Section 2.3.2) and thus can possibly deduce the
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Figure 9: Attacks on two-hop inbound tunnels

public identity of B. Given that fI1 has communicated with
B directly, it can link the identity B to its current location.

Using two-hop inbound tunnels, as shown in Figure 9, the
attack is still possible with the same amount of effort. A
malicious peer M can trivially recognize from communica-
tion with the successor and the predecessor in the tunnel
that she is not the entry point of the tunnel. Thus, M can
deduce its position in the tunnel and that its predecessor is
the initiator of the tunnel (B) and its successor is the entry
point of the tunnel (fI2 in Figure 9). By crawling the con-
tent of the DHT, M can find out which UAs have published
their contact information with fI2 as a tunnel entry point
and thus can possibly deduce the public identity of B and
link this identity to the current location l(B, t).

Depending on the size of the network, B may have changed
its inbound tunnels while M is still crawling the DHT, and
the data M is looking for in the DHT may become unavail-
able. However, we can not rely on this assumption, if M
has sufficient resources. One possible approach to reduce
the probability of this attack could be the concept of “entry
guards” [20], which were suggested for thwarting attacks on
discovering the origin of hidden services in Tor. These at-
tacks are based on path selection attacks. The concept of
entry guards is as follows; instead of choosing uniformly at
random from the set of all peers for the crucial hop (the near-
est to the hidden server in Tor, the nearest to the UA’s in
the inbound tunnel in Pr2-P2PSIP, i.e., fI1)), a small set of
peers are chosen initially and one of these is always utilized
in that position. Choosing forwarding peers uniformly at
random gives a patient attacker the chance to be chosen as
the vital hop with a high probability if B rotates his tunnels
regularily, whereas the probability of choosing the attacker
with “final guardians” is only g/n where g is the total number
of guardian nodes used (and n the overall number of peers
as mentioned in Section 2.1).

Nonetheless, since malicious peers have the chance here
to discover the public identity of B and its location with an
effort estimated by O(n) (crawling the DHT), we consider
the attack on one-hop and two-hop inbound tunnels as a real
threat to Pr2-P2PSIP.

Attacks on Three-hop Inbound Tunnels.
Using three-hop inbound tunnels, a possible attack sce-

nario is a variant of the circuit clogging attack, where the
participants of a tunnel can be deduced. In this scenario
the attacker M initiates a communication with the victim



B (Figure 8). M wants to discover the IP address of B. To
do so, she actively builds tunnels through many peers which
she uses to send a steady stream of data to herself. She
then sends a certain pattern to B (for example, via chat),
which can be detected on the tunnels that she is monitor-
ing because of interference [19, 18, 22]. Since M can choose
the length of her tunnels, she could conceivably connect to
every peer with a one hop tunnel back to herself and send
the pattern to B (via his legitimate inbound tunnel). If the
pattern is detected, this reveals either B or a part of his
tunnel. By repeating the same procedure for each of B’s
multiple inbound tunnels, M can eliminate B’s tunneling
peers, because B will be the only peer present on each of
the inbound tunnels used.

This attack becomes more difficult as the number of peers
in the network increases, because the attacker needs to mon-
itor them all for the pattern she is sending. False positives or
false negatives may occur due to other traffic on the network
at the same time as the attacker’s probe or pattern traffic.
The attack may also take a prohibitively long amount of
time to mount; if the attacker cannot monitor all nodes in
the network at once, she will need to perform this attack by
monitoring only some subset of the network at a time.

General Attacks on Outbound Tunnels.
No matter how long the outbound tunnel is, the last hop

in the tunnel (furthest from A) which is used for publishing
the contact data of A in the DHT should not be used for
other purposes as mentioned in Section 2.4.1. Otherwise,
the social interaction privacy of A would be broken.

Attacks on One-hop Outbound Tunnels.
If the outbound tunnel of a UA A consists of one hop

only, when A publishes her contact data in the DHT, the
outbound forwarding peer fO1 receives the STORE RPC
from A directly, and thus, can trivially discover the public
identity of A and correlate it with her IP address. This
would break the location privacy of A.

Attacks on Two-hop Outbound Tunnels.
Attacks on two-hop outbound tunnels become more diffi-

cult. The last peer in the outbound tunnel fO2 may misuse
the property of Pr2-P2PSIP that communication in both in-
bound and outbound tunnels takes place in both directions,
and send certain traffic patterns to fO1 which are forwarded
to A and thus may be the basis for a congestion attack.

Conclusions.
Given the threat analysis above, we conclude that:

• Passive attacks are of limited use because while they
may reveal that two peers are participating in the net-
work and connected, this does not indicate whether the
peers are forwarding data for other peers or actually
communicating.

• Path selection attacks require that the attacker be cho-
sen as the victim nodes final inbound hop. The proba-
bility of the success of such an attack is inversely pro-
portional to the size of the network. Furthermore, this
probability can be reduced using entry guards.

• Congestion attacks may be feasible, but at high cost,
take a long time and are susceptible to false positives

and false negatives.

• A tunnel length of three hops for inbound tunnels and
two hops for outbound tunnels provide location and
social interaction privacy at a high and satisfactory
degree.

3.2 Reliability Cost Analysis
In this section, we provide a model of Pr2-P2PSIP based

on reliability theory [21]. This model will then be used
for estimating the overhead generated by adding privacy to
P2PSIP. First, we start with some basic knowledge in relia-
bility theory from [21] which is required to understand the
model.

3.2.1 Reliability Theory
Reliability theory provides tools for estimating the relia-

bility of a whole system by estimating the reliability of the
single units/components of the system. Let T be the time to
failure of a unit, i.e., the time elapsed between when the unit
is put into operation until it fails for the first time. T can
be assumed to be continuously distributed with a density
function f(t) and distribution function:

F (t) = Pr(T ≤ t) =

∫ t

0

f(u) du (7)

The reliability R(t) is the probability that the unit will be
still operating at time t:

R(t) = 1− F (t) = Pr(T ≥ t) (8)

A structure of units is denoted series if the operation of
the structure depends on the operation of all units in this
structure. A parallel structure is a structure which operation
requires at least one of the units operating.

Let a structure consisting of k units with independent
failures2 and equal reliability distributions Ri(t) = R(t) for
all units i = 1, . . . , k. If the structure is series, the reliability
of the structure is

R∧(t) = R1(t)R2(t) . . . Rk(t) = Rk(t) (9)

If the structure is parallel, the reliability of the structure is

R∨(t) = 1− (1−R1(t))(1−R2(t)) . . . (1−Rk(t))

= 1− (1−R(t))k (10)

3.2.2 Modeling Pr2-P2PSIP Networks with Reliabi-
lity Theory

A Pr2-P2PSIP (or P2PSIP) network is a system which
consists of multiple units, which are the peers. The time to
failure of a peer is the the time interval between the time
when the peer goes online until it leaves the network, i.e., T
is the peer lifetime. Different studies of P2P networks for file
sharing, in particular KAD [29] and for VoIP, in particular
Skype [15] have shown that the peer lifetime is heavy-tailed
distributed. Since it is difficult to estimate appropriate pa-
rameters for a P2PSIP network, we focus on a generic an-
alytical model first. Note that Skype is not necessarily a
good representative since Skype clients are mainly installed
on PCs/laptops. Skype shows a high number of peers dur-
ing working days and middays, while peers in a P2PSIP
network could be running, e.g., on some fixed hardphones

2which is a dominant assumption in reliability theory
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Figure 10: Example reliability of a single storage
unit si or inbound forwarding unit fi with periodic
refreshes. τ = 1h.

which are permanently online, or on mobile smart phones,
which may change their IP addresses more frequently than
laptops. Nevertheless, Skype is the most similar application
to P2PSIP and Pr2-P2PSIP and the study in [15] will help
us to interpret the results of our reliability costs analysis as
shown below.

Reliability Model of Pr2-P2PSIP.
A UA B refreshes its contact data in the DHT as well

as its inbound tunnels periodically with a refreshing period
e.g., τ = 1h, in order to make sure it remains reachable in
the Pr2-P2PSIP network with high probability. This high
probability is a target reliability, e.g., R̄ = 1− 10−5.

When B performs a refresh operation at t = kτ, k ∈ N,
it receives acknowledgement messages for both the storage
and the tunnel refresh/setup (as described in Sections 2.3.1
and 2.3.2). Thus, we assume the probability that a peer/unit,
either involved in the storage of the contacts of B or involved
in one of the inbound tunnels for B, is online at t = kτ is
1. Then, this probability decreases over the time to the
minimum value. An example of this behavior is shown in
Figure 10. We denote µ to be the minimum reliability of a
peer at the end of each refreshing period.

µ = lim inf
t→(k+1)τ

R(t) k ∈ N (11)

µ could be estimated autonomously by B through measure-
ments. It is the probability that if another UA is observed
online at t, the UA will remain online until (t + τ). µ can
be considered as a metric for the churn in the network. If
the measured value for µ is too low, then the UA may have
to decrease τ , and thus increasing µ.

Furthermore, the following assumptions are required for
our reliability analysis:

• We assume that all peers are cooperative, i.e., as long
as a peer is online, it will perform requests from other
peers to create tunnels, forward messages and store
data.

• We assume that peers/UAs leave and join the network
independently. A UA which leaves the network deletes
all contact data and tunnel bindings of other peers.

• We assume a DHT model like in KAD [29] where peers
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Figure 11: Reliability model of Pr2-P2PSIP

which publish data are responsible for refreshing this
data themselves, i.e., replica nodes do not re-publish
data among each other, in particular when some of
them leave the network, or new nodes close to the key
of the data enter the network.

• We assume that routing in the DHT always succeeds.
In particular if A is looking for the contact data of B
and there is at least one replica node si storing this
data, then A will be able to reach si and find the con-
tact data of B.

Figure 11 shows the resulting reliability model under these
assumptions. A UA A calling B needs to reach at least one
of the storage peers si which have stored the contact data
of B. Then, A needs to find at least one inbound tunnel to
B where all peers which build the tunnel are still online. As
shown in Figure 11, let m the number of storage peers, p the
length of B’s inbound tunnels and q the number of parallel
inbound tunnel.

Estimating the Overhead of Privacy.
If p = 0, then we have a regular P2PSIP network. Let m0

the number of required parallel storage peers, then it follows
from equation (10):

1− (1− µ)m0 ≥ R̄ (12)

Thus, the number of required storage peers for an inbound
tunnel length p = 0 can be estimated by:

m0 ≥
ln(1− R̄)

ln(1− µ)
(13)

If p ≥ 1, then the reliability of the storage part at the end
of each refreshing period can be estimated as:

(1− (1− µ)m) (14)

and the reliability of the inbound forwarding part:

(1− (1− µp)q) (15)

Let R̄s the target reliablity of the storage part and R̄f the
target reliability of the inbound forwarding part. Thus, m
and q can be estimated as follows:

m ≥ ln(1− R̄s)
ln(1− µ)

(16)

q ≥ ln(1− R̄f )

ln(1− µp) (17)

and the reliability of the whole system:

(1− (1− µ)m).(1− (1− µp)q) ≥ R̄sR̄f = R̄ (18)

As it can be seen in Figure 11, the overall number of peers
required for each UA in order to be reachable is (m+ pq).
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Figure 12: Number of peers required to keep a UA
reachable in a Pr2-P2PSIP network with target re-
liability R̄ = 1− 10−5

Computation.
By varying the ratio R̄s/R̄f for a constant system target

reliability R̄ = 1− 10−5 we obtain different values for (m+
pq) which are slightly better than equal target reliabilities for
both parts, i.e., R̄s/R̄f = 1. Thus, we determine numerically
the optimum value of (m+pq) by varying R̄s/R̄f for different
values p ∈ {0, 1, 2, 3} and µ ∈ (0, 1] and R̄ = 1−10−5 (values
of µ are chosen stepwise with steps of 0.01). Figure 12 shows
the result. Figure 13 shows the relative overhead compared
to a non-privacy-preserving P2PSIP network (m+pq/m0).

Interpretation.
The number of peers required for a UA to be reachable for

incoming SIP message increases to infinity if µ→ 0 (i.e., av-
erage peer lifetime is ε→ 0) and converges to (p+1) for µ→
1 (i.e. a static network with peers never leaving). The rela-

tive overhead for p = 1 is constant ((2ln(1−
√

1−10−5)/ln(10−5)) ≈
2.12) which is due the equal parts for storage and forwarding
in that case.

Using the Skype network as an example according to [15],
around 80% of the Skype super-peers have a peer lifetime
more than 1h. This corresponds to around 32 peers required
for p = 2 and 59 peers for p = 3 in our estimation. However,
taking only Skype super-peers into consideration means that
in Pr2-P2PSIP only stable peers should be used for storage
and inbound tunnels.

Note that if a UA needs around 60 other UAs for storage
and inbound tunnels, this means also that each UA will re-
ceive an average number of 60 requests within the refreshing
period τ from other peers to store data or be a part of an
inbound tunnel. Additional signaling is required for the out-
bound tunnels, overlay maintenance and DHT lookups.

Conclusions.
The reliability analysis above provides an estimation of

the impact of adding privacy to P2PSIP. Pr2-P2PSIP gene-
rates quite a large signaling overhead and is very sensitive to
the stability of the storage and forwarding peers. This may
have different consequences depending on the types of de-
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Figure 13: Overhead of privacy compared to a reg-
ular P2PSIP network

vices used for the UAs. Processing a few requests per minute
for storage, tunnels, DHT lookups and overlay maintenance
may not be a problem for fixed hardphones, but would mean
a large resource consumption for mobile devices, in partic-
ular if they are constantly awoken from standby mode (at
least, this is a problem today). Given that the signaling
overhead is very sensitive to the stability of the storage and
forwarding overlay networks, it is crucial for Pr2-P2PSIP to
exclude peers with a short lifetime from these overlays. It is
well known that P2P networks perform better under a low
rate of churn and that a hierarchy with super peers should
be introduced if the churn rate becomes higher. However,
as it can be seen in Figure 13, these facts can reach other
dimensions under privacy constraints.

3.3 Cryptographic Overhead
Given the design decisions described in Section 2.4, the

overhead of the public key encryption of a message m sent
from a to b using a 194 bit ECC key +Kb and a 128 bit
temporary symmetric key Ka,b for AES encryption in CBC
mode consists of:

• the length of {Ka,b}+Kb , which results in an ECC
block size of 194 bits,

• the length of the initialization vector used for the sym-
metric encryption in CBC mode: 128 bits,

• and a maximum padding of 128 bits for the symmetric
encryption,

which results in an overall overhead between 322 and 450
bits, i.e,. approximately between 40 and 56 bytes. Thus,
even if a message is onion-encrypted with three layers the
overhead in terms of message length remains acceptable.

However, the cryptographic overhead of Pr2-P2PSIP in
terms of the number of public key operations increases lin-
early with the number of tunnels per UA and the number of
peers per tunnel. Thus, the same conclusions hold here as
in Section 3.2.

3.4 End-to-end Signaling Latency
The signaling latency from UA A to UA B is affected by:



1. the processing overhead at each forwarding peer,

2. the tunnel length, or the number of forwarding peers
used for inbound and outbound tunnels,

3. the accumulated one-way-delay along the full path be-
tween A and B,

4. the probability that all forwarding peers in a path are
online since they were last.

As mentioned in Section 2.4, once a tunnel is setup, only
symmetric cryptography is used. Thus, the cryptographic
processing is certainly not a bottleneck. As for the tun-
nel length and the accumulated delay, we believe that Pr2-
P2PSIP deployed with the recommended tunnels lengths in
Section 3.1 does not necessarily involve more signaling hops
than server-based SIP networks used in practice today, in
particular, where quite a few components are involved in
the signaling for different purposes, e.g., lawful interception,
billing, etc.

As for the probability that all forwarding peers in a path
are online, as mentioned in Section 2.3.4, A tries another
end-to-end path, i.e., another combination of outbound tun-
nel of A and inbound tunnel of B if it does not receive an
acknowledgement to a SIP message within 1sec.

Thus, the maximum overall signaling latency is expected
to be within a few seconds. If peers in the forwarding over-
lay are stable, it becomes more likely that the tunnels are
available and the signaling succeeds on the first attempt,
thus reducing the latency by an order of magnitude. If Pr2-
P2PSIP is used for chat, the same tunnels should be used
for subsequent chat messages, since once tunnels have been
successfully used, they are likely to remain available for the
next chat messages, assuming a heavy-tailed distribution of
the peer lifetime.

4. RELATED WORK
Location privacy was not a main concern when the In-

ternet was conceived, partially because hosts were fixed.
However, it was a considered early on in GSM standard-
ization. In GSM and UMTS networks, each mobile devices
has a unique identifier called the International Mobile Sub-
scriber Identity (IMSI). However, temporary pseudonyms
called Temporary Mobile Subscriber Identity’s (TMSI) are
usually used for communication with base stations. Nev-
ertheless, both GMS and UMTS authentication protocols
allow an attacker to impersonate a base station and request
the User Equipment (UE) to send its IMSI for authentica-
tion.

P2PSIP was been suggested initially by [7] and [28] and
raised much interest and follow up work. For example,
in [26], J. Seedorf investigates the challenges of lawful inter-
ception (LI) in P2PSIP networks, and potential solutions.
His work can be considered complimentary to ours. In [4],
the authors investigate a game theoretical approach for the
security threats of P2PSIP such as SPIT and attacks on
overlay routing. However, privacy is not addressed. Reliabi-
lity theory has been used in [29] for modeling P2P networks
in the context of the KAD file sharing network. In [16], the
authors investigate self-tuning behavior of DHTs in order to
optimize the reliability costs in the context of Pastry. How-
ever, they consider only the reliability of overlay routing.
In [31], the authors investigate the costs of maintenance and

lookup in DHTs with different ratios of super peers. Their
work considers regular DHT functionality without privacy.
Nonetheless, our work can be enhanced in the future with
a similar analysis in order to provide better insight on the
signaling overhead in Pr2-P2PSIP with different ratios of
fixed and mobile devices with different resources. In [30, 8]
the authors demonstrate how the end points of P2P VoIP
streams, e.g. Skype streams, can be identified. Thus, they
demonstrate how one could break location and social inter-
action privacy. However, Skype peers do not consider each
other as potentially malicious.

There are many anonymization networks which utilize onion
routing [14] or a derivative, notably Tor [10], JAP [12],
MorphMix [22] and I2P [11]. The most similar privacy
preserving onion routing design to that employed in Pr2-
P2PSIP is Tor. Tor is a P2P system of mix servers which
allow bi-directional communication through client initiated
circuits. Clients create these circuits by choosing a set of
Tor servers from a public list residing on replicated direc-
tory servers. The client then builds the circuit by extending
one hop at a time through the chosen servers. The path
length in Tor for a typical circuit is hard coded at three;
this number ensures that no participant in the circuit other
than the initiator knows or can easily discover the full cir-
cuit. Tor does support in network applications through hid-
den services [10] as of 2004. Pr2-P2PSIP inbound tunnels
correspond closely to the design of hidden services in Tor,
and outbound tunnels to typical Tor circuits. The estab-
lishment of tunnels and layers of encryption are essentially
the same between the designs. This means that Pr2-P2PSIP
benefits from the large body of work that has proven the Tor
design. On the other hand, Pr2-P2PSIP differs from Tor in
several perspectives. The Tor network consists of about 1000
servers serving millions of clients, while Pr2-P2PSIP should
be deployed in a P2P setting. Tor is primarily used to route
messages from clients outside of the network to hosts out-
side of the network. It is often used for web browsing and
BitTorrent, for example. Thus, Tor clients do not have to
be reachable for incoming communication as in Pr2-P2PSIP.
Tor servers are likely to remain available during the session
of a client so reliability is not a major concern in Tor. On
ther other hand, Tor is not required to provide reliability to
a degree as high as for typical voice systems. Unlike Tor’s di-
rectory servers, Pr2-P2PSIP uses a forwarding overlay. Fur-
ther, unlike Tor, Pr2-P2PSIP does allow connections to exit
the network. Pr2-P2PSIP also differs from Tor in the length
of paths used, allowing the application or user to control how
“anonymous” the communication should be. This gives con-
trol to the user for whether they want better performance or
better privacy properties, which may vary depending upon
whom they are communicating with.

In summary, Pr2-P2PSIP benefits from the design of Tor
and experience learned from Tor, while it addresses exclu-
sively the concerns of P2PSIP networks, and their specific
privacy issues. To the best of our knowledge, there has been
no work which addresses the privacy needs of P2PSIP in
such an extensive manner. Thus, we hope that this work
could be useful for the P2PSIP community.

5. CONCLUSIONS
This paper presents a feasibility study of Pr2-P2PSIP, a

P2PSIP protocol which tackles the privacy issues inherent
in P2PSIP. Specifically we aim to provide adequate location



privacy and social interaction privacy. Pr2-P2PSIP benefits
from the design of well known anonymization networks, such
as Tor. In Pr2-P2PSIP peers use outbound and inbound
tunnels as well as pseudonyms to hide their locations and
public identities. We have provided an extensive threat ana-
lysis and estimated the costs of adding privacy to P2PSIP in
terms of cryptographic overhead, signaling latency and re-
liability costs. Our conclusions are as follows; Pr2-P2PSIP
can provide location and social interaction privacy with a
tunnel length of three for inbound tunnels and two for out-
bound tunnels. Cryptographic overhead is not a hindrance
for Pr2-P2PSIP, in particular if ECC is deployed. Signaling
latency improves as the forwarding overlay becomes more
stable. The signaling overhead is quite high and very sen-
sitive to the stability of the forwarding overlay. Thus, it is
crucial for a successful deployment of Pr2-P2PSIP that sta-
ble peers, i.e., with a long lifetime, are preferentially chosen
for building tunnels. Finally, we hope that this work will
prove useful for the P2PSIP community.
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