
1

Network Resilience PhD Course, ETH Zürich, September 26-28, 2011

Resilient Routing

Christian Rohner



Overview

2

 Routing Overview
 Routing Diversity
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 Scalability

• Resilient Overlay Network
 Delay Tolerance

• Store-carry-forward
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Routing Overview

 Routing versus forwarding
 Distance vector versus link state
 Convergence
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Routing - Overview

 Routing: determine the route or path a packet has to follow. 
 Forwarding: move a packet from an input link to an appropriate 

output link (determined by the routing).
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Routing: G=(N,E)

 Nodes: Routers and Hosts 
(u,v,w,...)

 Edges: Links between nodes.
 Each edge has a Cost 

associated with it.

• c(u,v) = 1, c(u,x)=2, etc.

Problem: Calculating the path with the lowest cost from source 
to destination:
D(u,z) = min{path: sum of all edge costs c(.,.) over the path}
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Convergence

 Convergence is the state of a set of routers that have the same 
topological information about the network they operate in.

 Convergence time is a measure of how fast a group of routers 
reach the state of convergence.

• Certain configuration and hardware conditions will prevent a 
network from ever converging. 

• BGP typically never converges because the Internet is too big for 
changes to be communicated fast enough.
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Link-State vs. Distance Vector

 Link State
Global knowledge: Each node talks to all other nodes, but only 
tells them what it knows for sure (i.e., the state of its directly 
connected links)
fast convergence, generates less traffic, fast reaction on topology changes, bad 
scaling, more robust

 Distance Vector
Iterative, distributed: Each node only talks to its directly 
connected neighbours, but sends its entire forwarding table.
simple to implement, simple to configure, bad convergence, bad scaling, error 
propagation
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Oscillations in Link-State Routing

Copyright © 2005 Pearson Addison-Wesley. All rights reserved. 4-

here:
link cost = load
> c(v,u)≠c(u,v)

8source: Kurose&Ross



Link-Cost Changes

Copyright © 2005 Pearson Addison-Wesley. All rights reserved. 4-

count-to-infinity problem:
1) y: x=6, z=1  LOOP!!
2) z: x=7, y=1  ...
3) y: x=8, z=1  ...
...
45) z: x=50, y=1

1) y: x=1, z=1 > advertise
2) z: x=2, y=1 > advertise
3) convergence

Solution: Poisoned Reverse
z announces Dz(x)=inf if it routes 
through y to get to x.

(partial)

source: Kurose&Ross 9



Routing Diversity

 Path protection
 Local protection
 Link aggregation
 Multipath routing

 Example: Rope-Ladder routing
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Failures

 Link failure

• software error, hardware problem, disconnection
 Path failure

• denial of service/ traffic burst > loss, performance failures

 Error detection

• Network layer achknowledgments

• HELLO messages
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Path Protection

Traffic is forwarded using backup path in case of failure

Source needs to monitor the operation of primary path

>Info about node or link failure needs to be propagated back to source

src dst Primary path

Backup path
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Local Protection

 Node or link failures are detected locally and backup paths are 
used until routing re-converges

• This can reduce the MTTR by the order of a magnitude compared 
to path protection

• Contra: higher signalling and equipment overhead

src dst

src dstLink protection

Node protection



 Bundling several physical Ethernet connections into one logical 
link 

 Connection between

• Two hosts 

• Two Ethernet switches 

• Host and switch

 IEEE 802.3ad Link Aggregation allows for increasing bandwidth
 Fault tolerance mechanism
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Link Aggregation

src dst



Multipath Routing

 fault tolerance, increased bandwidth, or improved security

• Simultaneous, parallel transport over multiple carriers

• Load balancing over available assets

• Avoidance of path discovery when re-assigning an interrupted 
stream

 The multiple paths computed might be overlapped, edge-
disjointed or node-disjointed with each other

 Can cause Out-Of-Order-Delivery of packets
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Abstract—In this paper, we present a novel multipath structure
called rope-ladder which combines the advantages of path, node
and link protection schemes. We also propose a position-based
multipath routing protocol in order to efficiently construct rope-
ladders in wireless networks. By design, the paths which are
constructed by our protocol are closely together which allows to
quickly switch back and forth between them in cases of node
or link failures. Hence, the size of loss gaps (i.e. the number
of consecutively lost packets) can be minimized. Previous works
mostly confine themselves to overall packet loss comparisons.
However, the loss gap size is crucial to ensure high quality for
gap-sensitive traffic like voice flows. Our multipath structure
can also tolerate failures of multiple consecutive nodes on the
primary path, and has a superior path diversity and path lifetime
compared to even perfect braids. We evaluate the performance
of our protocol using analysis and simulations1.

I. INTRODUCTION

The goal of multipath routing is to find not only one, but
multiple paths from source to destination. This can have sev-
eral benefits, like load balancing, fault tolerance (robustness),
end-to-end delay speedup, congestion control, bandwidth split-
ting, security and throughput increase. Our proposition was
designed to achieve an increase of resilience to node or
link failures caused by equipment failures, signal propagation
changes, or node mobility. The intention of our proposed
multipath routing protocol is to construct backup paths which
can be used when nodes or links on the primary path fail.

While many previous multipath routing protocols could be
used to provide backup paths for primary path failures, our
proposition is targeted at reducing packet loss. Especially in
scenarios with real-time traffic and tight end-to-end delay
requirements, it is often difficult to salvage packets which are
already on their way when a link failure occurs. This becomes
the more severe, the less connections exist between primary
and backup paths. The extreme case is where two completely
unconnected node-disjoint paths exist between source and
destination. This is usually called path protection. The other
extreme case is called link or node protection. Link protection
means that there is a backup path between any two neighboring
nodes of the primary path. With node protection, there is a
backup path for any pair of two-hop neighbors on the primary

1The research leading to these results has received funding from the
European Community’s Seventh Framework Programme (FP7/2007-2013)
under grant agreements no. 224619 (ResumeNet) and 214994 (CARMEN).
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Fig. 1. Different protection schemes. a) path protection. b) segment
protection. c) node protection. d) link protection. e) rope-ladder protection.

path. A compromise is known as segment protection. Here,
segments of the primary path are protected rather than all links
or nodes individually. Clearly, more fine-grained protection
comes at the expense of more signaling messages. Figure 1
shows the different protection schemes.

Imagine the last link towards the destination d fails. Using
path protection, this failure must be propagated all the way
back to the source s to tell it to direct new packets to the
backup path. All packets sent in the meantime will likely be
lost. For real-time traffic with small packet interarrival times
the gap size (i.e. the number of consecutively lost packets) can
become significant. Especially for voice traffic, not only the
overall packet loss rate but also the gap size is a crucial factor
for high-quality transmissions. Modern voice codecs’ loss
concealment algorithms cannot cope with more than two or
three consecutive losses. Generally, the more connections there
are between primary and backup path, the more immediately
can packets be redirected to the backup path, avoiding losses
or at least larger gaps.

In this paper, we propose a new protection scheme called
rope-ladder (cf. Figure 1e)) which combines the advantages of
link, node and path protection. Basically, a rope-ladder consists
of primary and backup paths (the ”ropes”) and connections
between them (the ”rungs”). As with path protection, primary
and backup path are node-disjoint. However, the rope-ladder
structure ensures that each link and each node can be protected
individually.

Note that Figure 1 shows idealized schematic versions of the
different protection schemes. In practical networks, it might

[Lessmann et al, WoWMoM, 2010]
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can say that, if there exists a rope-ladder in the graph between s and d, RLR
will find it.

Since RLR makes use of depth-first search (DFS) based routing, it is straight-
forward to change our current metric which determines the order in which a node
chooses its forwarding candidates. The way we described it above uses euclidean
distance to the destination node d as a metric. However, other metrics like QoS-
related metrics could be taken (in addition to this) as well. This would allow
considering reliability or latency aspects in the rope-ladder construction, for ex-
ample.
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Fig. 2. RLR from node 1 to 12, highlighted nodes depict p and b. a) Paths after initial
selection of p and b by s. b) p chooses greedily node 10, leaving b with node 9 as the
only remaining candidate. c) Cut-o↵ problem: b has no forwarding candidate, so p (and
thus b) must backtrack. d) p evades to second-best candidate, giving b the chance to
take node 10. e) Rung candidate route from b to p0 is three hops long, node 14 becomes
initial contender with i = 1. f) Node 14 has no forwarding candidate but can find a
route (14,11,12,13) to ps candidate; since node 11 belongs to node 14s previous rung
candidate route, it will become the new contender (i = 2); however, the route is only
established until d.
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TABLE I
FEATURES OF PROTECTION SCHEMES

PP SP NP LP RLP

single link failure X X X X X
multiple consecutive link failures X X X X X

# critical backup links, given primary link failure n 2/n 2 2 2
single node failure X X X – X

multiple consecutive node failures X – – – X
worst case failure propagation hop count n 0 - n 0 0 0

where ' = 1+
p

5
2 ⇡ 1.62 is the golden ratio. As bd(n) ⌧

rd(n) for large values of n, we can conclude that the path
diversity of our rope-ladder is far higher than that of perfect
braids even though rope-ladders use only one additional link.
This means that, regarding message complexity, the construc-
tion of perfect braids and rope-ladders will be comparable,
while rope-ladders outperform perfect braids with respect
to path diversity. In Section V, we will show that this is
actually reflected in terms of path lifetime, which is a very
important metric for the robustness of a multipath. Thus, rope-
ladders seem to be a superior multipath variant compared to
perfect braids. Additionally, an increased path diversity can be
beneficial for security issues, amongst others.

V. SIMULATION RESULTS

We simulated RLR using ShoX [7]. 100 nodes were dis-
tributed according to a random distribution across a field of
560⇥520 meters. For signal propagation, we assumed the Unit
Disk Graph Model using transmission ranges of 100 meters.
For MAC and PHY layer, the IEEE 802.11g standard was
used.

To model link failures, we used node mobility models.
This might seem surprising, as we are considering mesh
networks with mostly stationary nodes. However, there are
several advantages to this. First, the reason of a link fail-
ure (e.g. mobility, equipment failure, deteriorated radio wave
propagation conditions) does not really matter for a routing
protocol (unless quality degradations are measured and used
for proactive re-routing, which we do not assume). Second,
mobility-induced link failures are very dynamic and often lead
to concurrent failures of multiple links, which is particularly
challenging (hence, this allows to expose weaknesses and
different performance of protocols under high stress more
clearly). Third, using mobility models to simulate link failures
in a mesh network allows us to evaluate at the same time, to
what extent our protection scheme and routing protocol are
applicable also to dynamic networks like MANETs. Fourth,
there are many mobility models already available and, using
standard ones, the implications of our measurements can be
easily grasped by people familiar with them. Specifically, for
mobility modeling, we used both the Random Waypoint Model
(RWP) with a node speed between 1 and 1.8 m/s and the model
introduced in [8] called OBM. Real-time traffic is modeled
based on G.729 CBR traffic, i.e. 164 bit or approximately 21
bytes per packet payload.

Fig. 3. Major results for RLR vs. AODVM in static networks.

Figure 3 shows a summary of some results for static scenar-
ios, i.e. without any failures. This is to give an impression of
the performance of our position-based RLR versus AODVM,
which constructs node-disjoint paths. As can be seen, while the
discovery time of RLR is only slightly smaller than AODVM,
the discovery overhead in terms of signaling is much smaller
for RLR. AODVM needs an average of 45 messages per
hop of the final primary path, while RLR needs only 8.
This is because of RLR’s position-based discovery which
uses dedicated unicast messages to only selected neighbors,
while AODVM (and many other multipath protocols for that
matter) is based on flooding. The lengths of the primary
paths constructed by AODVM and RLR are comparable, but
RLR generally produces longer backup paths. This can be
explained, however, when taking into consideration, that rungs
also count as backup sections in RLR, and AODVM does not
have any connections between primary and backup paths.

Note that Figure 3 is based on RLR with a backtracking
threshold ⌧ = 1, i.e. unlimited backtracking. Hence, even
when trying to find “optimal” rope-ladders in realistic mesh
networks, the message complexity is low. Due to space limita-
tions, we can unfortunately not present the detailed effect of ⌧
on the message complexity. However, it is clear, that smaller
values for ⌧ lead to more incomplete rope-ladders, but also
faster route discovery, i.e. less messages. Also note that, while
many position-based routing protocols (like perimeter routing
or face-based routing) might eventually fail to converge at
the destination node in some cases, DFS-based routing with
⌧ =1 will always find the destination node due to exhaustive
search in the worst case.

Since one of the main advantages we expect from rope-
ladders are improved robustness and reduced packet loss gaps
(i.e. number of consecutively lost packets), we simulated RLR
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multiple paths from source to destination. This can have sev-
eral benefits, like load balancing, fault tolerance (robustness),
end-to-end delay speedup, congestion control, bandwidth split-
ting, security and throughput increase. Our proposition was
designed to achieve an increase of resilience to node or
link failures caused by equipment failures, signal propagation
changes, or node mobility. The intention of our proposed
multipath routing protocol is to construct backup paths which
can be used when nodes or links on the primary path fail.

While many previous multipath routing protocols could be
used to provide backup paths for primary path failures, our
proposition is targeted at reducing packet loss. Especially in
scenarios with real-time traffic and tight end-to-end delay
requirements, it is often difficult to salvage packets which are
already on their way when a link failure occurs. This becomes
the more severe, the less connections exist between primary
and backup paths. The extreme case is where two completely
unconnected node-disjoint paths exist between source and
destination. This is usually called path protection. The other
extreme case is called link or node protection. Link protection
means that there is a backup path between any two neighboring
nodes of the primary path. With node protection, there is a
backup path for any pair of two-hop neighbors on the primary

1The research leading to these results has received funding from the
European Community’s Seventh Framework Programme (FP7/2007-2013)
under grant agreements no. 224619 (ResumeNet) and 214994 (CARMEN).
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Fig. 1. Different protection schemes. a) path protection. b) segment
protection. c) node protection. d) link protection. e) rope-ladder protection.

path. A compromise is known as segment protection. Here,
segments of the primary path are protected rather than all links
or nodes individually. Clearly, more fine-grained protection
comes at the expense of more signaling messages. Figure 1
shows the different protection schemes.

Imagine the last link towards the destination d fails. Using
path protection, this failure must be propagated all the way
back to the source s to tell it to direct new packets to the
backup path. All packets sent in the meantime will likely be
lost. For real-time traffic with small packet interarrival times
the gap size (i.e. the number of consecutively lost packets) can
become significant. Especially for voice traffic, not only the
overall packet loss rate but also the gap size is a crucial factor
for high-quality transmissions. Modern voice codecs’ loss
concealment algorithms cannot cope with more than two or
three consecutive losses. Generally, the more connections there
are between primary and backup path, the more immediately
can packets be redirected to the backup path, avoiding losses
or at least larger gaps.

In this paper, we propose a new protection scheme called
rope-ladder (cf. Figure 1e)) which combines the advantages of
link, node and path protection. Basically, a rope-ladder consists
of primary and backup paths (the ”ropes”) and connections
between them (the ”rungs”). As with path protection, primary
and backup path are node-disjoint. However, the rope-ladder
structure ensures that each link and each node can be protected
individually.

Note that Figure 1 shows idealized schematic versions of the
different protection schemes. In practical networks, it might
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 Wireless networks give insight into reactivity aspects

 Proactive versus reactive routing
 DSR flip-flop routing



Proactive versus Reactive Routing

 Proactive Routing

• constantly monitor the possible routes

• re-route if less expensive route gets available

• convergence

 Reactive Routing

• find a route by flooding the network with route request packets.

• high latency in route finding, excessive flooding

 Application environment

• Wireless ad-hoc and mesh networks
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Ad hoc On-demand Distance Vector Routing

 Disseminates network wide routing control messages on-
demand, at the time a route is needed. 

 Broadcast route request (RREQ)
 Destination or intermediate node with a route to the destination 

replies with a unicast route reply (RREP). 
 Soft state routing tables (entries time out)
 Monitors links between neighbors to detect link failures (hello or 

link layer feedback)
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Dynamic Source Routing

 Forwarding based on route defined in packet header
 Similar route discovery as AODV

• caches routing information in received or promiscuously overheard 
packets > own local view of network connectivity

 Can support automatic route shortening

• inspecting source route in overheard packets

• inform sender
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Optimized Link State Routing Protocol

 Optimizations for ad-hoc networks that reduce control traffic 
overhead and increase reactivity to topologicalc changes

• multip-point relays (MPRs) to transmit control messages through 
the network.

• only partial link state information is flooded.

 HELLO include neighbor set. Actual link state is only propagated 
throughout the network by MPRs in Topology Control messages.

 Because of the proactive nature of OLSR, the protocol needs 
time to converge and, therefore, it reacts slower to topological 
changes than AODV and DSR do.
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Sensing Mechanisms

 Network layer achknowledgments (DSR)

• RTT estimation (piggiback request, reply separate)

• increase channel contention > self-interference

• premature route timeouts

• packet buffering >self-interference
 HELLO messages (AODV, OLSR)

• not as accurate as needed (broadcast vs. unicast, sensitive to 
interference and hidden nodes)

• TCP backlashing
 Promiscuous Listening

• link cache poisoning

• RERR might not reach other nodes until they have already sent 
new packets with old routing state
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with high confidence be attributed to differences in the software
stacks of the simulator and the operating system or in event
scheduling and processing, caused by how time is modeled in the
simulator. In the real world we expect overall lower performance,
caused by the radio and mobility.

Because our scenarios are constructed with a potential path
between source and destination at all times, the protocols should
under ideal circumstances provide routes resulting in high delivery
ratios. The UDP and Ping traffic types do not exhaust the
bandwidth and since the data rate is constant, and packets are
not retransmitted, we can easily identify the periods of poor
connectivity for each evaluation environment. In Table II, the
packet delivery ratios for simulation and emulation indicate that
the routing protocols can, with little effort and low loss, handle
periods of connectivity changes and multi-hop routes under ideal
circumstances. AODV and DSR consistently achieve over 91%
UDP/Ping packet delivery ratio for all scenarios in simulation and
emulation. OLSR achieves slightly lower ratios at 81-91%, which
is expected due to its slower convergence. Since the performance
is good in both environments we can, with some confidence,
exclude any serious routing logic problems, and the physical
hardware and protocol stack as significant performance altering
factors.

In the real world, on the other hand, we find packet loss
concentrated to the periods of connectivity changes, resulting
in a decrease in UDP/Ping mean packet delivery ratio of 6-
50% and 7-53%, when comparing to simulation and emulation
respectively. For TCP, performance in the real world is dominated
by the throughput achieved during periods of low variance in link
quality and stable routes, while in the rest of the scenario TCP
generally stalls. The average hop count is in general lower for
TCP than Ping (both are two-way), indicating that the majority of
the TCP packets are sent over shorter routes where connectivity
is good. Therefore, the variance in the results is also low and
any advantage of a particular routing strategy never manifests
itself for TCP. Roaming node is the exception, where the frequent
route updates allow AODV and DSR to excerpt their convergence
advantage over OLSR.

Although packet loss is expected mainly during periods of
connectivity change, we are first to quantify this loss for AODV,
DSR, and OLSR. The design choices that decide how well the
protocols sense the environment, and adapt to the real radio
environment during these periods, are determining for the overall
performance. Such sensing is the focus of our further discussion.

B. Performance of Sensing Mechanisms
The design choices of OLSR, AODV, and DSR represent, in

the order listed, an increasing eagerness to adapt to connectivity
changes. A high degree of eagerness requires more accurate
sensing. The different degrees of eagerness are reflected by the
measurements presented in Table II. We further illustrate this by
showing the route optimization behavior in Figure 6. Note that
since packets from ten real world experiments are overlayed, the
periods of loss appear longer and more severe due to time shifts
in link quality between experiments.

The performance in the critical regions is for OLSR dominated
by its slow convergence. We see in the figure that OLSR hangs
on to its old route both as shorter routes break and as they
become available. However, once convergence is reached the
shortest route is used. We do not see many packets that could

Fig. 6. Routing behavior in the real world Roaming node scenario with
UDP traffic. Packets from ten runs are overlayed according to the time and
hop count. A ⇧ is a received packet, while a ⇥ is a lost packet. A + indicates
that the packet could have been sent over a shorter route.

have been sent over a shorter route. AODV and DSR are, due to
their reactive nature, more sensitive to the regions of connectivity
changes. While AODV reacts quickly to link breaks, it does not
react as forcefully to link establishments. AODV’s strategy can
be summarized as being content with the status quo, as long as
there are no interruptions in the packet flows. This is illustrated
in Figure 6 by the packets that are sent over a longer route when
node 3 is moving back in the roaming node scenario. The figure
also shows that DSR is quick to optimize routes. It sometimes
prematurely switches to an unstable route, causing route flapping
between the longer and shorter route. The route flapping occurs
because the automatic route shortening acts on a per packet basis,
and tries to optimize the route as soon as a single packet is
promiscuously overheard from a node further down the path.
The flapping increases overhead and contention in the network.
This example stresses the need for accurate sensing mechanisms.
However, simulations and emulations rarely expose this need. We
now look in detail at the sensing mechanisms of each routing
protocol.

1) Network Layer Acknowledgments: One reason for DSR’s
high real world latencies is that the link monitoring, using network
layer acknowledgments (nlACKs), increases channel contention.
We call this Self-interference. Similar interference has been
reported by Draves et al. [6], when measuring link metrics in
static multi-hop ad hoc networks. The self-interference is well
illustrated by looking at the RTT in simulation (Figure 7), because
it is there isolated from measurement noise prevalent in the real
world. The interference is higher for Ping and TCP compared
to UDP, because nlACK-pairs are sent in both directions on each
link3. Whilst the ACK request is piggybacked on data, the ACK is
not. The interference could be reduced by also piggybacking the
ACK, but that is an optimization and only works in case there is
traffic in both directions. Although we use simulation to illustrate
the impact of self-interference on latency, it is significantly more
severe in the real world.

3However, this is not apparent when looking at the overall TCP result
presented in Table II since this value is dominated by throughput at times of
good connectivity.
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increase the uncertainty in the results and the conclusions.

B. Traffic Configuration
All experiments have one data flow between a source node

and a sink node, consisting of either synchronous UDP packets,
Ping or a TCP file transfer session. The rate for UDP and Ping
is 20 packets per second while TCP transmits with the highest
achievable rate. UDP and Ping have no adaptive mechanisms
such as congestion control. Therefore, UDP is used to sample
the network connectivity and to measure the route latency. Ping
requests are sent to the sink node, which then generates a reply
packet for each received request. The request-reply mechanism
is used to examine bidirectional connectivity and to measure
the round trip times (RTT). TCP is used to study the effect of
congestion control and reliable delivery.

Our goal was to have similar sized packets for all three traffic
cases to minimize differences in size induced loss. We settled on
1378 bytes to allow for the extra DSR header in UDP and Ping.
Hence, for UDP and Ping, the data in each packet is the same
for each routing protocol. In TCP, the data is filled up to the
maximum segment size and therefore DSR pays a performance
penalty due to its extra header overhead.

C. Scenario Descriptions
All experiments take place in our office building, shown in

Figure 4. The mobility scenarios comprise four nodes and up
to three hops. This choice of scale is a conscious decision as
it allows multi-hop topologies, while making repeatable mobility
patterns achievable. We refrain from increasing the scale of the
scenarios until protocol problems in the smaller scenarios are
solved and the protocols achieve reasonable performance there.
Working with larger scenarios is considerably more challenging
for in-depth analysis and repeatability, and would be extremely
time consuming.

Our study comprises three mobility scenarios: End node swap,
Relay node swap and Roaming node. They are choreographed to
stress the ability of the routing protocols to adapt to different
situations. Figure 5 depicts logical overviews of the scenarios.
Positions A, B, C, and D correspond to the physical locations in
Figure 4. At these positions, nodes only have connectivity to their
adjacent neighbors. In all experiments, there is only one traffic
stream between nodes 3 and 0. The scenarios are constructed
so that there is always connectivity between the source node
(3) and the destination node (0) over one or more hops. Nodes
move at normal walking speed. We measured it to about 1.3 m/s.
Each scenario has a warm-up phase and a cool-down phase of at
least 10 seconds, during which the routing protocols have time
to converge or, in the case of cool-down, to deliver delayed data
packets before the experiment ends. The traffic streams start some
time after the warm-up phase, depending on scenario.

The End node swap scenario (Figure 5 a) aims to test a routing
protocol’s ability to adapt when both source and destination move
and the shortest path changes from three hops, through two hops,
to one hop, and back. At time 31s, data transmission from node 3
to 0 starts. At time 51s, end nodes 0 and 3 move toward the other
end node’s position (A and D), where they arrive at time 113s.
Nodes 1 and 2 are stationary during the course of the scenario.
In this scenario we study how quickly a protocol switches to a
new and shorter path. Some protocols stick to an old path until
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Fig. 5. Logical overview of the three scenarios: (a) End node swap, (b)
Relay node swap, and (c) Roaming node. The dotted lines indicate movement
and the times indicate when nodes start to move and when they pass the
waypoints: A, B, C, and D.

it breaks while other protocols continuously look for alternative
and shorter paths.

The Relay node swap scenario (Figure 5 b) instead tests how
a routing protocol handles mobility among intermediate nodes
while the end nodes are stationary. The traffic is initiated from
node 3 to node 0 at time 61s and the relay nodes 1 and 2 change
positions at time 81s. When they meet in the middle, our node
placement allows, depending on the current connectivity, a two
hop route between end nodes 0 and 3 using any of the relay nodes
as an intermediary. The relay nodes reach their destinations at
time 101s.

The Roaming node scenario (Figure 5 c) starts with one hop
between nodes 0 and 3, in contrast to the other scenarios. Also,
there is no movement among potential relay nodes. Instead, node
3 roams the network, moving from position A to position D
and back during the course of the scenario. All other nodes are
stationary and only forward traffic. When initiating the traffic at
time 26s, node 3 starts its movement from position A toward
position D. At time 88s, node 3 has reached position D and
heads back toward position A, which it reaches at time 150s.
The Roaming node scenario aims to mimic, for example, a mesh
network where a user (node 3) is mobile and communicates with
a gateway (node 0). Here we study the effect of increasing path
length and the route optimization behavior when node 3 moves
back.

D. Routing Protocols
The MANET working group [22] intends to standardize one

reactive and one proactive protocol based on AODV, DSR, and
OLSR. Current candidates are DYMO [3] and OLSRv2 [23].
There are two main reasons why these two protocols are not in
our comparison. First, they are not yet as mature, e.g., in terms of
implementations. Second, DYMO and OLSRv2 are evolutionary
steps from AODV and OLSR, mainly differing in packet header
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with high confidence be attributed to differences in the software
stacks of the simulator and the operating system or in event
scheduling and processing, caused by how time is modeled in the
simulator. In the real world we expect overall lower performance,
caused by the radio and mobility.

Because our scenarios are constructed with a potential path
between source and destination at all times, the protocols should
under ideal circumstances provide routes resulting in high delivery
ratios. The UDP and Ping traffic types do not exhaust the
bandwidth and since the data rate is constant, and packets are
not retransmitted, we can easily identify the periods of poor
connectivity for each evaluation environment. In Table II, the
packet delivery ratios for simulation and emulation indicate that
the routing protocols can, with little effort and low loss, handle
periods of connectivity changes and multi-hop routes under ideal
circumstances. AODV and DSR consistently achieve over 91%
UDP/Ping packet delivery ratio for all scenarios in simulation and
emulation. OLSR achieves slightly lower ratios at 81-91%, which
is expected due to its slower convergence. Since the performance
is good in both environments we can, with some confidence,
exclude any serious routing logic problems, and the physical
hardware and protocol stack as significant performance altering
factors.

In the real world, on the other hand, we find packet loss
concentrated to the periods of connectivity changes, resulting
in a decrease in UDP/Ping mean packet delivery ratio of 6-
50% and 7-53%, when comparing to simulation and emulation
respectively. For TCP, performance in the real world is dominated
by the throughput achieved during periods of low variance in link
quality and stable routes, while in the rest of the scenario TCP
generally stalls. The average hop count is in general lower for
TCP than Ping (both are two-way), indicating that the majority of
the TCP packets are sent over shorter routes where connectivity
is good. Therefore, the variance in the results is also low and
any advantage of a particular routing strategy never manifests
itself for TCP. Roaming node is the exception, where the frequent
route updates allow AODV and DSR to excerpt their convergence
advantage over OLSR.

Although packet loss is expected mainly during periods of
connectivity change, we are first to quantify this loss for AODV,
DSR, and OLSR. The design choices that decide how well the
protocols sense the environment, and adapt to the real radio
environment during these periods, are determining for the overall
performance. Such sensing is the focus of our further discussion.

B. Performance of Sensing Mechanisms
The design choices of OLSR, AODV, and DSR represent, in

the order listed, an increasing eagerness to adapt to connectivity
changes. A high degree of eagerness requires more accurate
sensing. The different degrees of eagerness are reflected by the
measurements presented in Table II. We further illustrate this by
showing the route optimization behavior in Figure 6. Note that
since packets from ten real world experiments are overlayed, the
periods of loss appear longer and more severe due to time shifts
in link quality between experiments.

The performance in the critical regions is for OLSR dominated
by its slow convergence. We see in the figure that OLSR hangs
on to its old route both as shorter routes break and as they
become available. However, once convergence is reached the
shortest route is used. We do not see many packets that could

Fig. 6. Routing behavior in the real world Roaming node scenario with
UDP traffic. Packets from ten runs are overlayed according to the time and
hop count. A ⇧ is a received packet, while a ⇥ is a lost packet. A + indicates
that the packet could have been sent over a shorter route.

have been sent over a shorter route. AODV and DSR are, due to
their reactive nature, more sensitive to the regions of connectivity
changes. While AODV reacts quickly to link breaks, it does not
react as forcefully to link establishments. AODV’s strategy can
be summarized as being content with the status quo, as long as
there are no interruptions in the packet flows. This is illustrated
in Figure 6 by the packets that are sent over a longer route when
node 3 is moving back in the roaming node scenario. The figure
also shows that DSR is quick to optimize routes. It sometimes
prematurely switches to an unstable route, causing route flapping
between the longer and shorter route. The route flapping occurs
because the automatic route shortening acts on a per packet basis,
and tries to optimize the route as soon as a single packet is
promiscuously overheard from a node further down the path.
The flapping increases overhead and contention in the network.
This example stresses the need for accurate sensing mechanisms.
However, simulations and emulations rarely expose this need. We
now look in detail at the sensing mechanisms of each routing
protocol.

1) Network Layer Acknowledgments: One reason for DSR’s
high real world latencies is that the link monitoring, using network
layer acknowledgments (nlACKs), increases channel contention.
We call this Self-interference. Similar interference has been
reported by Draves et al. [6], when measuring link metrics in
static multi-hop ad hoc networks. The self-interference is well
illustrated by looking at the RTT in simulation (Figure 7), because
it is there isolated from measurement noise prevalent in the real
world. The interference is higher for Ping and TCP compared
to UDP, because nlACK-pairs are sent in both directions on each
link3. Whilst the ACK request is piggybacked on data, the ACK is
not. The interference could be reduced by also piggybacking the
ACK, but that is an optimization and only works in case there is
traffic in both directions. Although we use simulation to illustrate
the impact of self-interference on latency, it is significantly more
severe in the real world.

3However, this is not apparent when looking at the overall TCP result
presented in Table II since this value is dominated by throughput at times of
good connectivity.
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increase the uncertainty in the results and the conclusions.

B. Traffic Configuration
All experiments have one data flow between a source node

and a sink node, consisting of either synchronous UDP packets,
Ping or a TCP file transfer session. The rate for UDP and Ping
is 20 packets per second while TCP transmits with the highest
achievable rate. UDP and Ping have no adaptive mechanisms
such as congestion control. Therefore, UDP is used to sample
the network connectivity and to measure the route latency. Ping
requests are sent to the sink node, which then generates a reply
packet for each received request. The request-reply mechanism
is used to examine bidirectional connectivity and to measure
the round trip times (RTT). TCP is used to study the effect of
congestion control and reliable delivery.

Our goal was to have similar sized packets for all three traffic
cases to minimize differences in size induced loss. We settled on
1378 bytes to allow for the extra DSR header in UDP and Ping.
Hence, for UDP and Ping, the data in each packet is the same
for each routing protocol. In TCP, the data is filled up to the
maximum segment size and therefore DSR pays a performance
penalty due to its extra header overhead.

C. Scenario Descriptions
All experiments take place in our office building, shown in

Figure 4. The mobility scenarios comprise four nodes and up
to three hops. This choice of scale is a conscious decision as
it allows multi-hop topologies, while making repeatable mobility
patterns achievable. We refrain from increasing the scale of the
scenarios until protocol problems in the smaller scenarios are
solved and the protocols achieve reasonable performance there.
Working with larger scenarios is considerably more challenging
for in-depth analysis and repeatability, and would be extremely
time consuming.

Our study comprises three mobility scenarios: End node swap,
Relay node swap and Roaming node. They are choreographed to
stress the ability of the routing protocols to adapt to different
situations. Figure 5 depicts logical overviews of the scenarios.
Positions A, B, C, and D correspond to the physical locations in
Figure 4. At these positions, nodes only have connectivity to their
adjacent neighbors. In all experiments, there is only one traffic
stream between nodes 3 and 0. The scenarios are constructed
so that there is always connectivity between the source node
(3) and the destination node (0) over one or more hops. Nodes
move at normal walking speed. We measured it to about 1.3 m/s.
Each scenario has a warm-up phase and a cool-down phase of at
least 10 seconds, during which the routing protocols have time
to converge or, in the case of cool-down, to deliver delayed data
packets before the experiment ends. The traffic streams start some
time after the warm-up phase, depending on scenario.

The End node swap scenario (Figure 5 a) aims to test a routing
protocol’s ability to adapt when both source and destination move
and the shortest path changes from three hops, through two hops,
to one hop, and back. At time 31s, data transmission from node 3
to 0 starts. At time 51s, end nodes 0 and 3 move toward the other
end node’s position (A and D), where they arrive at time 113s.
Nodes 1 and 2 are stationary during the course of the scenario.
In this scenario we study how quickly a protocol switches to a
new and shorter path. Some protocols stick to an old path until
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Fig. 5. Logical overview of the three scenarios: (a) End node swap, (b)
Relay node swap, and (c) Roaming node. The dotted lines indicate movement
and the times indicate when nodes start to move and when they pass the
waypoints: A, B, C, and D.

it breaks while other protocols continuously look for alternative
and shorter paths.

The Relay node swap scenario (Figure 5 b) instead tests how
a routing protocol handles mobility among intermediate nodes
while the end nodes are stationary. The traffic is initiated from
node 3 to node 0 at time 61s and the relay nodes 1 and 2 change
positions at time 81s. When they meet in the middle, our node
placement allows, depending on the current connectivity, a two
hop route between end nodes 0 and 3 using any of the relay nodes
as an intermediary. The relay nodes reach their destinations at
time 101s.

The Roaming node scenario (Figure 5 c) starts with one hop
between nodes 0 and 3, in contrast to the other scenarios. Also,
there is no movement among potential relay nodes. Instead, node
3 roams the network, moving from position A to position D
and back during the course of the scenario. All other nodes are
stationary and only forward traffic. When initiating the traffic at
time 26s, node 3 starts its movement from position A toward
position D. At time 88s, node 3 has reached position D and
heads back toward position A, which it reaches at time 150s.
The Roaming node scenario aims to mimic, for example, a mesh
network where a user (node 3) is mobile and communicates with
a gateway (node 0). Here we study the effect of increasing path
length and the route optimization behavior when node 3 moves
back.

D. Routing Protocols
The MANET working group [22] intends to standardize one

reactive and one proactive protocol based on AODV, DSR, and
OLSR. Current candidates are DYMO [3] and OLSRv2 [23].
There are two main reasons why these two protocols are not in
our comparison. First, they are not yet as mature, e.g., in terms of
implementations. Second, DYMO and OLSRv2 are evolutionary
steps from AODV and OLSR, mainly differing in packet header
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with high confidence be attributed to differences in the software
stacks of the simulator and the operating system or in event
scheduling and processing, caused by how time is modeled in the
simulator. In the real world we expect overall lower performance,
caused by the radio and mobility.

Because our scenarios are constructed with a potential path
between source and destination at all times, the protocols should
under ideal circumstances provide routes resulting in high delivery
ratios. The UDP and Ping traffic types do not exhaust the
bandwidth and since the data rate is constant, and packets are
not retransmitted, we can easily identify the periods of poor
connectivity for each evaluation environment. In Table II, the
packet delivery ratios for simulation and emulation indicate that
the routing protocols can, with little effort and low loss, handle
periods of connectivity changes and multi-hop routes under ideal
circumstances. AODV and DSR consistently achieve over 91%
UDP/Ping packet delivery ratio for all scenarios in simulation and
emulation. OLSR achieves slightly lower ratios at 81-91%, which
is expected due to its slower convergence. Since the performance
is good in both environments we can, with some confidence,
exclude any serious routing logic problems, and the physical
hardware and protocol stack as significant performance altering
factors.

In the real world, on the other hand, we find packet loss
concentrated to the periods of connectivity changes, resulting
in a decrease in UDP/Ping mean packet delivery ratio of 6-
50% and 7-53%, when comparing to simulation and emulation
respectively. For TCP, performance in the real world is dominated
by the throughput achieved during periods of low variance in link
quality and stable routes, while in the rest of the scenario TCP
generally stalls. The average hop count is in general lower for
TCP than Ping (both are two-way), indicating that the majority of
the TCP packets are sent over shorter routes where connectivity
is good. Therefore, the variance in the results is also low and
any advantage of a particular routing strategy never manifests
itself for TCP. Roaming node is the exception, where the frequent
route updates allow AODV and DSR to excerpt their convergence
advantage over OLSR.

Although packet loss is expected mainly during periods of
connectivity change, we are first to quantify this loss for AODV,
DSR, and OLSR. The design choices that decide how well the
protocols sense the environment, and adapt to the real radio
environment during these periods, are determining for the overall
performance. Such sensing is the focus of our further discussion.

B. Performance of Sensing Mechanisms
The design choices of OLSR, AODV, and DSR represent, in

the order listed, an increasing eagerness to adapt to connectivity
changes. A high degree of eagerness requires more accurate
sensing. The different degrees of eagerness are reflected by the
measurements presented in Table II. We further illustrate this by
showing the route optimization behavior in Figure 6. Note that
since packets from ten real world experiments are overlayed, the
periods of loss appear longer and more severe due to time shifts
in link quality between experiments.

The performance in the critical regions is for OLSR dominated
by its slow convergence. We see in the figure that OLSR hangs
on to its old route both as shorter routes break and as they
become available. However, once convergence is reached the
shortest route is used. We do not see many packets that could

Fig. 6. Routing behavior in the real world Roaming node scenario with
UDP traffic. Packets from ten runs are overlayed according to the time and
hop count. A ⇧ is a received packet, while a ⇥ is a lost packet. A + indicates
that the packet could have been sent over a shorter route.

have been sent over a shorter route. AODV and DSR are, due to
their reactive nature, more sensitive to the regions of connectivity
changes. While AODV reacts quickly to link breaks, it does not
react as forcefully to link establishments. AODV’s strategy can
be summarized as being content with the status quo, as long as
there are no interruptions in the packet flows. This is illustrated
in Figure 6 by the packets that are sent over a longer route when
node 3 is moving back in the roaming node scenario. The figure
also shows that DSR is quick to optimize routes. It sometimes
prematurely switches to an unstable route, causing route flapping
between the longer and shorter route. The route flapping occurs
because the automatic route shortening acts on a per packet basis,
and tries to optimize the route as soon as a single packet is
promiscuously overheard from a node further down the path.
The flapping increases overhead and contention in the network.
This example stresses the need for accurate sensing mechanisms.
However, simulations and emulations rarely expose this need. We
now look in detail at the sensing mechanisms of each routing
protocol.

1) Network Layer Acknowledgments: One reason for DSR’s
high real world latencies is that the link monitoring, using network
layer acknowledgments (nlACKs), increases channel contention.
We call this Self-interference. Similar interference has been
reported by Draves et al. [6], when measuring link metrics in
static multi-hop ad hoc networks. The self-interference is well
illustrated by looking at the RTT in simulation (Figure 7), because
it is there isolated from measurement noise prevalent in the real
world. The interference is higher for Ping and TCP compared
to UDP, because nlACK-pairs are sent in both directions on each
link3. Whilst the ACK request is piggybacked on data, the ACK is
not. The interference could be reduced by also piggybacking the
ACK, but that is an optimization and only works in case there is
traffic in both directions. Although we use simulation to illustrate
the impact of self-interference on latency, it is significantly more
severe in the real world.

3However, this is not apparent when looking at the overall TCP result
presented in Table II since this value is dominated by throughput at times of
good connectivity.
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increase the uncertainty in the results and the conclusions.

B. Traffic Configuration
All experiments have one data flow between a source node

and a sink node, consisting of either synchronous UDP packets,
Ping or a TCP file transfer session. The rate for UDP and Ping
is 20 packets per second while TCP transmits with the highest
achievable rate. UDP and Ping have no adaptive mechanisms
such as congestion control. Therefore, UDP is used to sample
the network connectivity and to measure the route latency. Ping
requests are sent to the sink node, which then generates a reply
packet for each received request. The request-reply mechanism
is used to examine bidirectional connectivity and to measure
the round trip times (RTT). TCP is used to study the effect of
congestion control and reliable delivery.

Our goal was to have similar sized packets for all three traffic
cases to minimize differences in size induced loss. We settled on
1378 bytes to allow for the extra DSR header in UDP and Ping.
Hence, for UDP and Ping, the data in each packet is the same
for each routing protocol. In TCP, the data is filled up to the
maximum segment size and therefore DSR pays a performance
penalty due to its extra header overhead.

C. Scenario Descriptions
All experiments take place in our office building, shown in

Figure 4. The mobility scenarios comprise four nodes and up
to three hops. This choice of scale is a conscious decision as
it allows multi-hop topologies, while making repeatable mobility
patterns achievable. We refrain from increasing the scale of the
scenarios until protocol problems in the smaller scenarios are
solved and the protocols achieve reasonable performance there.
Working with larger scenarios is considerably more challenging
for in-depth analysis and repeatability, and would be extremely
time consuming.

Our study comprises three mobility scenarios: End node swap,
Relay node swap and Roaming node. They are choreographed to
stress the ability of the routing protocols to adapt to different
situations. Figure 5 depicts logical overviews of the scenarios.
Positions A, B, C, and D correspond to the physical locations in
Figure 4. At these positions, nodes only have connectivity to their
adjacent neighbors. In all experiments, there is only one traffic
stream between nodes 3 and 0. The scenarios are constructed
so that there is always connectivity between the source node
(3) and the destination node (0) over one or more hops. Nodes
move at normal walking speed. We measured it to about 1.3 m/s.
Each scenario has a warm-up phase and a cool-down phase of at
least 10 seconds, during which the routing protocols have time
to converge or, in the case of cool-down, to deliver delayed data
packets before the experiment ends. The traffic streams start some
time after the warm-up phase, depending on scenario.

The End node swap scenario (Figure 5 a) aims to test a routing
protocol’s ability to adapt when both source and destination move
and the shortest path changes from three hops, through two hops,
to one hop, and back. At time 31s, data transmission from node 3
to 0 starts. At time 51s, end nodes 0 and 3 move toward the other
end node’s position (A and D), where they arrive at time 113s.
Nodes 1 and 2 are stationary during the course of the scenario.
In this scenario we study how quickly a protocol switches to a
new and shorter path. Some protocols stick to an old path until
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Fig. 5. Logical overview of the three scenarios: (a) End node swap, (b)
Relay node swap, and (c) Roaming node. The dotted lines indicate movement
and the times indicate when nodes start to move and when they pass the
waypoints: A, B, C, and D.

it breaks while other protocols continuously look for alternative
and shorter paths.

The Relay node swap scenario (Figure 5 b) instead tests how
a routing protocol handles mobility among intermediate nodes
while the end nodes are stationary. The traffic is initiated from
node 3 to node 0 at time 61s and the relay nodes 1 and 2 change
positions at time 81s. When they meet in the middle, our node
placement allows, depending on the current connectivity, a two
hop route between end nodes 0 and 3 using any of the relay nodes
as an intermediary. The relay nodes reach their destinations at
time 101s.

The Roaming node scenario (Figure 5 c) starts with one hop
between nodes 0 and 3, in contrast to the other scenarios. Also,
there is no movement among potential relay nodes. Instead, node
3 roams the network, moving from position A to position D
and back during the course of the scenario. All other nodes are
stationary and only forward traffic. When initiating the traffic at
time 26s, node 3 starts its movement from position A toward
position D. At time 88s, node 3 has reached position D and
heads back toward position A, which it reaches at time 150s.
The Roaming node scenario aims to mimic, for example, a mesh
network where a user (node 3) is mobile and communicates with
a gateway (node 0). Here we study the effect of increasing path
length and the route optimization behavior when node 3 moves
back.

D. Routing Protocols
The MANET working group [22] intends to standardize one

reactive and one proactive protocol based on AODV, DSR, and
OLSR. Current candidates are DYMO [3] and OLSRv2 [23].
There are two main reasons why these two protocols are not in
our comparison. First, they are not yet as mature, e.g., in terms of
implementations. Second, DYMO and OLSRv2 are evolutionary
steps from AODV and OLSR, mainly differing in packet header
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Scalability
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 Scalability mechanisms make reacting to changes slow

 Internet / Hierarchical Routing
 Resilient Overlay Network



Topology of the Internet

Copyright © 2005 Pearson Addison-Wesley. All rights reserved. 1-
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Two-Level Routing

 Intra-AS Routing (RIP/DV, OSPF/LS, IGRP/DV)
 Inter-AS Routing (BGP)

Copyright © 2005 Pearson Addison-Wesley. All rights reserved. 4-
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Scalability

 Early ARPANET routing was dynamic , repsonding to the current 
delay and utilization of the network.

• Delay- and congestionbased distributed shortest path routing 
algorithm (1989)

 Diversity and size necessitated the deployment of protocols that 
perform more aggregation and fewer updates. 

• Treating vast collections of subnetworks as a single entity

• Prevent costly route oscillations

 Aggregation and damping provide good scalability
but infere with rapid detection and recovery
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Border Gateway Protocol (Overview)

 Best route selection for an AS is a function of

• best routes of its neighbors

• its own routing policies 
 Policies overwrite distance metric

• Monotonicity of the distance vector is not given anymore, 
potentially leading the protocol to diverge.

• A collection of locally well-configured policies can give rise to 
global routing anomalies. 

• Policy conflicts look the same as unstable routers or defect 
hardware.

 (dynamic) route flap dampening

• slow motion, fault identification hard
 (static) verify routing policies for conflicts
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Resilient Overlay Network

 Application layer overlay

• Moving error detection and recovery to a higher layer overlay
that is capable of faster response because it does not have to 
worry about scalability.

 Fast error detection and recovery

• active probing and passive observation (latency, packet loss, bw)
 Tight integration with applications
 Expressive policy routing

33

[Andersen et al, SOPS, 2001]
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Resilient Overlay Network
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Delay Tolerance
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 Store-carry-forward
 Replication
 Routing strategies

• epidemic

• limted epidemic (spray & wait)

• probabilistic



Delay Tolerant Networking

 Route network messages via intermittently connected nodes
 IETF Taks Force: www.dtnrg.org
 Earlier work: interplanetary network (NASA)

 Challenges:

• large delay (physical link, network partitioning)

• mobility

• connectivity

• available resources

• energy

 Store-carry-forward: hop-by-hop storage and retransmission
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Deterministic Scenarios ?

 Interplanetary Network

 Bus/Train

 Animals

 Humans

 Students

 Conferences
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Node Centrality

 Degree

• number of direct connections

• identification of hubs

 Betweenness

• bridge node

 Closeness

• shortest path to all others

• measures how long it will take data to spread in community
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Routing Strategies

 Epidemic forwarding

• Pass message to every node

• Most efficient spreading if resources available
 Limted epidemic

• Limit number of copies (spray & wait)

• Limit send rate (slef)
 Probabilistic

• Taking contact history into account (prophet)
 Social routing

• Considering node centrality (bubble) 
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Forwarding Performance
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Figure 3: Performance of Forwarding Algorithms. Top Row: Infocom 06 9-12; Infocom 06 3-6; Conext 06
9-12. Middle Row: Conext 06 3-6; UCSD 9-3; UCSD 3-9. Bottom Row: RealityGSM; RealityBT. For each
dataset, upper plot is Cost versus Success Rate; lower plot is Cost versus Mean Delay.
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Figure 3: Performance of Forwarding Algorithms. Top Row: Infocom 06 9-12; Infocom 06 3-6; Conext 06
9-12. Middle Row: Conext 06 3-6; UCSD 9-3; UCSD 3-9. Bottom Row: RealityGSM; RealityBT. For each
dataset, upper plot is Cost versus Success Rate; lower plot is Cost versus Mean Delay.
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